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Introduction
For XR-specific capacity enhancements, RAN2 made many agreements in the last several meetings for multiple CG PUSCH transmission occasions in a period of a single CG PUSCH configuration and dynamic indication of unused CG PUSCH occasion(s) based on UCI by the UE. 
In this contribution, we present our views on the remaining issues including time domain resource allocation (TDRA) for multi-PUSCHs CG, HARQ process determination, detailed UTO-UCI content and UCI reporting procedures on CG PUSCH.
Time domain and frequency domain resource allocation 
In RAN1 #112bis-e, it was agreed that for CG PUSCHs in a multi-PUSCHs CG configuration, MCS and FDRA of the CG PUSCHs in the CG configuration are the same between different PUSCH occasions [1]. Thus, the throughput and delay of a XR traffic would be adjusted by the on/off of CG PUSCH transmission occasions (TOs) in a configured multi-PUSCHs CG. Therefore, it is better to support a TDRA method with more scheduling flexibility.
For determination of the time domain resource allocation of CG PUSCHs associated to a multi-PUSCHs CG, RAN1 #112 bis agreed to prioritize several alternatives from RAN1 #112, as given below.
Agreement
For TDRA design for multi-CG PUSCH, prioritize Alt-A1, Alt-B, and Alt-C2 for further downscoping and/or modification from corresponding agreement in RAN1#112.
· FFS: How to address TDD configuration issue
· Alt-A: TDRA determination based on repetition framework. 
· Alt-A1: Follow the time domain resource mapping of Type A repetition
· N configured by higher layers or indicated by activation DCI
· Single SLIV is determined from TDRA
· The same SLIV in N PUSCH in consecutive slots per CG period
· FFS for non-consecutive slots
· FFS details, including related RRC parameters
· Alt-B: TDRA determination based on NR-U framework
· N and M configured by higher layers
· Single SLIV is determined from TDRA.
· The SLIV used for 1st PUSCH per CG period.
· M consecutive PUSCH TOs with same duration in slot. The M PUSCH TOs are used in N consecutive slots per CG period
· Note: N and M are configured independently from cg-nrofSlots-r16 and cg-nrofPUSCH-InSlot-r16, respectively. M and N configuration is independent from cgRetransmissionTimer configuration.
· FFS details, including related RRC parameters
· Alt-C: TDRA determination based on single DCI scheduling multiple PUSCHs
· Alt-C2: Follow Rel-17 single DCI scheduling multiple PUSCHs
· TDRA configured by pusch-TimeDomainAllocationListForMultiPUSCH-r16 with extendedK2-r17
· A row of TDRA with N entries determines the time domain resources allocation of N PUSCH TOs per period
· Note: N PUSCH TOs can be non-consecutive PUSCHs and/or in non-consecutive slots.
· FFS details, including related RRC parameters
Among the alternatives, Alt-A1 can only support one PUSCH in a slot, Alt-B with M consecutive PUSCH transmissions may not be suitable for the XR-specific traffic. Comparatively, Alt-C2 may have slightly higher overhead in the RRC configuration, but it provides better flexibility for XR-specific applications with configurability of different patterns of consecutive and non-consecutive PUSCH TOs. 
Proposal 1: TDRA determination based on single DCI scheduling multiple PUSCHs in Rel-17 to allow non-consecutive PUSCHs and/or in non-consecutive slots.
· A row of TDRA with N entries determines the time domain resources allocation of N PUSCH TOs per period.
HARQ-ACK process ID determination for PUSCH
In RAN1 #112bis-e, the following agreement was made on the framework for HARQ process ID determination with some parameters for further clarification [1].
Agreement
From RAN1 perspective, for determination of HARQ process Ids associated to PUSCHs in multi-PUSCHs CG assuming one TB per PUSCH:
· The HARQ process ID for the first configured/valid PUSCH in a period is determined based on the legacy CG procedure when cg-RetransmissionTimer is not configured, and applying the following formula, whichever is applicable
· HARQ Process ID = [floor(X*(CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes
· HARQ Process ID = [floor(X*(CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes + harq-ProcID-Offset2
· FFS whether in formulas above X is outside or inside floor operation, i.e.
· HARQ Process ID = [X*floor( (CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes
· HARQ Process ID = [X*floor((CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes + harq-ProcID-Offset2
· (Working Assumption) The HARQ process ID of the remaining configured/valid CG PUSCHs in the period is determined by incrementing the HARQ process ID of the preceding PUSCH in the period by Y with module operation with nrofHARQ-Processes or module operation with (nrofHARQ-Processes + harq-ProcID-Offset2), whichever applicable.
· FFS whether X=1 or X= the number of configured PUSCHs in the CG period
· FFS whether Y =1 or a value larger than 1, e.g. Y=2.
· FFS: If Y>1, Y is determined based on RRC
· FFS whether Offset 1= 0 or can be a non-zero value. 
· FFS: If offset1 is non-zero, how offset1 is determined (i.e., based on RRC)
· FFS whether Offset 2= 0 or can be a non-zero value. 
· FFS: If offset2 is non-zero, how offset2 is determined (i.e., based on RRC or dynamically)
· Note1: The equations will be updated accordingly when FFSs are clarified, e.g., if X=1, remove X; if Y=1, remove Y; if non-zero offset1 or Offset 2 is not supported, remove offset 1 or Offset 2.
· Note2: A configured CG PUSCH is invalid if the CG PUSCH is dropped due to collision with DL symbol(s) indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated or SSB.
Regardless how the TDRA is configured and determined, the HARQ process ID for the first configured/valid PUSCH in a period is determined based on the legacy CG procedure when cg-RetransmissionTimer is not configured, and applying the formula, whichever is applicable. HARQ process ID of the remaining configured/valid CG PUSCHs in the period is determined by incrementing the HARQ process ID of the preceding PUSCH in the period by a step size with module operation with nrofHARQ-Processes with or without an offset value. 
For the FFS parameters in the formulas, additional parameters by RRC are not essential and do not change the HARQ process operations. Since the HARQ process ID is reset in every CG period by applying a finalized formula, the HARQ process ID determination procedure works fine even with X=1, Y=1, offset 1=0 and offset 2=0. Therefore, we propose to simplify the formula as much as possible. 
Proposal 2: The parameters are determined by X=1, Y=1, offset 1=0 and offset 2=0, thus
· The HARQ process ID for the first configured/valid PUSCH in a period is determined based on the legacy CG procedure when cg-RetransmissionTimer is not configured, and applying the following formula, whichever is applicable
· HARQ Process ID = floor(CURRENT_symbol / periodicity) modulo nrofHARQ-Processes
· HARQ Process ID = floor(CURRENT_symbol / periodicity) modulo nrofHARQ-Processes + harq-ProcID-Offset2
· The HARQ process ID of the remaining configured/valid CG PUSCHs in the period is determined by incrementing the HARQ process ID of the preceding PUSCH in the period by 1 with module operation with nrofHARQ-Processes or module operation with (nrofHARQ-Processes + harq-ProcID-Offset2), whichever applicable.
Detailed UTO-UCI content
For a multi-PUSCHs CG, the term “UTO-UCI” refers to the “UCI that provides information about unused CG PUSCH transmission occasions”. In RAN1 #112bis-e, it was agreed that the UTO-UCI is defined as a “new UCI”, and the UTO-UCI can indicate consecutive or non-consecutive CG PUSCH TOs in a CG period [1]. 
Agreement
For dynamic indication of unused CG PUSCH transmission occasion(s) based on a UCI, the indicated “unused” CG PUSCH TO(s), if any, by the UCI in a CG PUSCH for a CG configuration 
· can be consecutive or non-consecutive CG PUSCH TO(s) in time domain [in one CG period]
· FFS whether/how the unused TO(s) can be associated to multiple CG configuration.
Note: FFSs and further details in corresponding agreement in RAN1#112 for the selected option are remained for further discussion
If supported, different multi-PUSCH CGs may be configured for different XR applications. The multi-PUSCH CGs may have very different configurations in time domain resource allocation (TDRA), frequency domain resource allocation (FDRA), and periodicity, etc. 
Also, there may be overlapping in time or frequency domain resources between different multi-PUSCH CGs. If the UTO-UCI is associated with multiple CGs, the UTO-UCI payload and UCI overhead will be increased for all configured multi-PUSCH CGs. Thus, it is better to control each multi-PUSCH CG separately by its own UTO-UCI.
Agreement
The UTO-UCI provides a bitmap where a bit corresponds to a TO within a time duration/range. The bit indicates whether the TO is “unused”.
· FFS: Details including time duration/range
The UTO-UCI provides a bitmap where a bit corresponds to a TO within a time duration/range. The bit indicates whether the TO is “unused”. The value to indicate an unused PUSCH TO in the bit map should be defined first, e.g. a bit of “1” can be used for a PUSCH TO that is “unused”, and a bit of “0” indicates that the corresponding PUSCH TO is “not unused”. 
The UE behaviours of the UTO-UCI indication need to be clarified. The UE is not expected to transit in a PUSCH TO that is indicated as “unused”. But the UE may or may not transmit a PUSCH in a CG PUSCH TO that is indicated as “not unused”, i.e. if there is no buffered data for the multi-PUSCH CG, the UE may skip and not transmit in a CG PUSCH TO indicated as “not unused”. 
Proposal 3: A UTO-UCI is associated with a configured multi-PUSCH CG, and cannot be associated with multiple CG configurations. 
· In a UTO-UCI, a bit of “1” is used to indicate “unused”, and “0” for “not unused” for a CG PUSCH TO. 
The UTO-UCI is used to indicate the “unused” PUSCH TOs for future transmissions based on current and/or predicted traffic load. Thus, it should not indicate any PUSCH TOs in the past. Thus, as a simple approach, the UTO-UCI can indicate the CG PUSCH TOs that is immediately after the current CG PUSCH transmission. 
Considering the processing time, the gNB may not be able to apply the received UTO-UCI immediately after the current CG PUSCH and UTO-UCI reception. Thus, the UTO-UCI may indicate CG PUSCH TOs after the current transmission with a processing delay. The processing delay can be specified in a number of symbols or a number of CG PUSCH TOs after the current CG PUSCH transmission. The process time can be a fixed value, a configurable parameter, or determined by the UE capability. 
The time duration of the UTO-UCI indication determines the UCI payload, i.e. the number of bits in a UTO-UCI. A simple and straightforward method is to apply the periodicity as the duration. In this case, the UTO-UCI provides a sliding window of a whole periodicity from the starting position. If a single bit is used for each PUSCH TO in a period, the UTO-UCI will have a fixed payload size with the number of bits equals to the number of PUSCH TOs in a CG period. 
On the other hand, there is a trade-off between the time duration and the indication validity/accuracy. The longer the duration, the more bits are required, and the gNB can have more information on the incoming traffic. But the longer time information may not be accurate and may change in the UTO-UCI of later PUSCH transmissions based on real time traffic conditions.
Considering the trade-off between UTO-UCI payload and indication validity, the duration can be defined as a time range, e.g. in a number of slots or a number of PUSCH TOs. To support different durations for different conditions, the duration can be more flexible, e.g. configured by higher layer signalling.
Proposal 4: The UTO-UCI bitmap indicates a bit map of CG PUSCH TOs in a duration after a start point
· The start point is after the current PUSCH transmission with a processing delay or the next CG PUSCH TO. 
· The duration is defined as a time range in a number of slots or a number of CG PUSCH TOs.
As agreed in RAN1 #112bis-e, the UTO-UCI is included in every transmitted PUSCH [1]. And the content of the UTO-UCI should be updated based on real time traffic load observed and predicted at the current PUSCH transmission. Thus, an “unused” PUSCH TO indication can be overridden if the traffic load is changed. However, due to UCI processing time at the UE and the gNB, some restrictions may be applied for overriding an “unused” PUSCH TO. 
With the observation of trade-off between the duration and indication validity, the indication is less accurate and tends to be changed for PUSCH TOs with longer distance from the current CG PUSCH transmission. Thus, an additional range parameter may be used within the duration to provide further information on different levels of validity of the UTO-UCI bits. 
For example, the “unused” indications within a range, i.e. the first part, in the duration should be more deterministic, i.e. the indication cannot be changed in in a later UTO-UCI indication. And the “unused” indications after the range, i.e. the second part, in the duration can be more informative as a rough estimation, and the “unused” PUSCH TOs can be modified in later UTO-UCI indications. 
Thus, different validate timeline may be applied for the bits in UTO-UCI. Effectively, this provides a sliding window of guaranteed “unused” PUSCH TOs within the smaller range and a best effort estimation in a long term of the duration. 
Proposal 5: The UTO-UCI indication includes a deterministic range where the “unused” CG PUSCH TO indication cannot be changed in later UTO-UCI indications, and an informative region where the “unused” indication can be updated in later UTO-UCI indications.
HARQ-ACK and UTO-UCI joint coding on CG PUSCH
For the UTO-UCI reporting, it was agreed that the UTO-UCI is included in every CG PUSCH that is transmitted for a CG PUSCH configuration. For UTO-UCI multiplexing on CG PUSCH, the following agreement was made in RAN1 #112bis-e [1].
Agreement
The existing CG-UCI encoding and multiplexing procedures are reused for encoding the “UTO-UCI” in a configured grant PUSCH in absence or presence of other UCIs being multiplexed in the PUSCH, by applying the following adjustments:
· The “UTO-UCI” is used instead of CG-UCI in the corresponding procedures for encoding of CG-UCI and/or HARQ-ACK, whichever is present.
· For determining the beta-offset,
· Beta offset is configured for the “UTO-UCI” 
· If UTO-UCI and HARQ-ACK is not jointly encoded, the beta offset for the “UTO-UCI” is used in the procedures instead of CG-UCI beta offset
· If UTO-UCI and HARQ-ACK is jointly encoded, HARQ-ACK beta offset is used in the procedures instead of CG-UCI beta offset
· FFS on sequence generation order between UTO-UCI and HARQ-ACK
· FFS on dropping rule between UTO-UCI and HARQ-ACK when joint encoding is not configured
In case of HARQ-ACK collision with a CG PUSCH with UTO-UCI, if cg-UCI-Multiplexing is provided, UTO-UCI and HARQ-ACK are jointly encoded. From the performance point of view, there is no difference which UCI is multiplexed first. Thus, the sequence generation order between UTO-UCI and HARQ-ACK for joint encoding can be defined the same way as CG-UCI by replacing the CG-UCI with UTO-UCI, i.e. UTO-UCI before HARQ-ACK.
As agreement in RAN1 #112bis-e, with respect to PHY two-level priority, for a configured grant PUSCH configuration, the “UTO-UCI” has the same priority level as the configured grant PUSCH [1]. The joint coding of CG-UCI and HARQ-ACK assumes the same priority is always applied. 
The UTO-UCI provides information on “unused” PUSCH TOs for future transmissions, and is not as critical as CG-UCI and HARQ-ACK. To ensure the reliability of the UCI, the HARQ-ACK beta offset should be used for the joint sequence multiplexing on CG PUSCH considering the HARQ-ACK and CG PUSCH priorities.
If the HARQ-ACK and UTO-UCI have same priority, offsets  is used for multiplexing the joint sequence on CG PUSCH. However, if a high priority HARQ-ACK is joint coded with a UTO-UCI on a low priority CG PUSCH, the offsets  for the same priority may not be able to provide required coding rate for the expected reliability for high priority HARQ-ACK codebook. 
Thus, UTO-UCI joint coding should be performed with a corresponding HARQ-ACK beta offset that is determined by the priorities of the HARQ-ACK and the CG-PUSCH in case of different priorities, e.g., 
· Offsets  for multiplexing HARQ-ACK information with priority 0 in a PUSCH transmission with priority 1, and 
· Offsets  for multiplexing HARQ-ACK information with priority 1 in a PUSCH transmission with priority 0. 
Proposal 6: If cg-UCI-Multiplexing is provided, UTO-UCI and HARQ-ACK are jointly encoded with the sequence order of UTO-UCI and HARQ-ACK.
· The beta offset for joint coding is determined by the priorities of the HARQ-ACK and the CG PUSCH.
Moreover, if UCI multiplexing with different priority is supported, an overlapping PUCCH may include both high priority HARQ-ACK and low priority HARQ-ACK, or the CG PUSCH may overlaps with two non-overlapping PUCCHs with high priority HARQ-ACK and low priority HARQ-ACK respectively.
RAN1 should further specify whether to support joint coding of HARQ-ACK codebooks with different priorities with UTO-UCI, and how to create the sequence for joint coding. 
Since separate coding is applied for HARQ-ACK with different priorities on PUSCH, for joint coding with UTO-UCI, it is better to include only one HARQ-ACK codebook, e.g. include the high priority HARQ-ACK only and drop the low priority HARQ-ACK.
Proposal 7: If cg-UCI-Multiplexing is provided, and if the CG PUSCH overlaps with both high priority HARQ-ACK and low priority HARQ-ACK, only high priority HARQ-ACK is jointly coded with UTO-UCI.
HARQ-ACK and/or UTO-UCI multiplexing on CG PUSCH without joint coding
For legacy CG-UCI, if cg-UCI-Multiplexing is not provided, a priority based handling is performed. Thus, a high priority channel is transmitted if the channels have different priorities. For the same priority, a CG PUSCH with CG-UCI is dropped and the HARQ-ACK is reported on a PUCCH instead. 
The existing CG-UCI is applicable only for CG PUSCH on unlicensed carriers, i.e. NR-Unlicensed (NR-U). For an NR-U CG PUSCH, the CG-UCI includes critical information, such as the HARQ process ID, the redundant version, new data indicator, etc. The gNB cannot decode an NR-U CG PUSCH without the CG-UCI. Thus, the CG PUSCH and CG-UCI should always be transmitted or dropped together.
In comparison, the multi-PUSCH CG is mainly for licensed carriers, and the HARQ process number for each PUSCH transmission is separately determined by a formula. The gNB and the UE have the same understanding on the HARQ process number for each PUSCH transmission. The UTO-UCI, included in every CG PUSCH transmission, is an additional information for projected unused TOs in future CG PUSCH TOs. The UTO-UCI content may be updated in every PUSCH transmission. Thus, the loss of a UTO-UCI in a PUSCH does not impact PUSCH reception at the gNB if an agreed procedure is defined. 
Therefore, different behaviours from CG-UCI should be considered for collision handling between UTO-UCI and HARQ-ACK when joint coding is not provided.
If a PUCCH with a HARQ-ACK overlaps with a CG PUSCH with UTO-UCI, if cg-UCI-Multiplexing is not provided, one UCI from UTO-UCI and HARQ-ACK can be selected and multiplexed on the CG PUSCH considering the channel priorities and UCI multiplexing with different priorities. For example, 
· The HARQ-ACK is multiplexed on the CG PUSCH if the HARQ-ACK has the same priority as or a higher priority than the CG PUSCH, and the UTO-UCI is dropped.
· The UTO-UCI is multiplexed on the CG PUSCH if the HARQ-ACK has lower priority than the CG PUSCH, and the low priority HARQ-ACK is dropped.
Proposal 8: If a PUCCH with a HARQ-ACK overlaps with a CG PUSCH with UTO-UCI and cg-UCI-Multiplexing is not provided, one UCI from UTO-UCI and HARQ-ACK is selected and multiplexed on the CG PUSCH considering the UCI priorities.
· The HARQ-ACK is multiplexed on the CG PUSCH if the HARQ-ACK has the same priority as or a higher priority than the CG PUSCH, and the UTO-UCI is dropped.
· The UTO-UCI is multiplexed on the CG PUSCH if the HARQ-ACK has lower priority than the CG PUSCH, and the low priority HARQ-ACK is dropped.
Since the UTO-UCI is not as critical as CG-UCI to the CG PUSCH, alternatively, a unified solution can be used to drop the UTO-UCI and multiplexing only the HARQ-ACK on the CG PUSCH regardless of the priorities of HARQ-ACK and the CG PUSCH. 
Additionally, RAN1 should clarify the behaviour when both high priority HARQ-ACK and low priority HARQ-ACK overlap with the CG PUSCH. Following the HARQ-ACK and UTO-UCI selection, at least the high priority HARQ-ACK can be multiplexed on the CG PUSCH, whether the low priority HARQ-ACK can also be multiplexed on the CG PUSCH can be FFS. 
If cg-UCI-Multiplexing is not provided, joint coding of HARQ-ACK and UTO-UCI cannot be performed. However, RAN1 should further study whether separate coding may be used if the maximum number of coding chains on the PUSCH is not exceeded, e.g., the HARQ-ACK and UTO-UCI can be encoded and multiplexed with two separate coding chains. 
Proposal 9: If a PUCCH with a HARQ-ACK overlaps with a CG PUSCH with UTO-UCI, and cg-UCI-Multiplexing is not provided, further study
· When both high priority HARQ-ACK and low priority HARQ-ACK are present.
· Whether separate coding chains can be applied for multiplexing HARQ-ACK and UTO-UCI on CG PUSCH.
Conclusion
In this contribution, we discussed the remaining issues on XR-specific capacity enhancements. We propose the following:
Proposal 1: TDRA determination based on single DCI scheduling multiple PUSCHs in Rel-17 to allow non-consecutive PUSCHs and/or in non-consecutive slots.
· A row of TDRA with N entries determines the time domain resources allocation of N PUSCH TOs per period.
Proposal 2: The parameters are determined by X=1, Y=1, offset 1=0 and offset 2=0, thus
· The HARQ process ID for the first configured/valid PUSCH in a period is determined based on the legacy CG procedure when cg-RetransmissionTimer is not configured, and applying the following formula, whichever is applicable
· HARQ Process ID = floor(CURRENT_symbol / periodicity) modulo nrofHARQ-Processes
· HARQ Process ID = floor(CURRENT_symbol / periodicity) modulo nrofHARQ-Processes + harq-ProcID-Offset2
· The HARQ process ID of the remaining configured/valid CG PUSCHs in the period is determined by incrementing the HARQ process ID of the preceding PUSCH in the period by 1 with module operation with nrofHARQ-Processes or module operation with (nrofHARQ-Processes + harq-ProcID-Offset2), whichever applicable.
For UTO-UCI contents,
Proposal 3: A UTO-UCI is associated with a configured multi-PUSCH CG, and cannot be associated with multiple CG configurations. 
· In a UTO-UCI, a bit of “1” is used to indicate “unused”, and “0” for “not unused” for a CG PUSCH TO. 
Proposal 4: The UTO-UCI bitmap indicates a bit map of CG PUSCH TOs in a duration after a start point
· The start point is after the current PUSCH transmission with a processing delay or the next CG PUSCH TO. 
· The duration is defined as a time range in a number of slots or a number of CG PUSCH TOs.
Proposal 5: The UTO-UCI indication includes a deterministic range where the “unused” CG PUSCH TO indication cannot be changed in later UTO-UCI indications, and an informative region where the “unused” indication can be updated in later UTO-UCI indications.
For UTO-UCI reporting on CG PUSCH with or without joint coding with HARQ-ACK,
Proposal 6: If cg-UCI-Multiplexing is provided, UTO-UCI and HARQ-ACK are jointly encoded with the sequence order of UTO-UCI and HARQ-ACK.
· The beta offset for joint coding is determined by the priorities of the HARQ-ACK and the CG PUSCH.
Proposal 7: If cg-UCI-Multiplexing is provided, and if the CG PUSCH overlaps with both high priority HARQ-ACK and low priority HARQ-ACK, only high priority HARQ-ACK is jointly coded with UTO-UCI.
Proposal 8: If a PUCCH with a HARQ-ACK overlaps with a CG PUSCH with UTO-UCI and cg-UCI-Multiplexing is not provided, one UCI from UTO-UCI and HARQ-ACK is selected and multiplexed on the CG PUSCH considering the UCI priorities.
· The HARQ-ACK is multiplexed on the CG PUSCH if the HARQ-ACK has the same priority as or a higher priority than the CG PUSCH, and the UTO-UCI is dropped.
· The UTO-UCI is multiplexed on the CG PUSCH if the HARQ-ACK has lower priority than the CG PUSCH, and the low priority HARQ-ACK is dropped.
Proposal 9: If a PUCCH with a HARQ-ACK overlaps with a CG PUSCH with UTO-UCI, and cg-UCI-Multiplexing is not provided, further study the following
· When both high priority HARQ-ACK and low priority HARQ-ACK are present.
· Whether separate coding chains can be applied for multiplexing HARQ-ACK and UTO-UCI on CG PUSCH.
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