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1. Background

The 1st objective of Rel-18 WI multi-carrier enhancements is to specify a solution for multi-cell scheduling with a single DCI.
	1. Specify a solution for multi-cell PUSCH/PDSCH scheduling (one PDSCH/PUSCH per cell) with a single DCI [RAN1]
· Identify the maximum number of cells that can be scheduled simultaneously
· Consider both intra-band and inter-band CA operation
· Consider both FR1 and FR2
· The single DCI shall be optimized for 3 or more cells for the multi-cell PUSCH/PDSCH scheduling



In this contribution, we provide our views on this.

2. Target scenarios for multi-cell scheduling with a single DCI

Today, NR supports various CA scenarios including intra-band, inter-band, FDD + TDD, licensed + unlicensed, FR1 + FR2, and so on, for up to 16 cells. In general, there is a trade-off between scheduling flexibility and DCI payload/overhead. For the purpose of discussing the design of a DCI for multi-cell scheduling within a reasonable payload, we propose to firstly identify target/practical scenarios for multi-cell scheduling with a single DCI. 

From our point of view, following two high-level scenarios are important (which are consistent with WID justification).
· Scenario 1: A DCI schedules data on multiple cells with narrow bandwidth(s) (e.g., 5 and/or 10MHz) on FR1 bands
· Scenario 2: A DCI schedules data on multiple cells with wide bandwidth (e.g., 100MHz) on a FR2/unlicensed band

For both scenarios, it is reasonable to assume that the multiple cells where data is scheduled by a single DCI belong to the same carrier type (e.g., FR1-FDD, FR1-TDD, Unlicensed, or FR2) and use the same numerology. The DCI should be able to be transmitted on one of the scheduled cells, or on a cell that is none of the scheduled cells. When the scheduling cell is none of the scheduled cells, the scheduling cell may belong to different carrier type or use different numerology from the ones for the scheduled cells.

As for the number of cells that can be scheduled by a DCI, RAN1 can target 4 or 8 cells. For CA with more than 4 or 8 CCs, it is possible to use another DCI(s) to schedule data on more than 4 or 8 CCs.  Final decision between 4 and 8 can be later phase after making progress on the DCI format design.

Proposal 1:
· Consider following as design target scenarios for multi-cell scheduling with a single DCI
· Scenario 1: Multiple cells with narrow bandwidth(s) (e.g., 5 and/or 10MHz) across FR1 bands
· The cells belong to the same carrier type (e.g., FR1-FDD) with the same numerology
· Scenario 2: Multiple cells with wide bandwidth (e.g., 100MHz) within a band
· The cells belong to the same carrier type (e.g., FR2/Unlicensed) with the same numerology
· For both scenarios, scheduling cell can be one of, or, none of the scheduled cells
· If the scheduling cell is none of the scheduled cells, the scheduling cell and the scheduled cells can belong to different carrier types and/or can have different numerologies
· Specification supports multi-cell scheduling by a single DCI of up to [4 or 8] cells


3. Design criteria for multi-cell scheduling with a single DCI

Multi-cell scheduling with a single DCI should be designed to enable spectral/power efficient operation for CA with a larger number of cells. Spectral efficiency is a straightforward metric for DCI design and hence tends to be prioritized. However, we believe power efficiency is also a quite important metric for this feature. One example is FR2 CA. With legacy CA using self-scheduling, the UE has to monitor PDCCHs on each FR2 cell at each slot with higher SCS, which causes huge UE power consumption for PDCCH monitoring. With legacy CA cross-carrier scheduling where a FR1 cell is configured as scheduling cell, the UE has to monitor a lot of PDCCH candidates for detecting a lot of DCIs on the FR1 cell for the FR2 scheduled cells. As such, legacy CA cannot be power efficient.

Multi-cell scheduling with a single DCI has a potential to reduce the UE power consumption for CA with a large number of cells. The power efficiency benefits come from both (1) efficient PDCCH monitoring (due to smaller number of DCIs) and (2) adaptability of bandwidth(s) for one or multiple scheduled cells/bands. RAN1 should consider solutions to achieve the power efficient benefits.

Proposal 2:
· Prioritize both spectral and power efficiency enhancements for CA with multi-cell scheduling with a single DCI
· With respect to power efficiency enhancements, specify solutions to enable a UE to adapt the bandwidth(s) for operation with multiple cells


4. General principles

There are a lot of design options to enable multi-cell scheduling with a single DCI. One option could be to define a “super-cell” that covers multiple cells that can be scheduled by a DCI. Although such “super-cell” concept can be discussed in RAN1 for DCI design (e.g., for resource allocation) point of view, it should be clear that legacy “cell” from higher-layer point of view is unchanged. Changing legacy CA framework itself will trigger a lot of works in all WGs and hence is beyond the scope of this WI.

In particular, we think following CA framework should be unchanged in this WI:
· A transport block is mapped per cell and is not cross multiple cells
· HARQ processes are independent for different cells
· SCell activation/deactivation and SCell dormant BWP switch is per cell

As for RAN1 internal aspects, it is reasonable to set up some general principles. Firstly, it should be clear that PUCCH/UCI feedback enhancement is not a target of this objective in this WI (i.e., PUCCH/UCI is still on one cell). Also, multi-cell scheduling with a single DCI should be limited to cells within a cell-group or PUCCH-group. As for DCI design, RAN1 should not consider a DCI for scheduling both PDSCH(s) and PUSCH(s).
· PUCCH is transmitted on only one cell and UCI multiplexing on PUSCH is only one PUSCH among all the overlapped PUSCHs (if any)
· Scheduling cell and scheduled cells are in the same cell-group or PUCCH-group
· A DCI can schedule either PDSCH(s) or PUSCH(s) (not both)

Proposal 3:
· In this WI, do not change the following existing CA framework
· A transport block does not span multiple cells
· HARQ processes are independent for different cells
· SCell activation/deactivation and SCell dormant BWP is per cell
· PUCCH is transmitted on only one cell and UCI multiplexing on PUSCH is only one PUSCH among all the overlapped PUSCHs (if any)
· Scheduled cells and scheduling cell are in the same cell-group or PUCCH-group
· A DCI can schedule either PDSCH(s) or PUSCH(s) (not both)


5. Open issues and our initial views

In this section, some detailed design aspects are discussed. The proposals in sections 2 – 4 are taken into account for the following discussion.

5.1	DCI format design

For DL and UL DCI formats, RAN1 has to conclude how to interpret/handle each DCI field. There are in general four options.

Opt.1: Unchanged
For example, there are some fields that are irrelevant to multi-cell scheduling, e.g., DCI format identifier, SCell dormancy indication, PDCCH monitoring adaptation, CSI request, sidelink assignment index, that can be kept unchanged. In addition, if the proposal 3 in Section 2 is agreeable, PUCCH related fields (PUCCH TPC command, PUCCH Cell indicator), HARQ-ACK/UCI related fields (PDSCH-to-HARQ_indicator, one shot HARQ request, enhanced type-3 codebook, HARQ-ACK Re-Tx indicator, beta-offset indicator, UL-SCH indicator) can also be kept unchanged.

Opt.2: Common indication
For this option, there is a single field in the DCI that indicates the same value for all the scheduled cells. Example fields that can be common indication include HARQ process number, ChannelAccess-CPext, minimum scheduling offset, etc. 

Opt.3: Joint indication
For this option, there is a single field in the DCI that indicates configured (possibly different) values for the scheduled cells. This way has been adopted in legacy releases for some cases, e.g., TDRA for Rel-16/17 multi-slot scheduling. It is possible to consider joint indication for some other fields, e.g., BWP indicator, FDRA, RM indicator, ZP CSI-RS indicator, etc.

Opt.4: Per-cell indication
For this option, there is multiple fields in the DCI that indicates values for the scheduled cells. This way has been adopted in legacy releases for some cases, e.g., RV/NDI for Rel-16/17 multi-slot scheduling. 


Proposal 4:
· For each DCI field, select/conclude one of the following:
· Opt.1: Unchanged
· Fields that are irrelevant to multi-cell scheduling
· E.g., DCI format identifier, SCell dormancy indication, PDCCH monitoring adaptation, CSI request, sidelink assignment index
· Opt.2: Common indication
· Single field indicates a common value for all the scheduled cells
· E.g., HARQ process number, ChannelAccess-CPext, minimum scheduling offset
· Opt.3: Joint indication
· Single field indicates a set of configured values for a set of scheduled cells
· E.g., BWP indicator, FDRA, TDRA, rate-matching indicator, ZP CSI-RS indicator
· Opt.4: Per-cell indication
· Per-cell field for each scheduled cells
· E.g., NDI, RV


5.2	PDCCH/DCI monitoring framework

PDCCH/DCI monitoring configuration for multi-cell scheduling
A DCI format has a number of fields for various indications such as resource allocation, link adaptation, MIMO/antenna configuration, etc. Sizes/interpretations of some DCI fields depend on higher-layer configurations for each scheduled cell. For multi-cell scheduling with a single DCI, the DCI size/interpretations of DCI fields would depend on higher-layer configurations of the set of scheduled cells. 

For legacy cross-carrier scheduling where the UE monitors PDCCH for DCI formats for cross-carrier scheduling for different scheduled cells from the same scheduling cell, the UE identifies a set of PDCCH candidates for each scheduled cell by the configured CIF/nCI value, and decodes/parses a DCI for the corresponding scheduled cell in the set of PDCCH candidates associated with the CIF/nCI value. 

For multi-cell scheduling with a single DCI, this CIF/nCI framework can be extended. For a CIF/nCI value, multiple cells can be associated. A UE monitors PDCCH candidates associated with the CIF/nCI value and decodes/parses a DCI based on the configurations for the corresponding set of cells. The DCI may schedule one, some, or all of the corresponding set of cells. Different CIF/nCI values can be assigned to different sets of cells scheduled from the same scheduling cell. For different CIF/nCI values, DCI format size/contents/interpretations can be different. With the same framework, a UE can be configured with multi-cell scheduling with a single DCI and legacy cross-carrier scheduling from the same scheduling cell.
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Fig. 1	CIF/nCI framework for multi-cell scheduling with a single DCI

With the above, multi-cell scheduling with a single DCI is enabled only by non-fallback DCI format monitored on a USS set. We think this is a reasonable baseline assumption.

Proposal 5:
· Re-use CIF/nCI framework
· Multiple cells can be mapped to a CIF/nCI value of a DCI format monitored on a scheduling cell
· The DCI may schedule data on one, some, or all of the cells mapped to the CIF/nCI value
· A set of PDCCH candidates associated with the CIF/nCI value is for a DCI format that can schedule data on the cells – size determination and DCI parsing is based on this
· Different CIF/nCI values can be assigned to different sets of cells scheduled from the same scheduling cell
· Legacy cross-carrier single-cell scheduling can be part of the same framework from the same scheduling cell
· A DCI format for multi-cell scheduling is configured to be monitored on USS set(s) and the DCI format is a non-fallback DCI format
· I.e., CSS set(s) and fallback DCI format(s) do not support multi-cell scheduling


BD/CCE budget for a DCI for multi-cell scheduling
As for PDCCH/DCI monitoring procedure, BD/CCE budget for a DCI for multi-cell scheduling has to be clarified. Currently for single-cell scheduling, per-cell BD/CCE budget is specified for each scheduled cell for both self-scheduling and cross-carrier scheduling. For multi-cell scheduling with a single DCI, this principle shall be maintained – i.e., existing per-cell BD/CCE budget applies for each scheduled cell. For example, if a UE monitors PDCCH candidates for a DCI that schedules data on up to a set of N cells, maximum numbers of BDs and non-overlapped CCEs for the DCI that schedules data on up to the set of N cells are capped by per-cell BD/CCE budget. 

There could be an argument that if a DCI can schedule up to a set of N cells, BD/CCE budget for the DCI should be N times of per-cell BD/CCE budget. However, this leads to significant increase of UE complexity as N increases. To get a grant for data on a scheduled cell, the UE is required to process N times larger number of BDs or channel estimations, which we do not think make sense.

Proposal 6:
· BD/CCE budget for each scheduled cell follows the legacy CA
· If a UE monitors PDCCH candidates for a DCI that schedules data on up to a set of N cells, maximum numbers of BDs and non-overlapped CCEs for the DCI that schedules data on up to the set of N cells are capped by per-cell BD/CCE budget 

5.3	HARQ-ACK feedback

NR supports three types of HARQ-ACK codebook – Type-1, Type-2, and Type-3. Type-1 HARQ-ACK codebook is constructed based on the PDSCH transmission occasion(s) and therefore, whether/how the data is scheduled by a DCI for multi-cell scheduling would not be the matter. For Type-3 HARQ-ACK codebook, the UE reports HARQ-ACK for all the HARQ processes of all the DL serving cells based on the DCI request. Therefore, it is also not expected to have significant impact on Type-3 HARQ-ACK codebook when a DCI for multi-cell scheduling is used.

For Type-2 HARQ-ACK codebook, a specific handling would be necessary. In general, a DCI for multi-cell scheduling can schedule data on up to N cells. If the TB mapping is per cell, the number of TBs scheduled by the DCI varies from 1 to 2 x N. In order to handle this, the solution specified for Rel-15 CBG-based re-transmission and Rel-17 multi-slot PDSCH scheduling can be re-used. That is:
· A UE constructs two HARQ-ACK sub-codebooks and concatenate them to form the final HARQ-ACK codebook, where:
· 1st sub-codebook is for PDSCH(s) scheduled by DCI(s) for single-cell scheduling
· 2nd sub-codebook is for PDSCH(s) scheduled by DCI(s) for multi-cell scheduling
· DAI counting is independent for sets of DCI(s) for single-cell scheduling and for multi-cell scheduling
Similar to Rel-17 multi-slot PDSCH scheduling, it is reasonable not to support joint operation of multi-cell scheduling with Type-2 codebook and CBG-based re-transmission so as to avoid the number of sub-codebooks exceeding two.

Proposal 7:
· Support HARQ-ACK codebook that contains HARQ-ACK bits for PDSCH reception(s) scheduled by DCIs for single-cell scheduling and by DCIs for multi-cell scheduling
· Support all HARQ-ACK codebook types
· For Type-2, consider re-using HARQ-ACK codebook construction for multi-slot PDSCH scheduling
· Concatenating two sub-codebooks:
· 1st sub-codebook is for PDSCH(s) scheduled by DCI(s) for single-cell scheduling
· 2nd sub-codebook is for PDSCH(s) scheduled by DCI(s) for multi-cell scheduling
· DAI counting is independent for the sets of DCI(s) for single-cell scheduling and multi-cell scheduling
· CBG based re-transmission is not supported

5.4	Power-efficient operation for CA with multi-cell scheduling with a single DCI

The simplest approach to enable power efficient operation for CA is to use SCell deactivation or dormant BWP. For multi-cell scheduling with a single DCI, SCell deactivation or dormant BWP should be available for each of the cells that can be scheduled by the DCI for multi-cell scheduling. For example, suppose a UE is configured to monitor a DCI that can schedule data on up to a set of N cells – then, the spec should support one or some or all of SCells in the set of N cells being deactivated or dormant. Once a SCell in the set of N cells is deactivated or dormant, data is not scheduled on the SCell. RAN1 should discuss if there is any spec impact for this.

Proposal 8:
· Support SCell deactivation and SCell dormant BWP for a subset or all of cells configured with multi-cell scheduling with a single DCI
· FFS spec impact e.g., application delay, DCI sizing/parsing, etc

However, in general SCell activation/deactivation is not much dynamic. SCell dormant BWP maybe dynamic compared to SCell activation/deactivation, but it still takes sometime for switch. In addition, once a SCell is in dormant state, the UE does not measure A-CSI for the SCell. We think further enhancement for power saving is necessary for multi-cell scheduling with a single DCI. 

Considering that a DCI for multi-cell scheduling may schedule data on one or some or all of the N cells, if there is a sufficient time gap between the DCI and the scheduled data, the UE can adapt its internal BB/RF bandwidth(s) dynamically. This is similar to the minimum K0/K2 offset for Rel-16 UE power-saving. The difference is that the minimum gap for multi-cell scheduling aims at enabling not only micro-sleep but also bandwidth(s) adaptation. RAN1 should identify the necessary time gap for the bandwidth(s) adaptation via the minimum scheduling offset.

While minimum scheduling offset for multi-cell scheduling offers power saving benefit, always ensuring the gap causes delay increase and scheduling restriction. In Rel-16 UE power-saving, this was resolved by introducing a “state-machine” for minimum K0/K2 offset. Based on the DCI indication, the state for minimum K0/K2 offset can be switched. The same function is necessary. In addition, for multi-cell scheduling with a single DCI, we propose to enhance this for further flexible operation specially for for CA where scheduling cell and scheduled cells use different numerologies (e.g., FR1-FR2 CA). As illustrated in Fig. 2, in one state, the UE monitors PDCCH on a FR1 cell for multiple FR2 cells. Once large traffic comes, the state is switched to PDCCH monitoring on FR2 cell(s). By adapting not only min scheduling offset but also scheduling cell, power consumption and scheduling flexibility can be adapted dynamically. 
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Fig. 2	Scheduling cell switch for CA with different numerologies for scheduling cell and scheduled cells

Proposal 9:
· Support power efficiency operation for CA with multi-cell scheduling with a single DCI, e.g.:
· Opt.1: Minimum scheduling offset for power efficiency adaptation
· So that the UE (and possibly NW) can adapt BB/RF bandwidth(s) dynamically
· FFS: Necessary min scheduling offset for bandwidth(s) adaptation
· Opt.2: Scheduling cell switch
· For example:
· State 1: DCI for scheduling FR2 cells is monitored/received on a FR1 cell
· State 2: DCI for scheduling FR2 cells is monitored/received on FR2 cell(s)
· The UE determines state 1 or state 2 depending on NW signalling or condition(s)
· FFS: Necessary time gap for scheduling cell switch


6. Conclusion

In this contribution, we provided our views on multi-cell scheduling with a single DCI. The proposals are following.

Proposal 1:
· Consider following as design target scenarios for multi-cell scheduling with a single DCI
· Scenario 1: Multiple cells with narrow bandwidth(s) (e.g., 5 and/or 10MHz) across FR1 bands
· The cells belong to the same carrier type (e.g., FR1-FDD) with the same numerology
· Scenario 2: Multiple cells with wide bandwidth (e.g., 100MHz) within a band
· The cells belong to the same carrier type (e.g., FR2/Unlicensed) with the same numerology
· For both scenarios, scheduling cell can be one of, or, none of the scheduled cells
· If the scheduling cell is none of the scheduled cells, the scheduling cell and the scheduled cells can belong to different carrier types and/or can have different numerologies
· Specification supports multi-cell scheduling by a single DCI of up to [4 or 8] cells

Proposal 2:
· Prioritize both spectral and power efficiency enhancements for CA with multi-cell scheduling with a single DCI
· With respect to power efficiency enhancements, specify solutions to enable a UE to adapt the bandwidth(s) for operation with multiple cells

Proposal 3:
· In this WI, do not change the following existing CA framework
· A transport block does not span multiple cells
· HARQ processes are independent for different cells
· SCell activation/deactivation and SCell dormant BWP is per cell
· PUCCH is transmitted on only one cell and UCI multiplexing on PUSCH is only one PUSCH among all the overlapped PUSCHs (if any)
· Scheduled cells and scheduling cell are in the same cell-group or PUCCH-group
· A DCI can schedule either PDSCH(s) or PUSCH(s) (not both)

Proposal 4:
· For each DCI field, select/conclude one of the following:
· Opt.1: Unchanged
· Fields that are irrelevant to multi-cell scheduling
· E.g., DCI format identifier, SCell dormancy indication, PDCCH monitoring adaptation, CSI request, sidelink assignment index
· Opt.2: Common indication
· Single field indicates a common value for all the scheduled cells
· E.g., HARQ process number, ChannelAccess-CPext, minimum scheduling offset
· Opt.3: Joint indication
· Single field indicates a set of configured values for a set of scheduled cells
· E.g., BWP indicator, FDRA, TDRA, rate-matching indicator, ZP CSI-RS indicator
· Opt.4: Per-cell indication
· Per-cell field for each scheduled cells
· E.g., NDI, RV

Proposal 5:
· Re-use CIF/nCI framework
· Multiple cells can be mapped to a CIF/nCI value of a DCI format monitored on a scheduling cell
· The DCI may schedule data on one, some, or all of the cells mapped to the CIF/nCI value
· A set of PDCCH candidates associated with the CIF/nCI value is for a DCI format that can schedule data on the cells – size determination and DCI parsing is based on this
· Different CIF/nCI values can be assigned to different sets of cells scheduled from the same scheduling cell
· Legacy cross-carrier single-cell scheduling can be part of the same framework from the same scheduling cell
· A DCI format for multi-cell scheduling is configured to be monitored on USS set(s) and the DCI format is a non-fallback DCI format
· I.e., CSS set(s) and fallback DCI format(s) do not support multi-cell scheduling

Proposal 6:
· BD/CCE budget for each scheduled cell follows the legacy CA
· If a UE monitors PDCCH candidates for a DCI that schedules data on up to a set of N cells, maximum numbers of BDs and non-overlapped CCEs for the DCI that schedules data on up to the set of N cells are capped by per-cell BD/CCE budget 

Proposal 7:
· Support HARQ-ACK codebook that contains HARQ-ACK bits for PDSCH reception(s) scheduled by DCIs for single-cell scheduling and by DCIs for multi-cell scheduling
· Support all HARQ-ACK codebook types
· For Type-2, consider re-using HARQ-ACK codebook construction for multi-slot PDSCH scheduling
· Concatenating two sub-codebooks:
· 1st sub-codebook is for PDSCH(s) scheduled by DCI(s) for single-cell scheduling
· 2nd sub-codebook is for PDSCH(s) scheduled by DCI(s) for multi-cell scheduling
· DAI counting is independent for the sets of DCI(s) for single-cell scheduling and multi-cell scheduling
· CBG based re-transmission is not supported

Proposal 8:
· Support SCell deactivation and SCell dormant BWP for a subset or all of cells configured with multi-cell scheduling with a single DCI
· FFS spec impact e.g., application delay, DCI sizing/parsing, etc

Proposal 9:
· Support power efficiency operation for CA with multi-cell scheduling with a single DCI, e.g.:
· Opt.1: Minimum scheduling offset for power efficiency adaptation
· So that the UE (and possibly NW) can adapt BB/RF bandwidth(s) dynamically
· FFS: Necessary min scheduling offset for bandwidth(s) adaptation
· Opt.2: Scheduling cell switch
· For example:
· State 1: DCI for scheduling FR2 cells is monitored/received on a FR1 cell
· State 2: DCI for scheduling FR2 cells is monitored/received on FR2 cell(s)
· The UE determines state 1 or state 2 depending on NW signalling or condition(s)
· FFS: Necessary time gap for scheduling cell switch
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