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1 Introduction

This is the summary report for TDocs submitted to the eMIMO agenda item for the following topic:

	· [AT109bis-e][104][EMIMO] Timer based BFR MAC CE Transmission (Nokia)

Scope: Discuss the proposals for timer based BFR MAC CE Transmission based on R2-2002796, R2-2003589 and R2-2003712
Initial intended outcome: summary of the offline discussion with list of proposals

Initial deadline (for companies' feedback):  Thursday 2020-04-23 07:00 UTC 

Initial deadline (for rapporteur's summary in R2-2003894):  Thursday 2020-04-23 16:00 UTC 

Update Scope: Continue the discussion together with proposal 6 from R2-2003891:

Updated intended outcome: summary of the offline discussion with e.g.:

· Set of proposals with full consensus, if any (agreeable over email)

· Set of proposals to discuss in the follow up conference call

Second intermediate deadline (for companies' feedback): Tuesday 2020-04-28 16:00 UTC

Second intermediate deadline (for rapporteur's summary in R2-2003903):  Tuesday 2020-04-28 22:00 UTC 

Proposed agreements in R2-2003903 indicated for email agreement and not challenged until Wednesday 2020-04-29 10:00 UTC will be declared as agreed by the session chair. For the other ones, the discussion will continue online.




Part II discussion based on the conclusions from Part I is provided in new Section 3 in which companies are invited to provide their comments.

2 Part I: SCell BFR MAC CE transmission

2.1 Frequent SCell BFR triggering

The current SCell Beam Failure Dectection (BFD) and Recovery (BFR) procedure is captured in the TS 38.321 as follows:

	5.17
Beam Failure Detection and Recovery procedure

(…)

The MAC entity shall for each Serving Cell configured for beam failure detection:

1>
if beam failure instance indication has been received from lower layers:

2>
start or restart the beamFailureDetectionTimer;

2>
increment BFI_COUNTER by 1;

2>
if BFI_COUNTER >= beamFailureInstanceMaxCount:

3>
if the Serving Cell is SCell:

4>
trigger a BFR for this Serving Cell;
3>
else:

4>
initiate a Random Access procedure (see clause 5.1) on the SpCell.

1>
if the beamFailureDetectionTimer expires; or

1>
if beamFailureDetectionTimer, beamFailureInstanceMaxCount, or any of the reference signals used for beam failure detection is reconfigured by upper layers associated with this Serving Cell:

2>
set BFI_COUNTER to 0.

1>
if the Serving Cell is SpCell and the Random Access procedure is successfully completed (see clause 5.1):

2>
set BFI_COUNTER to 0;

2>
stop the beamFailureRecoveryTimer, if configured;

2>
consider the Beam Failure Recovery procedure successfully completed.

1>
else if the Serving Cell is SCell, and a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission is received for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or
1>
if the SCell is deactivated as specified in clause 5.9:

2>
set BFI_COUNTER to 0;

2>
consider the Beam Failure Recovery procedure successfully completed and cancel all the triggered BFRs for this Serving Cell.
The MAC entity shall:

1>
if the Beam Failure Recovery procedure determines that at least one BFR has been triggered and not cancelled:

2>
if UL-SCH resources are available for a new transmission:

3>
if the UL-SCH resources can accommodate the SCell BFR MAC CE plus its subheader as a result of LCP:

4>
instruct the Multiplexing and Assembly procedure to generate the SCell BFR MAC CE.

3>
else if the UL-SCH resources can accommodate the truncated SCell BFR MAC CE plus its subheader as a result of LCP:
4>
instruct the Multiplexing and Assembly procedure to generate the truncated SCell BFR MAC CE.
2>
else:

3>
trigger the SR for SCell beam failure recovery.


BFD is performed in the yellow highlighted part above, BFR request in the turquoise part, and successful BFR with BFR termination in the green part.

TDocs [1,2,3] all point out the same issue with the current procedure: when a BFR is triggered by the BFD and SCell BFR MAC CE is transmitted, whenever the next beam failure instance indication is received from lower layers, the BFR is triggered again in case NW didn’t provide UE with ACK to the transmitted SCell BFR MAC CE or deactivate the given SCell before that occasion. Hence, the UE attempts to send the SCell BFR MAC CE again – it should be noted that the beam failure instance indication may be provided with the minimum periodicity of 2ms by lower layers which would lead to very frequent BFR triggers. If there is no UL resources available, UE would trigger SR procedure for SCell BFR.

Furthermore, if multiple SCells failed, the SCell BFR MAC CE/BFR SR transmission would be triggered each time any of these SCells got beam failure instance indication next time from lower layers. This can be problematic to the NW since it would not know if there were other SCell(s) triggering new beam failure event(s) or whether the BFR SR was due to the already failed SCell(s).

In fact, currently, the BFR remains pending even after transmitting the SCell BFR MAC CE and UE would immediately attempt to transmit the SCell BFR MAC CE again. This is proposed to be fixed by [4], however, the above problem remains even if the BFR was cancelled after SCell BFR MAC CE transmission.

Question 1: Do you agree the current behavior may lead to frequent and redundant SCell BFR MAC CE and/or SCell BFR SR transmissions by the UE?
	Company
	Reply 
(y/n)
	Additional comments

	vivo
	Y
	

	Samsung
	Yes
	

	Lenovo
	Yes
	

	Apple
	Yes
	

	APT
	Yes
	Since the network is not required to provide a BFR response (i.e., indicating an UL grant for new transmission) within a defined period, the period between MAC CE transmission and the network’s BFR response could be long. As a result, the UE is likely to frequently trigger and/or transmit BFR MAC CE/SR during this period.

	CATT
	Maybe
	We are not sure how serious the issue of repeated BFR trigger or BFR for multiple SCell is. 

For the 2nd issue in [4], it seems a valid issue for us.

	Ericsson
	Maybe
	Depends how often the MAC entity checks/executes the second line in the turquoise part and this is not specified.

	Intel
	Yes
	It is possible.

	Futurewei
	Yes
	Frequent and redundant BFR request may occur, but more serious issue is that BFR is not completed timely due to failure in transmission of SCell BFR MAC CE.

	Qualcomm
	No
	Based on current procedure, the frequent and redundant BFR MAC CE and/or SCell BFR SR may not happen. The SR prohibit timer for BFR will limit the request too often, so that no many redundant BFR MAC CE will be triggered. 

	LG
	No
	SCell BFR MAC CE and/or SCell BFR SR may be triggered frequently, but not transmitted frequently. 

BFR MAC CE can be transmitted only when the UL resource is available. We don’t think there would be no frequent UL resource until Beam Failure Recovery procedure successfully completed.

Since SR transmission is restricted SR prohibit timer, the frequent SR transmission problem is not occurred.

	ZTE
	Yes
	

	OPPO
	Yes 
	

	MediaTek
	Yes
	

	Nokia, Nokia Shanghai Bell
	Yes
	

	Sharp 
	Yes
	

	Huawei
	Yes
	We think the issue is that if there are PUSCH resources and BFR MAC CE triggered frequently, the BFR MAC CE will be sent frequently which may result in large resource waste. While for SR triggering, since there is SR prohibit timer, there isn’t much issue in that. 


Summary of Question 1:

-
13 out of 17 companies think that current behavior may lead to frequent and redundant SCell BFR MAC CE and/or SCell BFR SR transmissions by the UE;

-
2 out of 17 companies think that this is possible but are not sure about the severity of this issue;

-
2 out of 17 companies don’t agree with the issue.

Since NW may not be able to provide UE with response to the SCell BFR request before the next occasion of the SCell BFR MAC CE transmission, for instance, due to HARQ retransmissions required to transmit the first TB carrying the SCell BFR MAC CE, it seems desirable to prevent UE from transmitting SCell BFR MAC CE or SCell BFR SR in vain.
Question 2: If you agree with Question 1, do you agree to introduce a mechanism to prevent UE from transmitting the frequent and redundant SCell BFR MAC CE and/or SCell BFR SR?
	Company
	Reply 
(y/n)
	Additional comments

	vivo
	
	No strong view, but ok to have a simply solution to avoid redundant report.

	Samsung
	
	No strong view. 

	Lenovo
	Yes
	

	Apple
	Yes
	

	APT
	Yes
	

	CATT
	
	No strong view. Please see our comments to Q1.

	Ericsson
	
	No strong view.

	Intel
	Yes but
	A simple mechanism like resetting the BFI_COUNTER might be better

	Futurewei
	Yes
	The UE can retransmit an SCell BFR MAC CE, if no BFR response is received in time.

	Qualcomm
	No
	

	LG
	No
	

	ZTE
	Yes
	

	OPPO
	Yes 
	We agree to introduce timer-based solution. And timer-based retransmission can resolve the issue that UE may not receive the “ACK” if network does not schedule new transmission for that HARQ process.

	MediaTek
	No
	

	Nokia, Nokia Shanghai Bell
	Yes
	As with any other UL MAC CE transmissions, we need to have a mechanism to prevent UE from reporting information too frequently to avoid interference.

	Sharp
	Yes 
	

	Huawei
	Yes
	We may need to introduce a BFR prohibit timer, similar to what we had for PHR


Summary of Question 2:

-
10 out of 17 companies agree to introduce a mechanism to prevent UE from transmitting the frequent and redundant SCell BFR MAC CE and/or SCell BFR SR;

-
4 out of 17 companies don’t have a strong view;

-
3 out of 17 companies don’t agree to introduce a solution without arguments.

Based on the responses to Question 1 and Question 2 and clear majority agreeing on the problem, the following is proposed:

Proposal 1: A mechanism is introduced to prevent UE from triggering a transmission of SCell BFR MAC CE and/or SCell BFR SR frequently due to frequent BFR triggers.

Question 3: If you do not agree with Question 2, how should the issue presented in Question 1 be solved?
	Company
	Additional comments

	Samsung
	One simple option could be to just reset the BFI_COUNTER

	Ericsson
	Samsung proposal could work. Another could be to reuse the BFR timer.

	Intel
	See our response to Q6 (same view as Samsung).

	Qualcomm
	Seems that Samsung’s proposal can work

	LG
	As answered in Q1, we don’t thinks this is an issue.

	MediaTek
	Samsung’s proposal seems workable.

	Nokia, Nokia Shanghai Bell
	We are not comfortable in resetting the BFI_COUNTER upon BFR trigger unless we ensure other mechanism to re-transmit the BFR MAC CE (like the timer). Please note that resetting the BFI_COUNTER resets the BFD procedure and if the BFR MAC CE is not received by the NW, the BFI_COUNTER needs again to hit the threshold to trigger a new BFR. This should not be the intended behavior – we need to ensure the BFR procedure is complete before we reset the BFD procedure as in Rel-15.


Question 3 is summarized as part of the section 2.2 below.

2.2 Solution alternatives

TDocs [1,2,3] all propose similar solution to the issue presented in section 2.1, the common part of the proposals can be summarized into Solution alternative 1:

Solution alternative 1: A timer is introduced to prevent UE from triggering new SCell BFR procedure when the BFR procedure is already ongoing for the given SCell – the timer runs per Serving Cell and works as follows.

· Started upon transmission of SCell BFR MAC CE consisting of BFR information for the given SCell;

· When the timer is running, new SCell BFR procedure cannot be triggered;

· Stopped upon:

· receiving a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or

· the SCell deactivation.

· Upon expiry, SCell BFR procedure is triggered for the given SCell.

Question 4: Do you agree to support the timer in Solution alternative 1 to solve the problem in Question 1?

	Company
	Reply 
(y/n)
	Additional comments

	vivo
	N 
	We are ok to prevent the redundant report via a prohibit timer, but don’t agree with the UE behaviors regarding the expiry of the timer.

If we want to introduce a timer, the timer should not be used for the retransmission of the BFR MAC CE, as the intention of the timer is to prevent redundant BFR report. The trigger of the SCell BFR can still be kept as it is when the timer expires.



	Samsung
	N
	One simple option could be to just reset the BFI_COUNTER

	Lenovo
	Yes
	We would prefer to have a similar solution as for Rel-15 BFR, where UE monitors during some time window for a response message the BFR from network to. A timer is a simple and efficient mechanism to achieve such functionality. It will avoid frequent and redundant SCell BFR MAC CE and/or SCell BFR SR and also at the same avoids a situation where the SCell BFR procedure is stuck when no ACK is received from the NW. 
Resetting the BFI_COUNTER for example will not provide a complete solution as it doesn’t address the case when no ACK is received from NW, therefore we would prefer the timer based solution. 

	Apple
	Yes
	For the UE operation upon timer expiry, the new SCell BFR should be triggered if the SCell is still enduring the beam failure problem, otherwise, there is no way to recover the problematic SCell.  

	APT
	Yes, but…
	In general, we support the timer-based solution, but we consider the UE should keep monitoring PDCCH while the timer is running. The concept is similar to RAR window of SpCell BFR case. This behavior was also proposed in [2] and [3], but it seems not being captured in the solution alternative 1.

	CATT
	
	We are not sure if a timer is really necessary. But we are fine to discuss the changes proposed in [4].

	Ericsson
	
	Why is it one timer per serving cell? The UE would then anyway be able to send/trigger one MAC CE/SR per failed SCell. Samsung proposal is probably good enough. If the signaling is important, use RRC.

	Intel
	N
	

	Futurewei
	Yes
	Instead of a timer per SCell, it can be per SCell BFR MAC CE (or per BFR process).

	Qualcomm
	No
	Can discuss other options.

	LG
	No
	

	ZTE
	Yes
	Agree with Intel, apple and APT. 

	OPPO
	Yes, but
	We think the timer-based solution should solve both redundant SCell BFR MAC CE issue and SCell BFR SR transmission issue. 

When the timer is running, UE shall continue monitoring PDCCH in case network schedule a new transmission for the HARQ process. And upon expiry, UE should retransmit the BFR MAC CE.

	MediaTek
	No
	

	Nokia, Nokia Shanghai Bell
	Yes
	We are also open to discuss if this should be a simple prohibit timer only.

	Sharp
	Yes but
	In general, it is ok to have such timer. 

However we don’t think it is necessary to define the behavior of timer expiry. If no ack is received before timer expiry, the increased BFI instance could trigger a new BFR.

	Huawei
	Yes
	


Summary of Question 4:

-
10 out of 17 companies agree to introduce a timer based solution, however, not all companies exactly agree on the timer operation as presented in Solution alternative 1;

-
Prohibit timer is proposed to prevent frequent transmission while the expiry would not trigger immediately new BFR (2/10);

-
Timer would not necessarily operate on a per SCell basis but, for instance, SCel BFR MAC CE/BFR process basis (1/10);

-
2 out of 17 companies don’t express their view if they agree/don’t agree with Solution alternative 1 or the timer in general;

-
5 out of 17 companies don’t agree to introduce a timer while 2 companies out of those propose to seek for other solution alternative.

Additionally, [1] proposes a recovery mechanism if NW does not provide response to the SCell BFR request even after number of SCell BFR MAC CE transmissions, for instance, if all the transmissions happened over failed SCell. 

The proposal is to increase a counter by 1 for each transmission of SCell BFR MAC CE without NW response and upon the counter hitting a configured maximum number threshold, RA procedure is triggered over SpCell.

Question 5: If you agree to Question 4, do you agree additionally to support recovery mechanism via RA procedure after number of failed SCell BFR MAC CE transmissions?

	Company
	Reply 
(y/n)
	Additional comments

	vivo
	No
	If the transmission of the SCell BFR MAC CE keeps failing, the UE would be expected to trigger RLF due to the very bad radio condition. No additional handling is needed.

Actually, it is not clear to us how the RACH procedure (without triggering RRC reestablishment) can ensure the transmission of the SCell BFR MAC CE. For example, the SCell BFR MAC CE could be transmitted via a configured grant (i.e. before the RAR reception) even though the RACH is triggered. 

	Samsung
	No
	

	Lenovo
	Yes
	As replied to Q4 we prefer to have a complete solution  

	Apple
	Yes
	Since RLM/RLF is not supported on SCell, there is no way for UE to indicate its problem. 

If RACH procedure can be used as the last try for SCell BFR MAC CE transmission, RACH success means the BFR success, and RACH failure would trigger RLF. 

	APT
	No
	The BFR MAC CE could be transmitted on any available UL resource of any serving cells (including SpCell). In the case that BFR MAC CE failed to be transmitted for a number of times may reflect that the UE is suffering from poor radio condition. The legacy mechanisms to recover the bad channel condition, e.g., measurement report, SpCell BFR, RLF, etc. may be enough.

	CATT
	No
	Previously we discussed a lot on possible handling of sending BFR MAC CE from failed CC, but then no optimization agreed. In this late stage we do not see a strong need to open the door again. We can consider those in a later release if issue identified in field. 

	Ericsson
	No
	

	Futurewei
	
	If there is consistent failure in transmitting SCell BFR MAC CE, including possible requesting transmission on other serving cells, RLF may be needed.

	Qualcomm
	No
	

	LG
	No
	

	ZTE
	No
	Triggering a CBRA procedure is not a good choice since the CBRA have a risk of contention failure. 

	OPPO
	No
	

	MediaTek
	No
	

	Nokia, Nokia Shanghai Bell
	Yes
	We are OK to go for RACH, similarly to SR failure case.

	Sharp
	No
	

	Huawei
	No
	Not sure in what scenario the network would consistently ignoring the BFR MAC CE if it is successfully sent to the network. 


Summary of Question 2:

-
3 out of 16 companies agree to further introduce a recovery mechanism through Random Access (RA) procedure for the timer based solution;

-
1 out of 16 companies did not express view on whether this is beneficial but indicate this should eventually lead to a RLF declaration;

-
12 out of 16 companies don’t agree to introduce a recovery mechanism through RA procedure.

Naturally, there is possibility for other solution alternatives or tweaks for the solution presented above. Those can be provided below.

Question 6: Do you have another solution alternative, please specify it below?
	Company
	Additional comments

	Intel
	By resetting BFI_COUNTER to 0:

The MAC entity shall for each Serving Cell configured for beam failure detection:
1>
if beam failure instance indication has been received from lower layers:
2>
start or restart the beamFailureDetectionTimer;

2>
increment BFI_COUNTER by 1;

2>
if BFI_COUNTER >= beamFailureInstanceMaxCount:

3>set BFI_COUNTER to 0
3>
if the Serving Cell is SCell:

4>
trigger a BFR for this Serving Cell;

3>
else:

4>
initiate a Random Access procedure (see clause 5.1) on the SpCell


	Nokia, Nokia Shanghai Bell
	We are not comfortable in resetting the BFI_COUNTER upon BFR trigger unless we ensure other mechanism to re-transmit the BFR MAC CE (like the timer as presented above). Please note that resetting the BFI_COUNTER resets the BFD procedure and if the BFR MAC CE is not received by the NW, the BFI_COUNTER needs again to hit the threshold to trigger a new BFR. This should not be the intended behavior – we need to ensure the BFR procedure is complete before we reset the BFD procedure as in Rel-15.

	
	

	
	


Summary of Question 3/6:

An alternative solution of resetting BFI_COUNTER to 0 upon BFR trigger was brought forward

-
5 companies think this solution could work as an alternative;

-
2 companies (see responses to Q4) expressed concerns on this solution as it will have negative impact to the procedure in general.

Rapporteur would like to point out that resetting the BFI_COUNTER to 0 will mean that it resets the BFD procedure and if the BFR MAC CE is not received by the NW, the BFI_COUNTER needs again to hit the threshold to trigger a new BFR. This should not be the intended behavior – we need to ensure the BFR procedure is complete before we reset the BFD procedure as in Rel-15. Furthermore, it is not clear if in this case the beam failure is still considered “detected” when the BFR MAC CE is reported, e.g., due to another SCell failing. Hence, such approach seems to have quite some unintentional side effects to the system operation.

3 Part II

Based on the Part I discussion, the rapporteur proposed the following based on the responses to Questions 1 and 2:

Proposal 1: A mechanism is introduced to prevent UE from triggering a transmission of SCell BFR MAC CE and/or SCell BFR SR frequently due to frequent BFR triggers.

It was also agreed to discuss the following proposal from R2-2003891 in this email discussion:

Proposal 6: Discuss whether to cancel BFRs triggered prior to MAC PDU assembly for beam failure recovery for a SCell when a MAC PDU is transmitted and this PDU includes a SCell BFR MAC CE or Truncated SCell BFR MAC CE which contains beam failure information of that SCell.

This proposal is related to the issue presented in [4] where UE will keep sending BFR MAC CE / BFR SR even though the BFR MAC CE was already transmitted since the BFR triggers are not cancelled. It should be noted that upon transmission of, e.g., BSR or PHR MAC CE, all the triggered BSR(s) or PHR(s), respectively, are cancelled. Hence, the proposal was to follow that principle. However, the understanding discussed online was if the operation in Proposal 6 is absolutely necessary to be done if we introduce another mechanism to prevent UE from triggering a transmission of BFR MAC CE and/or SCell BFR SR in line with the Proposal 1. This is further discussed pertaining to each Solution alternative in section 3.1.

3.1 Solution alternatives

In the following, the solution alternatives as presented in Part I are summarized and discussed:

Solution alternative 1: 

A timer is introduced to prevent UE from triggering new SCell BFR procedure when the BFR procedure is already ongoing for the given SCell – the timer runs per Serving Cell and works as follows.

· Started upon transmission of SCell BFR MAC CE or Truncated SCell BFR MAC CE consisting of BFR information for the given SCell;

· When the timer is running, new SCell BFR procedure cannot be triggered;

· Stopped upon:

· receiving a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or

· the SCell deactivation.

· Upon expiry, SCell BFR procedure is triggered for the given SCell.

Possible implementation into TS 38.321 section 5.17:

	5.17
Beam Failure Detection and Recovery procedure

The following UE variables are used for the beam failure detection procedure:

-
BFI_COUNTER: counter for beam failure instance indication which is initially set to 0.

The MAC entity shall for each Serving Cell configured for beam failure detection:

1>
if beam failure instance indication has been received from lower layers:

2>
start or restart the beamFailureDetectionTimer;

2>
increment BFI_COUNTER by 1;

2>
if BFI_COUNTER >= beamFailureInstanceMaxCount:

3>
if the Serving Cell is SCell:

4> if beamFailureRecoveryRequestTimer is not running:
5>
trigger a BFR for this Serving Cell;
5> start or restart beamFailureRecoveryRequestTimer.
3>
else:

4>
initiate a Random Access procedure (see clause 5.1) on the SpCell.

1> if the beamFailureRecoveryRequestTimer expires:

2>
trigger a BFR for this Serving Cell.

1>
if the beamFailureDetectionTimer expires; or

1>
if beamFailureDetectionTimer, beamFailureInstanceMaxCount, or any of the reference signals used for beam failure detection is reconfigured by upper layers associated with this Serving Cell:

2>
set BFI_COUNTER to 0.

1>
if the Serving Cell is SpCell and the Random Access procedure is successfully completed (see clause 5.1):

2>
set BFI_COUNTER to 0;

2>
stop the beamFailureRecoveryTimer, if configured;

2>
consider the Beam Failure Recovery procedure successfully completed.

1>
else if the Serving Cell is SCell, and a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission is received for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or
1>
if the SCell is deactivated as specified in clause 5.9:

2>
set BFI_COUNTER to 0;

2> stop beamFailureRecoveryRequestTimer, if running;

2>
consider the Beam Failure Recovery procedure successfully completed and cancel all the triggered BFRs for this Serving Cell.

The MAC entity shall:

1>
if the Beam Failure Recovery procedure determines that at least one BFR has been triggered and not cancelled:

2>
if UL-SCH resources are available for a new transmission:

3>
if the UL-SCH resources can accommodate the SCell BFR MAC CE plus its subheader as a result of LCP:

4>
instruct the Multiplexing and Assembly procedure to generate the SCell BFR MAC CE.

3>
else if the UL-SCH resources can accommodate the truncated SCell BFR MAC CE plus its subheader as a result of LCP:
4>
instruct the Multiplexing and Assembly procedure to generate the truncated SCell BFR MAC CE.
2>
else:

3>
trigger the SR for SCell beam failure recovery.


Rapporteur comment: For this solution, the BFR trigger cancelling upon BFR MAC CE transmission depends on how the timer is implemented, ie., if it also prevents the transmission of new BFR MAC CE upon transmission. However, it seems the cancelling is logical since the timer expiry would trigger a new BFR for the given SCell. Furthermore, in the above implementation of the timer, the cancelling would be necessary.

Solution alternative 2: 

A prohibit timer is introduced to prevent UE from triggering a transmission of a new SCell MAC CE or SCell BFR SR when the BFR procedure is already ongoing.

· Started upon transmission of SCell BFR MAC CE;

· When the timer is running, a transmission of a BFR MAC CE or SCell BFR SR cannot be triggered for the given SCell;

· Stopped upon:

· receiving a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or

· the SCell deactivation.

Possible implementation into TS 38.321 section 5.17:

	5.17
Beam Failure Detection and Recovery procedure

The following UE variables are used for the beam failure detection procedure:

-
BFI_COUNTER: counter for beam failure instance indication which is initially set to 0.

The MAC entity shall for each Serving Cell configured for beam failure detection:

1>
if beam failure instance indication has been received from lower layers:

2>
start or restart the beamFailureDetectionTimer;

2>
increment BFI_COUNTER by 1;

2>
if BFI_COUNTER >= beamFailureInstanceMaxCount:

3>
if the Serving Cell is SCell:

4>
trigger a BFR for this Serving Cell;

3>
else:

4>
initiate a Random Access procedure (see clause 5.1) on the SpCell.

1>
if the beamFailureDetectionTimer expires; or

1>
if beamFailureDetectionTimer, beamFailureInstanceMaxCount, or any of the reference signals used for beam failure detection is reconfigured by upper layers associated with this Serving Cell:

2>
set BFI_COUNTER to 0.

1>
if the Serving Cell is SpCell and the Random Access procedure is successfully completed (see clause 5.1):

2>
set BFI_COUNTER to 0;

2>
stop the beamFailureRecoveryTimer, if configured;

2>
consider the Beam Failure Recovery procedure successfully completed.

1>
else if the Serving Cell is SCell, and a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission is received for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or
1>
if the SCell is deactivated as specified in clause 5.9:

2>
set BFI_COUNTER to 0;
2> stop bfr-ProhibitTimer, if running;
2>
consider the Beam Failure Recovery procedure successfully completed and cancel all the triggered BFRs for this Serving Cell.

The MAC entity shall:

1>
if the Beam Failure Recovery procedure determines that at least one BFR has been triggered and not cancelled; and

1> if bfr-ProhibitTimer is not running:

2>
if UL-SCH resources are available for a new transmission:

3>
if the UL-SCH resources can accommodate the SCell BFR MAC CE plus its subheader as a result of LCP:

4> start or restart bfr-ProhibitTimer;

4>
instruct the Multiplexing and Assembly procedure to generate the SCell BFR MAC CE.

3>
else if the UL-SCH resources can accommodate the truncated SCell BFR MAC CE plus its subheader as a result of LCP:
4>
instruct the Multiplexing and Assembly procedure to generate the truncated SCell BFR MAC CE.
2>
else:

3>
trigger the SR for SCell beam failure recovery.


Rapporteur comment: For this solution, the BFR trigger cancelling upon BFR MAC CE transmission does not seem necessary as the timer prevents the transmission regardless of the pending triggers. It seems the prohibit timer should run on a per cell basis as if a new SCell triggers BFR, the BFR MAC CE should be able to be transmitted (regardless of the prohibit timer).

Solution alternative 3: 

BFI_COUNTER is set to 0 upon BFR trigger.

Possible implementation into TS 38.321 section 5.17:

	5.17
Beam Failure Detection and Recovery procedure

The following UE variables are used for the beam failure detection procedure:

-
BFI_COUNTER: counter for beam failure instance indication which is initially set to 0.

The MAC entity shall for each Serving Cell configured for beam failure detection:

1>
if beam failure instance indication has been received from lower layers:

2>
start or restart the beamFailureDetectionTimer;

2>
increment BFI_COUNTER by 1;

2>
if BFI_COUNTER >= beamFailureInstanceMaxCount:

3>
if the Serving Cell is SCell:

4>
set BFI_COUNTER to 0;

4>
trigger a BFR for this Serving Cell;

3>
else:

4>
initiate a Random Access procedure (see clause 5.1) on the SpCell.

1>
if the beamFailureDetectionTimer expires; or

1>
if beamFailureDetectionTimer, beamFailureInstanceMaxCount, or any of the reference signals used for beam failure detection is reconfigured by upper layers associated with this Serving Cell:

2>
set BFI_COUNTER to 0.

1>
if the Serving Cell is SpCell and the Random Access procedure is successfully completed (see clause 5.1):

2>
set BFI_COUNTER to 0;

2>
stop the beamFailureRecoveryTimer, if configured;

2>
consider the Beam Failure Recovery procedure successfully completed.

1>
else if the Serving Cell is SCell, and a PDCCH addressed to C-RNTI indicating uplink grant for a new transmission is received for the HARQ process used for the transmission of the SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of this Serving Cell; or
1>
if the SCell is deactivated as specified in clause 5.9:

2>
set BFI_COUNTER to 0;

2>
consider the Beam Failure Recovery procedure successfully completed and cancel all the triggered BFRs for this Serving Cell.

The MAC entity shall:

1>
if the Beam Failure Recovery procedure determines that at least one BFR has been triggered and not cancelled:

2>
if UL-SCH resources are available for a new transmission:

3>
if the UL-SCH resources can accommodate the SCell BFR MAC CE plus its subheader as a result of LCP:

4>
instruct the Multiplexing and Assembly procedure to generate the SCell BFR MAC CE.

3>
else if the UL-SCH resources can accommodate the truncated SCell BFR MAC CE plus its subheader as a result of LCP:
4>
instruct the Multiplexing and Assembly procedure to generate the truncated SCell BFR MAC CE.
2>
else:

3>
trigger the SR for SCell beam failure recovery.


Rapporteur comment: For this solution, the BFR trigger cancelling upon BFR MAC CE transmission could not be done as there is no recovery mechanism in case the BFR MAC CE does not reach the NW. However, this solution could not solve the issue in [4] that the BFR keeps pending and the UE could be transmitting the BFR MAC CE and/or SCell BFR SR as long as NW responded with an ACK to a BFR MAC CE transmission by the UE or all the failed SCells are deactivated. Hence, it seems this solution cannot solve both the issue in [4] and the frequent and redundant SCell BFR MAC CE and/or SCell BFR SR transmissions at the same time.

Question 2.1: Which solution alternative is preferred from above? In case a solution should be modified, please specify how and why? Also, please specify if some solution is not acceptable to you with proper argumentation.

	Company
	Reply 
(Alt1, Alt2, Alt3)
	Additional comments

	Ericsson
	None
	First of all, we are not sure this mechanism is really needed. It is not in the UE's interest to continuously re-trigger a BFR. However, some companies thought it was very useful, so please find some comments to the proposed alternatives.

Alternative 1:

· The timer is defined per SCell and prevents triggering of new BFRs. Would that mean that subsequent BFRs on other SCells would trigger transmission of a BFR MAC CE? If the problem is "too many transmitted BFR MAC CEs in too short time", then this solution does not seem to help.

Alternative 2:

· The scope of this timer is not clear from the description, let's assume it is per MAC Entity. If the timer is defined per MAC Entity, it is clear that subsequent BFRs on other SCells will not trigger transmission of new BFR MAC CEs. If on the other hand the timer is defined per SCell, then there is not really any difference compared to alternative 1 from the perspective of the radio interface. The same number of BFR MAC CEs will be transmitted in both cases.

Alternative 3:

· This alternative is slightly different than the other two, but there are also similarities. This solution allows subsequent triggers from other SCells because the BFI_COUNTER is defined per serving cell. Looking at one SCell a subsequent BFR MAC CE will be prevented while the BFI_COUNTER counts up. If this time is equal to the timers in Alternatives 1 and 2, then this alternative is equivalent. If the time for the BFI_COUNTER to count up becomes short, one can understand there is a sense of urgency, which would speak in favor of this solution. It can somehow adapt to BFIs being triggered more often.

We have some concerns about the rapporteur's comment on alternative 3. If the main goal to be solved is a lost BFR MAC CE and we need some recovery mechanism, there is always RRC. That would save us time instead of re-inventing the wheel. We do not think an elaborate recovery mechanism for a MAC CE is needed.

	Samsung
	Alt3 (if solution is needed)
	Alternative 1:
·  Description states that timer is started upon transmission of MAC CE, whereas in the text proposal, timer is started when BFR triggering condition is met. Description and TP needs to be aligned.

Alternative 2: 
·  Description states that timer is started upon transmission of SCell BFR MAC CE, whereas in the text proposal, it is started when MAC entity determines that an UL grant is available for transmitting BFR MAC CE. Description and TP needs to be aligned.
Alternative 3: 

·  In this alternative, in case the BFR MAC CE does not reach the NW, anyways BFR will be re-triggered when condition ' BFI_COUNTER >= beamFailureInstanceMaxCount' is met again. This is likely to happen if beam failure is not recovered. So there is no issue.
·   Until the time BFR is re-triggered, MAC entity can transmit BFR MAC CE one or multiple times depending on availability of UL SCH resources. 
If we want to avoid transmitting BFR MAC CE multiple times until the BFR is re-triggered, we can cancel BFRs triggered prior to MAC PDU assembly for beam failure recovery for a SCell when a MAC PDU is transmitted and this PDU includes a SCell BFR MAC CE or Truncated SCell BFR MAC CE which contains beam failure information of that SCell. This is same as discussed in [4] and would also be needed for alternative 1.

	LG
	None
	As we mentioned in Part 1, we think that the SCell BFR MAC CE is not frequently transmitted since there would be typically no UL resource until BFR procedure is completed. Furthermore, if triggered BFRs are cancelled upon the transmission of SCell BFR MAC CE as stated in Q2.2, the frequent transmission would not happen. Therefore, we don’t think any solution is needed. If something is really needed, we think Alternative 3 is the best.

	Lenovo
	Alt1
	Even though alt 1 and alt2 may result in a similar behavior, we have some preference for alt.1 since it’s a similar solution as for Rel-15 BFR, where UE monitors during some time window for a response message from network. For alt.3 we have some concerns on the efficiency of the recovery mechanism, i.e. the BFI_COUNTER first needs to reach the threshold to re-trigger a new BFR in order to recover for cases when no acknowledgment is received from gNB. 

	CATT
	Alt. 3 if something is needed.
	We largely agree the comments from Samsung. 

In ph1 we showed support to the potential changes proposed by [4], which kind of solve the issue that UE sends the BFR MAC CE many times before ACK is received. This, in our view, is perhaps an issue to solve. 

Then as said in ph1, we are not sure if ‘to trigger BFR too frequently’ is a real issue. If so, we can use alt. 3. The solution can be fine-tuned also by using proper beamFailureInstanceMaxCount. 

We think the other alternatives add to the complexity, which we are not sure whether they are fully justified. 

	ZTE
	Alt.1
	We prefer alt.1, since the BFR is triggered and pending with a granularity of per cell, it is a natural way that a timer is configured per cell, in addition, not to prevent the new serving cell from triggering the BFR MAC CE is beneficial for UE to send the beam information of new failed serving cell to NW ASAP.

W.r.t alt 3, we have some sympathies with Lenvo on the efficiency of beam failure recovery, In addition, BFI_COUNTER is to reflect the NW’s tolerance on the time scale of DL beam failure , And the new introduced time is to prevent UE to over trigger BFR MAC CE for one serving cell, which may confuse NW behavior if the retransmission is occurred(i.e especially the autoretransmission is supported in NRU and NRIIOT), since these two things have different functions, maybe it is no a good way to make them mix together.

	Apple
	Alt1
	In Alt 1, the timer is maintained per SCell. 
We prefer Alt 1 since it’s the similar solution as R15 SpCell BFR mechanism, in which UE can perform preamble retransmission due to no NW response received during the time window. 

	Qualcomm
	None
	Based on our understanding of the current spec, we do not think this timer is necessary, because the current spec does not require UE to generate BFR MAC CE for every available UL grant. And it is also not in a UE’s interest to send BFR MAC CE too frequently. 

Even if a poor UE implementation sends BFR MAC CE in every available UL grant when BFR is pending, we don’t see anything broken. A smart gNB implementation should be able to handle them.

For the BFR SR, we don’t think additional SR will be generated, because there is SR prohibit timer.

Regarding the alt 3 to reset the BFD counter. We also don’t think it is necessary, because BFD measurement is at most one per DRX cycle. In typical scenarios, BFR should be able to finish before the BFD triggers another BFR.




It was also agreed to discuss the following proposal from R2-2003891 in this email discussion:

Proposal 6: Discuss whether to cancel BFRs triggered prior to MAC PDU assembly for beam failure recovery for a SCell when a MAC PDU is transmitted and this PDU includes a SCell BFR MAC CE or Truncated SCell BFR MAC CE which contains beam failure information of that SCell.

Question 2.2: Based on the above discussion, do you agree to cancel BFRs triggered prior to MAC PDU assembly for beam failure recovery for a SCell when a MAC PDU is transmitted and this PDU includes a SCell BFR MAC CE or Truncated SCell BFR MAC CE which contains beam failure information of that SCell?

	Company
	Reply 
(y/n)
	Additional comments

	Ericsson
	Y
	

	Samsung
	
	No strong view

	LG
	Y
	

	Lenovo
	Y
	

	CATT
	Y
	As commented in Q2.1

	ZTE
	Y
	

	Apple
	Y
	

	Qualcomm
	N
	It has already been agreed the condition of cancellation BFRs, i.e. receiving the PDCCH addressed to C-RNTI. If there is no issue, we should keep the existing agreement.


4 Conclusion

[TBA]

5 Text proposal

[TBA]
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