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In RAN1 AH 1801 meeting, the following agreements were made [1],
	Agreement: 
· 
Indication of beam failure instance to higher layer is periodic and indication interval is determined by the shortest periodicity of BFD RS , which is also lower bounded by [10] ms.
· Note: if the evaluation is below beam failure instance BLER threshold, there is no indication to higher layer.
·  PHY provides to higher layer one or more sets of {beam RS index, L1-RSRP measurement} that satisfies the L1-RSRP threshold upon higher layer request.


And in RAN1#91 meeting, the following agreements were made [1],
	Agreements: 
Upon receiving gNB response for beam failure recovery request transmission, UE shall
· UE shall monitor CORESET-BFR for dedicated PDCCH reception until one of the following conditions is met: 
· Reconfigured by gNB to another CORESET for receiving dedicated PDCCH and activated by MAC-CE a TCI state if the configured CORESET has K>1 configured TCI states 
· FFS: if a default TCI state can be assumed for PDCCH after reconfiguration without MAC-CE activation
· Re-indicated by gNB to another TCI state(s) by MAC-CE of CORESET(s) before beam failure
· Until the reconfiguration/activation/re-indication of TCI state(s) for PDCCH, UE shall assume DMRS of PDSCH is spatial QCL’ed  with DL RS of the UE-identified candidate beam in the beam failure recovery request
· After the reconfiguration/activation/re-indication of TCI state(s) for PDCCH, UE is not expected to receive a DCI in CORESET-BFR.
· Note: this applies to same carrier case.


And in RAN2 AH 1801 meeting, an LS to RAN1 [2] was approved where RAN2 asks a few questions on BFR design,
	Q1: RAN2 asks RAN1 to clarify the principles of “beam-failure instance” counter maintenance, as well as the associated expected parameters and information/events received from the physical layer. 
Q2: Can RAN1 clarify the exact role and usage of the beamFailureRecoveryTimer?
Q3: RAN2 would like to know promptly from RAN1 if and how they envision supporting BFR in CA.


In this contribution, we share our views on the remaining issues of beam failure recovery related to the above agreements/questions.
Periodicity for indication of beam failure instance
It was agreed in RAN1 AH 1801 meeting that indication of beam failure instance to higher layers should be periodic and the periodicity should be lower bounded by “[10] ms”.
Our understanding is that the beam failure recovery procedure should be able to recover from “beam failure” in a period much shorter than detection of radio link failure. Therefore the indication interval should only be limited by the shortest periodicity of BFD RSs, i.e. no additional lower bound is imposed on the indication interval.
Proposal 1: Remove the “[10] ms” lower bound for the indication interval of beam failure instance.
[bookmark: OLE_LINK1]Beam failure recovery with no satisfactory candidate beam
It was agreed in RAN1 AH 1801 meeting that upon higher layer request, the physical layer shall provide “one or more sets of {beam RS index, L1-RSRP measurement} that satisfies the L1-RSRP threshold”. However, there could be chances that none of candidate beam measurements satisfies the L1-RSRP threshold, in which case it is proposed to clarify in RAN1 that the indication to higher layers contains no {beam RS index, L1-RSRP measurement} and it would be up to higher layers what to do next. In fact, as indicated already in [3], in this case, RAN2 considers to use contention-based PRACH for beam failure recovery, see the highlighted text below:
Agreements
1. Beam failure recovery using a dedicated PRACH preamble is specified in the MAC and triggered upon indication from Physical layer.  RAN2 assumes that the PHY layer does the detection of beam failure.    
2. Beam selection is specified in the MAC similar to the HO case.
3. The UE uses contention free when there is a beam associated to a dedicated “preamble/resource” and the beam is above a threshold.  Otherwise use contention based. 

Proposal 2: Clarify that in case none of the candidate beam measurements satisfies the L1-RSRP threshold, the indication to higher layers contains no {beam RS index, L1-RSRP measurement}.
CORESET(s) to be monitored after gNB response to beam failure recovery request
As can be seen in section 1, it was agreed in RAN1#91 meeting that after gNB response to beam failure recovery request, UE shall monitor CORESET-BFR for dedicated PDCCH reception until reconfiguration/activation/re-indication of TCI state(s) for PDCCH. 
However, the agreement did not clearly mention whether CORESET-BFR is the only CORESET to be monitored. In a summary of remaining issues for BFR in RAN1 NR AH 1801 meeting [4], views were expressed on the CORESET(s) to be monitored after gNB response to beam failure recovery request and before reconfiguration/activation/re-indication of TCI state(s), and the majority view was “CORESET-BFR only” (see section 4.3.3 of [4]). Somehow this was also believed to have been covered by the agreement in RAN1#91 and there was thus no further discussion on this issue in RAN1 NR AH 1801 meeting. So far the UE monitoring behaviour after gNB response to beam failure recovery request is missing in the specs.
Proposal 3: Only CORESET-BFR is monitored after gNB response to beam failure recovery request and before reconfiguration/activation/re-indication of TCI state(s) for PDCCH.
Responses to the RAN2 LS
Maintenance of beam failure instance counter
Two options were mentioned in [2] on how to count beam failure instances,
	Option 1: PHY delivers two types of notifications to MAC, namely “beam failure instance” and “no beam failure instance”. The former would e.g. result in MAC incrementing the counter and the latter in MAC resetting the counter. But this requires RAN1 to design a “no beam failure” criteria and notification. 
Option 2: PHY delivers to MAC “beam failure instance” notifications only and MAC maintains a timer for resetting the counter: the timer is (re)started upon every new reception of “beam-failure instance”. At timer expiry the counter is reset. But this also requires RAN1 to provide RAN2 with an indication of the maximum time interval of the beam failure “checks” in PHY so that RAN2 can design the timer accordingly or more generally to provide RAN2 with guidance on the timer values.


Since it has been agreed in RAN1 that there will be no “non-beam failure” indication, Option 1 above cannot be supported in NR. Option 2 uses a timer to ensure that the time gap between any two “consecutive” beam failure instances is within a given value, which also provides a sensible solution on defining “consecutive beam failure instances”. Hence Option 2 seems feasible, although some details need to be fixed, e.g., the timer should not be (re)started upon the particular beam failure instance that triggers beam failure recovery. From RAN1 perspective, it would suffice to point RAN2 to the relevant RAN1 agreements.
Beam failure recovery timer
Regarding Q2 from RAN2, agreements have been made in RAN1 on when to start/stop the beam failure recovery timer, and actions upon expiry of the timer. Again, it would be sufficient to inform RAN2 about the relevant RAN1 agreements.
Support for beam failure recovery in CA


The beam failure recovery mechanism has been designed in RAN1 such that it can be applied to any serving cell, and that is why it is specified in section 6 of TS 38.213 [4] that “A UE can be configured, for a serving cell, with a set  of periodic CSI-RS resource configuration indexes by higher layer parameter Beam-Failure-Detection-RS-ResourceConfig and with a set  of CSI-RS resource configuration indexes and/or SS/PBCH block indexes by higher layer parameter Candidate-Beam-RS-List for radio link quality measurements on the serving cell.”
Somehow when BFR was specified in MAC (i.e. in TS 38.321 [5]), a restriction was imposed that the random access procedure can only be performed in the SpCell. We think this is a misunderstanding of application scenario of BFR, and the restriction in TS 38.321 should be removed.
	The MAC entity shall:
1>	if beam failure indication has been received from lower layers:
2>	start beamFailureRecoveryTimer;
2>	initiate a Random Access procedure (see subclause 5.1) on the SpCell.



Proposal 4: Clarify that the beam failure recovery procedure can be applied to any serving cell.
Conclusion
In this contribution, we discuss the remaining issues on beam failure recovery and make the following proposals:
Proposal 1: Remove the “[10] ms” lower bound for the indication interval of beam failure instance.
Proposal 2: Clarify that in case none of the candidate beam measurements satisfies the L1-RSRP threshold, the indication to higher layers contains no {beam RS index, L1-RSRP measurement}.
Proposal 3: Only CORESET-BFR is monitored after gNB response to beam failure recovery request and before reconfiguration/activation/re-indication of TCI state(s) for PDCCH.
Proposal 4: Clarify that the beam failure recovery procedure can be applied to any serving cell.
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