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1 Introduction
This contribution discusses joint scheduling of PDSCHs/PUSCHs on multiple serving cells using a single DCI format, as considered in the following objective from the Rel-18 WI for multi-carrier enhancements [1]. 
	1. Specify a solution for multi-cell PUSCH/PDSCH scheduling (one PDSCH/PUSCH per cell) with a single DCI [RAN1]
· Identify the maximum number of cells that can be scheduled simultaneously
· Consider both intra-band and inter-band CA operation
· Consider both FR1 and FR2
· The single DCI shall be optimized for 3 or more cells for the multi-cell PUSCH/PDSCH scheduling



Throughout this document, a set of serving cells that are jointly scheduled by a single DCI format are referred to as “co-scheduled” cells.
2 Framework and Scenarios
A basic consideration for multi-cell scheduling is a scheduling framework in which the feature is supported. Some relevant issue have been resolved based on the following RAN1 working assumption [6] and RAN Plenary conclusion [7].

	Working Assumption (RAN1#110)
For a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X, support monitoring the DCI format 0_X/1_X and legacy single cell scheduling DCI format(s) from a same scheduling cell. 
· The DCI format 0_X/1_X and the legacy DCI format(s) can be monitored simultaneously. 
· FFS: whether monitoring of the DCI format 0_X/1_X and the legacy DCI format(s) is supported for one, a subset, or all cells within the set of cells. 
· FFS: number of different DCI sizes for 0_X/1_X and for legacy DCI formats
· FFS: whether to support a subset or all legacy DCI format(s) to be monitored with DCI 0_X/1_X

Conclusion (RAN#97-e)
· Configuring more than one scheduling cell for DCI format 0_X/1_X for each scheduled cell is not supported for the multi-cell PUSCH/PDSCH scheduling in Rel-18. 



However, there are some proposals to change the existing CA framework and define a new UE behavior for monitoring PDCCH for single-cell scheduling DCI (SC-DCI) formats and for the multi-cell scheduling DCI (MC-DCI) formats for all co-scheduled cells from different scheduling cells. This aspect was extensively discussed in RAN1#109-e [2] and RAN1#110 [3] as well as RAN#97-e [4], including the following feature lead proposal 2-3rev1 [3] and Moderator proposal [4], although no agreement was reached.

	FL Proposal 2-3rev1 (RAN1#110, not agreed)
· For each scheduled cell, a UE monitors PDCCH for DCI format 0_X/1_X always on one scheduling cell per configuration. 
· FFS: whether a UE monitors PDCCH for DCI format 0_X/1_X on one scheduling cell and the scheduling cell can be changed dynamically

Moderator Proposal 4.3 (RAN#97-e, not agreed)
− Configuring more than one scheduling cell for each scheduled cell is not supported for the
multi-cell PUSCH/PDSCH scheduling in Rel-18.



The reason given for introducing a new CA framework was that the scheduling cell providing the MC-DCI may be overloaded. However, if such issue exists, MC-DCI solves it. It is noted that Rel-17 CA supports scheduling for up to 8 scheduled cells using a same scheduling cell. Moreover, if only a single-cell needs to be scheduled for a UE, there is no issue using SC-DCI when MC-DCI can be used when multiple cells are scheduled for the UE. 

In addition, a potential enhancement beyond Rel-17 to allow for two/multiple scheduling cells for a given serving cell, either based on higher layer configuration or based on L1/L2 signaling, would require substantial specification support, at least for the following:
· Mechanism to configure/indicate the scheduling cells for a given scheduled cell or a set of co-scheduled cells;
· Interaction among the scheduling cells, such as for search space set configuration, including simultaneous or non-simultaneous PDCCH monitoring on the multiple scheduling cells;
· PDCCH monitoring limits and potential impact on corresponding UE capabilities;
· Handling deactivation or dormancy behaviors for multiple scheduling cells, including transition time issues;
· …

As introducing a new CA framework with multiple scheduling cells is not in the WI scope, the specification/implementation impacts are likely to be substantial, and a motivation is not clear or essential, it is preferred to focus on completing the scope of the WI.
Proposal 1: Do not further consider introduction of multiple scheduling cells for a scheduled cell.

Another FFS issue WA from RAN1#110 was whether the UE can monitor PDCCH for SC-DCI formats for all cells for which the UE is configured to monitor PDCCH for the MC-DCI formats. This is discussed in Section 4 along with other issues on PDCCH monitoring.

Based on the following conclusion from RAN#97-e [7], when an SCell is configured for scheduling the PCell, the SCell can only schedule the PCell using a legacy SC-DCI format, and cannot use a MC-DCI format. In addition, PCell can only use legacy SC-DCI formats for self-scheduling, and cannot use an MC-DCI format. 

	Conclusion (RAN#97-e)
· Following aspects are excluded from multi-cell PDSCH/PUSCH scheduling in Rel-18:
· SCell schedules multiple cells including P(S)Cell
· …
· PCell schedules multiple cells by DCI format 0_X/1_X when a sSCell is configured to schedule PCell 



Therefore, extension of multi-cell scheduling to the special case of cross-carrier scheduling from SCell to PCell can be considered based on Rel-17 DSS with SC-DCI formats, and no additional specification is expected.

Observation 1: No additional specification/enhancement is needed for multi-cell scheduling when UE is configured cross-carrier scheduling from SCell to PCell.


One of the issues raised in the WID for multi-cell scheduling [1] is to “identify the maximum number of cells that can be scheduled simultaneously”. The following WA was reached in RAN1#110 [6]. 

	Working Assumption (RAN1#110)
· The maximum number of co-scheduled cells by a DCI format 1_X in Rel-18 is 4.
· The maximum number of co-scheduled cells by a DCI format 0_X in Rel-18 is 4.
· FFS: The maximum number of configurable cells for co-scheduling



Although support for up to 8 co-scheduled cells would be beneficial for intra-band CA scenarios in FR2, the WA can be confirmed as it provides a reasonable trade-off among MC-DCI size, scheduling restrictions, and control overhead reduction. 
Regarding the FFS point in this WA, it should not affect specification support for MC scheduling and, if needed, can be left for UE capability discussions. 
Proposal 2: Confirm the WA from RAN1#110. The FFS can be left for UE capability discussions.
3 MC-DCI fields
One basic issue for multi-cell scheduling is how to indicate a set of co-scheduled cells in an MC-DCI format. The following agreement was reached in RAN1#109-e regarding this indication [5], without further progress in RAN#110 [3]. 
	Agreement (RAN1#109-e)
For multi-cell scheduling, the co-scheduled cells are indicated by DCI format 0_X/1_X. At least the following options are considered:
· Option 1: An indicator in the DCI points to one row of a table defining combinations of scheduled cells. 
· The table is configured by RRC signaling.
· FFS: Separate tables can be configured for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling.
· Option 2: An indicator in the DCI is a bitmap corresponding to a set of configured cells that can be scheduled by the DCI 0_X/1_X 
· FFS: Separate sets of configured cells for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling.
· Option 3: using existing field (e.g., CIF, FDRA) to indicate whether one or more cells are scheduled or not
· Other options are not precluded.
· Note: It does not preclude other DCI information fields (e.g., BWP) to be jointly indicated by the indicator of the co-scheduled cells. 



Option 1 is the simplest alternative and follows Rel-17 CA by extending the “cell-level” CIF to a “cell-set-level” CIF to indicate sets of co-scheduled cells – i.e. a cell in Rel-17 is a set of cells for MC-DCI in Rel-18 and everything else, including the search space determination, remains as in Rel-17. The value range for cell-set-level CIF can be determined based on the number of configured sets of co-scheduled cells. 
It is noted that Option 2 can also work and saves RRC signaling (no need to configure the table as in Option 1), with slightly more DCI overhead compared to Option 1. Also, Option 2 is a special case of Option 1 when the RRC-configured table in Option 1 includes all different combinations of co-scheduled cells and can therefore be realized by Option 1 with the same MC-DCI overhead. The tradeoff is that while Option 2 would always result to maximum MC-DCI overhead (4 bits), Option 1 allows the gNB to control the MC-DCI overhead depending on the number of configured sets of co-scheduled cells. Option 2 will also require a new realization for determining the search space equation for each set of co-scheduled cells. 
Option 3 appears to be based on separate values provided by a Type-2 (cell-specific) field, such as FDRA when applicable, so that non-scheduled cells can be determined from reserved values for such field. However, Option 3 may not work for all cases. For example, when a UE is configured 8 scheduled cells for a scheduling cell and with a maximum of 4 co-scheduled cells, the MC-DCI format will include 4 values for Type-2 (cell-specific) fields, e.g., FDRA, and the UE cannot distinguish a set #1 = {cell#0, cell#1, cell#2, cell#3} from a set#2 = {cell#4, cell#5, cell#6, cell#7}. In general, for a simple, flexible, and full-proof design, it is preferable to avoid mixing different functionalities in a same field. Option 3 will also require a new realization for determining the search space equation for each sub-set of co-scheduled cells.
Observation 2: For indication of sets of co-scheduled cells by an MC-DCI format, Option 2 (bitmap) is a special case of Option 1 (set-level CIF) that requires maximum MC-DCI overhead. Option 3 (implicit indication using other DCI fields) may not be generally functional. Option 2 and Option 3 have larger specification impact compared to Option 1.
Proposal 3: RRC configures ‘cell-set-level’ CIF values that correspond to configured sets of co-scheduled cells (Option 1).
For detailed design of an MC-DCI format, the following revised agreement was reached in RAN1#110 [6] regarding DCI field types, such as cell-common or cell-specific or configurable fields. 
	Agreement (RAN1#110)
For discussing field design of DCI format 0_X/1_X which schedules more than one cell, reformulate the types of DCI fields as below: 
· Type-1 field: 
· Type-1A field: A single field indicating common information to all the co-scheduled cells
· Type-1B field: A single field indicating separate information to each of co-scheduled cells via joint indication
· Type-1C field: A single field indicating an information to only one of co-scheduled cells
· Type-2 field: Separate field for each of the co-scheduled cells
· Type-3 field: Common or separate to each of the co-scheduled cells, or separate to each sub-group, dependent on explicit configuration. 
· Note: One sub-group comprises a subset of co-scheduled cells where a single field is commonly applied to the co-scheduled cell(s) belonging to a same sub-group.
· Note: Handling of any parameters applicable to multi-cell scheduling where corresponding fields are not included in DCI format 0_X/1_X (if any) will be separately discussed. 

Agreement (RAN1#110)
· For DCI format 1_X/0_X which can schedule more than one cell, 
· Type-1 fields at least include below:
· Type-1A:
· Identifier for DCI formats
· Downlink assignment index
· TPC for scheduled PUCCH
· PUCCH resource indicator
· PDSCH-to-HARQ timing indicator
· One-shot HARQ-ACK request
· Type-2 fields at least include below:
· New data indicator per TB
· Redundancy version per TB
· FFS: Other fields to be included in DCI format 1_X/0_X and which type of the fields belongs to.
· FFS: size for each field



In addition, the following conclusion was reached in the RANP#97-e [7].
	Conclusion (RAN#97-e)
· Deprioritize any optimization for unlicensed spectrum operation for designing the multi-cell PUSCH/PDSCH scheduling in Rel-18
· Following aspects are excluded from multi-cell PDSCH/PUSCH scheduling in Rel-18:
· …
· Configuration of both multi-cell PDSCH/PUSCH scheduling and multi-TRP for a scheduled cell
· Support for any sidelink scheduling
· …


Discussion of Type-3 fields
For DCI fields whose cell-common vs. cell-specific status selection may be scenario-dependent, for example based on inter-band or intra-band CA operation, it is best to avoid RAN1 discussions and leave the choice to gNB configuration, that is, as a Type-3 field. However, two aspects need to be clarified for a Type-3 field:
1. UE behavior when gNB configuration indicates a Type-3 as cell-specific or cell-common
· When gNB configures a Type-3 field as cell-common, the Type-3 field will be treated same as a Type-1A field; that is, the MC-DCI will include a single value for the Type-3 parameter that is commonly applicable to all co-scheduled cells. Additional specification may be necessary to clarify the UE behavior in such case, e.g., for FDRA with different sizes for the active DL/UL BWPs of the co-scheduled cells. 
· When gNB configures a Type-3 field as cell-specific, two options can be considered: (i) treat the Type-3 field as a Type-2 field, with multiple separate values in the MC-DCI; or (ii) treat the Type-3 field as a Type-1B field, with a single value in the MC-DCI providing separate information to each of co-scheduled cells via joint indication. Whether a Type-3 field configured as cell-specific should be treated as Type-2 or Type-1B can be predetermined in the specifications or can be indicated by RRC signaling explicitly or implicitly (for example, when RRC provides a joint multi-cell mapping). 
Observation 3: For Type-3 DCI fields, additional specification and/or RRC configuration may be necessary to clarify (i) UE behavior when indicated as cell-common or Type-1A field, or (ii) single or multiple value in MC-DCI format, similar to a Type-1B or Type-2 field, when indicated as cell-specific.
2. Whether/How to support sub-groups for Type-3 fields
· While there can be DCI overhead savings from using sub-groups, DCI design and overall support and specification for the MC-scheduling feature becomes more complex compared to using separate MC-DCI formats for different sub-groups or using a single MC-DCI format with cell-specific (instead of sub-group-specific) indication. In general, unless there are material gains in DCI overhead, a simpler design is preferred. 
Observation 4: The benefits and drawbacks of sub-groups for Type-2 fields in MC-DCI format need further consideration.

Discussion of Type-1 fields
Clearly, an MC-DCI format would benefit from Type-1 fields whenever possible. Some examples include:
· Type-1A fields, such as: frequency hopping (FH), TCI state;
· Also, Type-3 field that are configured as cell-common (Type-1A), such as: TDRA, FDRA, antenna port (APs), SRI, TMPI.
· Type-1B fields, such as: Rate matching indicator, aperiodic ZP CSI-RS, SRS request, TCI state;
· Also, Type-3 field that are configured as cell-specific and determined to be Type-1B, such as: TDRA. 
· Type-1C fields, such as: CSI request, UL-SCH, and beta offset;
· The UE can determine which PUSCH from co-scheduled PUSCHs is applicable for these parameters, if any, e.g., based on predetermined rules in Rel-17 specifications for determination of a PUSCH that can carry CSI report or UCI. 
Depending on the interpretation, “cell-set-level CIF” can be considered a Type-1A or Type-1B field, without any impact on the UE behavior. 
In addition, for TDRA and FDRA further attention is necessary:
· When FDRA is determined as a Type-1A field, and the co-scheduled cells have active DL/UL BWPs with different sizes (i.e., different number of RBs), the UE determines the FDRA for each cell from corresponding LSBs of the FDRA field;
· When TDRA is determined as a Type-1A field, the MC-DCI indicates a same row index from corresponding legacy single-cell TDRA tables or new multi-cell TDRA tables; 
· [bookmark: _Hlk115222999]When TDRA is determined as a Type-1B field, the MC-DCI indicates a row index from a joint multi-cell TDRA table.
[bookmark: _Hlk115441477]Similar, TCI state indication field in the downlink MC-DCI format can be a Type-1A/1B with a single value that provides a new indicated DL/UL/joint TCI state for future transmission/receptions (per Rel-17 unified TCI framework). When such indication in the MC-DCI is not configured by RRC, the UE can follow the indicated DL/joint TCI state (per Rel-17 unified TCI framework) for the corresponding cell as indicated by an SC-DCI format. 
Proposal 4: Support the following fields in MC-DCI as Type-1 fields:
· Type-1A fields, such as: frequency hopping (FH), TCI state;
· Also, Type-3 field that are configured as cell-common (Type-1A), such as: TDRA, FDRA, antenna port (APs), SRI, TMPI.
· When TDRA is determined as Type-1A field, the MC-DCI indicates a same row index from corresponding legacy single-cell TDRA tables or new multi-cell TDRA tables.
· When FDRA is determined as Type-1A field, and the co-scheduled cells have active DL/UL BWPs with different size (i.e., different number of RBs), the UE determines the FDRA for each cell from corresponding LSBs of the FDRA field.
· Type-1B fields, such as: Rate matching indicator, aperiodic ZP CSI-RS, SRS request, TCI state;
· Also, Type-3 field that are configured as cell-specific and determined to be Type-1B, such as: TDRA.
· When TDRA is determined as a Type-1B field, the MC-DCI indicates a row index from a joint multi-cell TDRA table.
· Type-1C fields, such as: CSI request, UL-SCH, and beta offset.
· Note 1: Depending on the interpretation, “cell-set-level CIF” can be considered a Type-1A or Type-1B field, without any impact on the UE behavior.
· Note 2: When TCI state field is present in MC-DCI format, the corresponding value provides new indicated DL/UL/joint TCI state for future transmission/receptions (per Rel-17 unified TCI framework). 

Discussion of Type-2 fields
Type-2 (cell-specific) fields introduce material DCI overhead, so they should be used only when strictly necessary. NDI and RV are already agreed as Type-2 fields, and other potential candidates for Type-2 fields are MCS and HPN. Even for such DCI fields, RAN1 should strive for minimizing the DCI overhead using, for example:
· restricted value set: the size of RV and HPN can be configurable, as for DCI format 0_2/1_2. 
· differential indication: for intra-band CA where pathloss is practically same, a differential MCS of 2-3 bits can capture practically all dynamic range of short-term fading differences in different cells. For example, a differential MCS with values {00, 01, 10, 11} can refer to offset values {-2, -1, 0, 1} that are applied to a row index of the MCS table corresponding to the first co-scheduled PDSCH/PUSCH. For example, for 4 co-scheduled cells, instead of 4*5 = 20 bits, (5 + 2*3) = 11 bits can be used to indicate the MCS on each cell resulting to 9 bits in payload reduction. That is significant considering that the code rate is likely high and CCE AL of 8 and 16 introduce repetitions and do not reduce the basic code rate. 
Proposal 5: Adopt HPN and MCS as additional Type-2 fields in an MC-DCI format.
· Also Type-3 fields that are configured as cell-specific and determined to be Type-2, such as, FDRA, SRI, TPMI;
· Support configurable size for RV, HPN, as well as Type-3 fields that are determined as Type-2, such as SRI and TPMI;
· Support differential indication for MCS.
For Type-2 fields, one issue is the unnecessary overhead corresponding to non-scheduled cells. As discussed in Section 4, a baseline design considers a size of MC-DCI format to be semi-statically determined based on sets with the maximum configured number of co-scheduled cells (and corresponding configuration of parameters) – otherwise, MC-DCI blind decoding and total DCI size budget limit would be complex to specify/implement and search space set dropping would be more frequent. To avoid wasted bits in MC-DCI, the presence of Type-2 fields can be utilized to improve throughput by indication, with increased granularity, of values corresponding to co-scheduled cells. For example, when only 2 cells from a maximum 4 cells are co-scheduled, the MC-DCI format can include 2 FDRA values each with 10 bits corresponding to the 2 co-scheduled bits, instead of 4 FDRA values each with 5 bits. 
Proposal 6: Bits of Type-2 fields for non-scheduled cells, instead of being reserved, are used to improve scheduling/throughput by improving accuracy of values for Type-2 fields (e.g., FDRA) for scheduled cells.

Discussion of parameters not present in MC-DCI
[bookmark: _Hlk115219983]In addition to the three types of DCI fields, the above RAN1 agreement includes the following: “Note: Handling of any parameters applicable to multi-cell scheduling where corresponding fields are not included in DCI format 0_X/1_X (if any) will be separately discussed.” For such parameters, the UE can apply predetermined values/rules (e.g., for BWP ID field, UL/SUL indicator, or TCI state) or configuration by higher layers (e.g., for DMRS sequence initialization, VRB-to-PRB bundling field, or PRB bundling size).
Proposal 7: Support the following parameters that are applicable to multi-cell scheduling without values in the MC-DCI:
· BWP-ID: per RRC configuration or follow the most recent active BWPs for the corresponding cells as indicated by SC-DCI formats (when indication in MC-DCI is not configured by RRC);
· UL/SUL indicator: per spec (e.g., only NUL) or per RRC configuration, or follow the most recent uplink carrier for the corresponding cell as indicated by an SC-DCI format;
· [bookmark: _Hlk115223533]TCI state: follow the indicated DL/ joint TCI state (per Rel-17 unified TCI framework) for the corresponding cell as indicated by an SC-DCI format (when indication in MC-DCI is not configured by RRC);
· DMRS sequence initialization: per RRC configuration;
· VRB-to-PRB bundling field, or PRB bundling size: per RRC configuration (when indication in MC-DCI is not configured by RRC);

[bookmark: _Hlk101314045]Considering all aspects mentioned above, maximum payload values for MC-DCI formats need to be identified considering which fields can be cell-common by default or by configuration, which fields need to be cell-specific, and how the combined payload of cell-specific fields can be reduced. Tables 1 and 2 can be a reference for such discussion. 

Table 1: DCI fields for multi-cell scheduling of PDSCH receptions
	DCI field
	DCI field Type
	Note
	Size

	DL/UL indication
	Type-1A
	
	1 bit

	CIF 
	Type-1A/1B
	Cell-set-level CIF
	≤ 4 bits

	BWP-ID
	N/A
	no BWP switching via multi-cell DCI (otherwise Type-1A)
	0

	FDRA, TDRA
	Type-3
	Type-1A/2 (FDRA); 
Type-1A/1B (TDRA)
	Configurable size

	[bookmark: _Hlk115216480]VRB-to-PRB mapping, PRB bundling
	N/A
	follow RRC (otherwise Type-1A)
	0

	Rate Matching pattern indication,
ZP CSI-RS trigger, SRS request
	Type-1B
	multi-cell trigger state
	Configurable size

	MCS
	Type-2
	Differential MCS
	5 + 2*3 = 11 bits

	NDI
	Type-2
	
	4 bits

	RV, HPN
	Type-2
	
	 Configurable size

	MCS for 2nd TB
	Type-2
	Differential MCS
	≤ 2*4 bits

	NDI, RV for 2nd TB
	Type-2
	if configured
	≤ 4 bits (NDI), Configurable size (RV)

	[bookmark: _Hlk111150624]PUCCH resource indicator (PRI), PUCCH power control
	Type-1A
	Only one PUCCH resource
	3 bits, 2 bits

	[bookmark: _Hlk102021987]PDSCH-to-HARQ timing (K1)
	Type-1A
	Relative to the reference PDSCH
	≤ 3 bits

	DAI
	Type-1A
	DAI counting per DCI (not per PDSCH)
	4 bits

	CBGTI, CBGFI
	N/A
	CBG operation disabled
	0

	One-shot HARQ request
	Type-1A
	
	1 bit

	Enhanced Type 3 codebook indicator
	N/A
	MC-DCI as implicit trigger state
	0

	PDSCH group index, New feedback indicator, Number of requested PDSCH group(s), HARQ-ACK retransmission indicator
	N/A
	Enhanced Dynamic HARQ codebook is disabled
	0

	Antenna port(s)
	Type-3
	
	Configurable size

	TCI state
	N/A or Type-1A/1B
	follow unified TCI framework
	0 or 3 bits

	DMRS sequence initialization
	N/A
	by RRC
	0

	ChannelAccess-CPext
	Type-1
	Legacy NR-U behavior without optimization
	Configurable size

	Minimum applicable scheduling offset indicator, SCell dormancy indication, PDCCH monitoring adaptation indication
	N/A
	UE power saving operation only via SC-DCI format
	0




Table 2: DCI fields for multi-cell scheduling of PUSCH transmissions
	DCI field
	Cell-common 
or Cell-specific
	Note
	Size

	DL/UL indication
	Type-1A
	
	1 bit

	CIF
	Type-1A/1B
	set-level CIF
	≤ 4 bits

	SUL, BWP-ID
	N/A
	no carrier / BWP switching via multi-cell DCI (otherwise, Type-1A)
	0

	FDRA, TDRA
	Type-3
	Type-1A/2 (FDRA); 
Type-1A/1B (TDRA)
	Configurable size

	Frequency hopping (FH)
	Type-1A
	
	1 bit

	TPC command for PUSCH
	Type-3
	
	Configurable size

	MCS
	Type-2
	Differential MCS
	5 + 2*3 = 11 bits

	NDI
	Type-2
	
	4 bits

	RV, HPN
	Type-2
	
	Configurable size

	Antenna port(s)
	Type-3
	
	Configurable size

	SRI
	Type-3 
	
	Configurable size

	TPMI
	Type-3
	
	Configurable size

	SRS resource set indicator, 2nd SRI, 2nd TPMI, 2nd PTRS-DMRS association
	N/A
	Multi-TRP operation is disabled
	0

	SRS request
	Type-1B
	multi-cell trigger state
	Configurable size

	CSI request, UL-SCH, beta offset, DAI
	Type-1A/1C
	When enabled, at most one PUSCH includes CSI/UCI
	Configurable size; 1 bit; 0 or 2 bits; 4 bits

	DMRS sequence initialization, PTRS-DMRS association
	N/A
	by RRC
	0

	ChannelAccess-CPext-CAPC, Invalid symbol pattern indicator
	Type-1
	Legacy NR-U behavior without optimization
	Configurable size; 
0 or 1 bits

	Minimum applicable scheduling offset indicator, SCell dormancy indication, PDCCH monitoring adaptation indication
	N/A
	UE power saving operation only via SC-DCI format
	0

	Sidelink assignment index
	N/A
	Sidelink-related operation is disabled
	0



4 PDCCH monitoring aspects
Multi-cell scheduling can impact UE procedures for PDCCH monitoring. 
Discussion on search space configuration / linking
A first issue is about configuration of search space sets for MC-DCI formats, and the relationship with SC-DCI formats. The following agreements were reached in the previous RAN1 meetings [5, 6]. 
	Agreement (RAN1#109-e)
Fallback DCI (i.e., DCI formats 0_0 and 1_0) does not support multi-cell scheduling.
Agreement (RAN1#109-e) 
The DCI for multi-cell scheduling is monitored only in USS set.
Agreement (RAN1#109-e)
· (Working assumption) DCI format 0_X/1_X is a new DCI format for multi-cell scheduling
· DCI format 0_X can be used for single cell PUSCH scheduling.
· DCI format 1_X can be used for single cell PDSCH scheduling.
· FFS: UE monitors one of or both multi-cell scheduling DCI and legacy single cell scheduling DCI for a scheduled cell.

Agreement (RAN1#110)
Confirm below working assumption reached in RAN1#109e meeting. 
· (Working assumption) DCI format 0_X/1_X is a new DCI format for multi-cell scheduling

Working Assumption (RAN1#110)
For a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X, support monitoring the DCI format 0_X/1_X and legacy single cell scheduling DCI format(s) from a same scheduling cell. 
· The DCI format 0_X/1_X and the legacy DCI format(s) can be monitored simultaneously. 
· FFS: whether monitoring of the DCI format 0_X/1_X and the legacy DCI format(s) is supported for one, a subset, or all cells within the set of cells. 
· FFS: number of different DCI sizes for 0_X/1_X and for legacy DCI formats
· FFS: whether to support a subset or all legacy DCI format(s) to be monitored with DCI 0_X/1_X




Monitoring both SC-DCI and MC-DCI formats for a scheduled cell is beneficial for various reasons. An MC-DCI format is not expected to serve for fallback so, at least for the PCell, the UE needs to monitor PDCCH for DCI format 0_0/1_0, while MC-DCI should be supported for the PCell as a scheduling cell. In addition, MC-DCI format will have a larger size, so certain UE functionalities that do not relate to PDSCH/PUSCH scheduling or are less frequent than per-slot, may need to be excluded from an MC-DCI format and performed using SC-DCI formats. For example, an MC-DCI format need not include fields corresponding to UE power saving, BWP switching, and so on. In addition, monitoring both SC-DCI format and MC-DCI format for a scheduled cell provides the gNB with the flexibility to use different DCI formats (with different CCE allocation) based on the traffic situation and scheduling decisions/prioritizations. 

A potential restriction of cells for which both legacy SC-DCI formats and MC-DCI format are monitored provides no benefit to UE implementation complexity, as long as the PDCCH monitoring limits (and the UE budget for the supported number of DCI sizes) are maintained same as in Rel-17. Any decision can be left to gNB configuration.
Observation 5: Restricting some co-scheduled cells to not monitor SC-DCI formats either requires increase of MC-DCI format size or disabling certain UE functionalities (e.g., UE power saving), and does not reduce the UE implementation complexity.
Proposal 8: It is up to gNB whether to configure a UE to monitor PDCCHs for one or both SC-DCI formats and MC-DCI formats for any cell from a configured set of scheduled cells.
When the UE monitors PDCCH for both SC-DCI and MC-DCI formats for a scheduled cell, it is beneficial to support different DCI sizes for the MC-DCI format and the SC-DCI format and avoid a too-large size for the former or a too-small size for the latter. 

Observation 6: DCI sizes for MC-DCI formats and SC-DCI formats can be different.
Including different DCI formats in a same search space set is beneficial without a cost when the sizes are same (e.g. DCI 0_0/1_0). Otherwise, that is detrimental as there are no savings in decoding operations, DCI size matching is more difficult to avoid as the gNB cannot avoid not configuring SC-DCI formats in USS sets of a scheduling cell with MC-DCI format, search space set dropping is coarser, and PDCCH candidates per CCE AL need to be overprovisioned to capture both a DCI format with smaller size (may not use a larger CCE AL) and a DCI format with larger size (may not use a smaller CCE AL). Therefore, association of MC-DCI formats and SC-DCI formats with different search space sets should be supported. 
[bookmark: _Hlk111020156]Similar, MC-DCI formats for co-scheduling PDSCHs will generally have a different size compared to MC-DCI formats for co-scheduling PUSCHs, not only due to differences in UL/DL scheduling as in case of single-cell scheduling, but also because the maximum number of corresponding cells can be different and UEs can have different UL/DL CA capabilities (e.g. 4 DL cells and 2 UL cells). Therefore, association of downlink MC-DCI format (1_X) and of uplink MC-DCI format (0_X) with different search space sets should be supported.
Proposal 9: A UE can be configured to monitor PDCCH for MC-DCI formats and SC-DCI formats, or to monitor PDCCH for downlink MC-DCI format (1_X) and uplink MC-DCI format (0_X), in different search space sets.
A related issue is about the use of MC-DCI formats for single-cell scheduling per the RAN1 agreement above. As discussed, certain SC-DCI fields may be excluded from an MC-DCI format. In addition, as discussed in Section 3, to minimize overhead for an MC-DCI format, a reduced set of values, or even reference/configured values, may be used for some DCI fields. Also, several bits in an MC-DCI format may be wasted when the MC-DCI format schedules a single cell due to Type-2 (cell-specific) fields. Therefore, using an MC-DCI format for single-cell scheduling would be suboptimal or problematic. A possible exception is when there is no SC-DCI format for a given SCell (e.g. for using the SCell as reference cell for counting the sizes of MC-DCI format and avoiding DCI size matching). Then, a possible enhancement is for the MC-DCI format to be reinterpreted as having the same fields as a SC-DCI format (e.g., DCI format 0_1/1_1). When certain functionalities, such as CBG operation or multi-TRP operation, are completely disabled in the presence of multi-cell scheduling configuration, corresponding fields are considered to be reserved. 
Observation 7: Using a MC-DCI format for single-cell scheduling would be suboptimal to using an SC-DCI format.
Proposal 10: When an MC-DCI format is used for scheduling a single cell, the UE interprets the MC-DCI format based on the same fields as for a SC-DCI format (e.g., DCI format 0_1/1_1).
· Fields corresponding to fully disabled functionalities (e.g., CBG or multi-TRP operation) are reserved.
Another related issue is about search space set linking for multi-cell scheduling. The following FL proposal [3] was discussed in the previous RAN1 meeting, but no agreement was reached. 
	FL Proposal 2-8rev2 (RAN1#110, not agreed)
· For search space configuration for a set of cells which can be co-scheduled by a DCI format 0_X/1_X, below options are considered for further study: 
· Alt 1: Search space of the DCI format 0_X/1_X is configured on each cell of the set of cells and associated with the search space on the scheduling cell with the same search space ID.
· Alt 2: Search space of the DCI format 0_X/1_X is configured on a subset of the set of cells and associated with the search space on the scheduling cell with the same search space ID.
· Alt 3: Search space of the DCI format 0_X/1_X is configured on one cell of the set of cells and associated with the search space on the scheduling cell with the same search space ID.
· Alt 4: Search space of the DCI format 0_X/1_X is configured only on the scheduling cell and linked with the set of cells configured by explicit RRC signaling.
· Other alternatives are not precluded.



In Rel-17, not every search space set is monitored for every scheduled cell. The UE monitors PDCCH for a scheduled cell according to a search space set when the search space set, with same search space ID, is configured on the scheduling cell (with a full configuration) as well as on the scheduled cell (with a ‘light’ configuration) – i.e. search space set linking. When the UE determines the linking to monitor PDCCH for a scheduled cell according to a search space set, the UE determines the PDCCH candidates for the scheduled cell based on the following search space equation, where  is the configured CIF value for the scheduled cell. 
             
For Rel-18 multi-cell scheduling, a UE needs to determine which search space sets are monitored for which sets of co-scheduled cells. One option is to consider a multi-cell extension of the search space linking procedure, that is, Alt-1 above, where a search space set according to which the UE can monitor PDCCH for detection of an MC-DCI format for a set of scheduled cells can be configured, with same search space ID, on the scheduling cell (with full configuration) and on all cells in the set of co-scheduled cells (with ‘light’ configuration). Alt-3 can be also considered as it has similar flavor with using a reference cell for DCI size budget and PDCCH counting rules (as discussed next in this section), but the method for selection of the one “reference” cell would require additional specifications/signaling, and the method for linking the set of cells based on a ‘linked’ search space set on one reference cell needs to be established. Alt-2 provides no benefit over Alt-1 or Alt-3, but requires additional specification or signaling compared to Alt-1/3, so it is not preferred. Another option is Alt-4, where the UE determines the association between a search space set and a set of co-scheduled cells by explicitly providing the “set-level” CIF corresponding to the set of co-scheduled cells in the configuration of the search space set. The benefit of Alt-4 is the simplicity of operation and reduced RRC signaling overhead. 
Proposal 11: The UE determines PDCCH monitoring according to a search space set for a set of co-scheduled cells based on multi-cell extension of the Rel-17 search space linking procedure (Alt-1) or based on RRC configuration of the linking (Alt-4).

Regarding the configuration of the  hashing parameter in the search space equation, the following FL proposal [3] was discussed in the previous RAN1 meeting, but no agreement was reached. 
	FL Proposal 2-9 (RAN1#110, not agreed)
· For monitoring PDCCH candidates for a set of cells which can be potentially co-scheduled by a DCI format 0_X/1_X, below alternatives are considered for further study: 
· Alt 1: the n_CI in the search space equation is determined by a value configured for the set of cells. 
· Alt 2: the n_CI in the search space equation is determined by a value configured for each combination of co-scheduled cells within the set of cells.
· Alt 3: the n_CI in the search space equation is determined by a value configured for one or more combinations of co-scheduled cells within the set of cells.
· Other alternatives are not precluded.



For Rel-18 multi-cell scheduling, when the UE determines the linking to monitor PDCCH for a set of co-scheduled cells according to a search space set, the UE determines the PDCCH candidates for the set of co-scheduled cells based on the above search space equation, where  is the configured “cell-set-level” CIF value for the set of co-scheduled cells. Such behavior is useful for UE implementation since the UE will know, prior to DCI format decoding, which cell or which set of co-scheduled cells the MC-DCI format can possibly schedule.
Observation 8: Separate configuration of  for each set of co-scheduled cells enables the UE to know, prior to DCI format decoding, which cell or which set of co-scheduled cells the MC-DCI format can possibly schedule.
[bookmark: _Hlk115284823]Although such UE behavior seems to be captured in Alt-1 above, the formulation of Alt-2 and Alt-3 is somewhat confusing as they appear to suggest that subsets/combination of cells from a set of cells can be also scheduled by an MC-DCI format. To avoid any confusion in terminology, focus can be only on “sets” of co-scheduled cells, for which a “cell-set-level” CIF can be configured for indication in the MC-DCI format. For example, both Set #1 = {CC 1, CC 2} and Set #2 = {CC1, CC2, CC3, CC4} can be two “sets” of co-scheduled cells, although Set#1 is a subset/combination of cells in Set#2. Then, Alt-2 and Alt-3 can be expressed as whether a same/shared  value can be used for multiple configured “sets” of co-scheduled cells. Based on the observation above, separate  values are preferred for separate sets of co-scheduled cells. 
Proposal 12: For determining CCEs corresponding to PDCCH candidates for detection of an MC-DCI format:
· The UE sets the  in the search space equation to be the cell-set-level CIF value, that is separately provided for each configured/schedulable set of cells.

Discussion on size of MC-DCI format & PDCCH monitoring limits
[bookmark: _Hlk110979245]A second issue is about determination of the MC-DCI format size. The simplest method is to semi-statically determine the MC-DCI format size, for a given scheduling cell, for example based on the maximum configured number of co-scheduled cells associated with the scheduling cell (and configurations for corresponding sets of co-scheduled cells) or, if needed, by direct configuration as for DCI format 2_0 or DCI format 4_2 for multicast. 
Proposal 13: The size of the MC-DCI format, for a given scheduling cell, is based on the maximum configured number and the corresponding parameters configurations of co-scheduled cells from the scheduling cell.
A related issue is about a limit on a UE budget for the number of DCI format sizes per serving/scheduled cell, referred to as the “3+1” rule, due to PDCCH monitoring for MC-DCI formats. The following was agreed in RAN1#109-e [5].  
	Agreement (RAN1#109-e)
Further study DCI size budget including below options for multi-cell scheduling DCI: 
· Option 1: Existing DCI size budget is maintained per scheduled cell.
· Alt 1-1: DCI size budget is maintained via DCI size alignment and DCI size budget of DCI format 0_X/1_X is counted for each of the co-scheduled cells.
· Alt 1-2: DCI size budget is maintained via configured size for multi-cell scheduling DCI and DCI size budget of DCI format 0_X/1_X is counted for each of the co-scheduled cells.
· Alt 1-3: DCI size budget is maintained via DCI size alignment and DCI size budget of multi-cell scheduling DCI is counted only in one scheduled cell.
· Option 2: Existing DCI size budget is not necessarily maintained per scheduled cell. 
· Alt 2-1: DCI size budget of multi-cell scheduling DCI is counted only in one scheduled cell.
· Alt 2-2: DCI size budget of multi-cell scheduling DCI is not counted per serving cell and not considered in the related serving cell specific DCI size alignment procedure, e.g., for K co-scheduled cells, gNB guarantee the total budget of 3*K DCI sizes is not exceeded.
· Alt 2-3: voiding the “3+1” limit for multi-cell scheduling
· Alt 2-4: the DCI size budget for DCI size alignment can be separately configured for each cell
· Alt 2-5: DCI size budget of the scheduling cell can be increased to account for the DCI format for multi-cell scheduling. Accordingly, the DCI size budget of a scheduled cell can be reduced.
· Other options/alternatives could be considered.




To maintain the “3+1” DCI size budget, the following two options are more viable:
· Alt 1-1a (per-slot variation of Alt 1-1): For each scheduled cell and for each slot, the UE is not expected to monitor more than the “3+1” DCI size budget, including the MC-DCI formats. To achieve this, the UE applies Rel-17 DCI size alignment for all DCI formats, except for MC-DCI formats, for each scheduled cell. When a number of DCI format sizes for a scheduled cell in a slot (including MC-DCI formats, if any) exceeds the “3+1” budget, the UE applies prioritization rules (e.g., similar to the UE procedure for search space set overbooking and dropping) to drop the additional DCI sizes, such as SC-DCI formats. Alt 1-1a is preferred as it allows MC-DCI format to retain its different DCI size compared to SC-DCI formats. In addition, the UE can continue to monitor SC-DCI formats at least in some slots and for some scheduled cells. 
· Alt 1-3 is preferable as it maintains the required counting per scheduled cell and is not likely to lead to any padding in practice. Note that SC-DCI padding partially offsets the reason for having an MC-DCI format. For example, at least in case of more than 2 cells, there is no reason (and does not happen in practice) for a gNB to configure a UE to monitor PDCCH for DCI formats 0_0/1_0 (in addition to DCI formats 0_1/1_1) or according to Type-3 CSS sets on every SCell of a CG (particularly considering absence of search space set dropping for SCells) and there is no issue with the “3+1” DCI size budget. In that respect, Alt 1-3 is a milder condition than the Rel-15 one for the gNB ensuring no overbooking on any SCell. A size alignment procedure that considers MC-DCIs does not need to be defined – a gNB can easily ensure the “3+1” size budget for at least one scheduled cell (that does not need to be indicated by the gNB). 
Proposal 14: For the “3+1” limit on UE budget for DCI sizes, adopt Alt 1-1a (per-slot variation of “3+1”) or Alt 1-3 (without modifying the Rel-17 procedure for matching DCI sizes - i.e. MC-DCIs need not be considered).
A fourth issue is the PDCCH monitoring limits for operation with multi-cell scheduling. The following was agreed in RAN1 #109-e [5]. 
	Agreement
Further study BD/CCE counting for multi-cell scheduling DCI based on below options: 
· Alt 1: counted on each co-scheduled cell 
· Alt 2: counted only in one scheduled cell
· Alt 3: scaled down to each of co-scheduled cell according to the number of co-scheduled cells
· Alt 4: counted as part of the scheduling cell instead of each scheduled cell
· Alt 5: scaled down to each of scheduled cells excluding scheduling cell
· Alt 6: counted on each co-scheduled cell excluding scheduling cell
· Other alternatives could be considered.




A main principle for multi-cell scheduling is that “double counting” or “double update” of PDCCH candidates should be avoided. That can be achieved by modifications of the PDCCH counting rules, while maintaining the PDCCH monitoring limits, or by modifications of PDCCH monitoring limits, while maintaining PDCCH counting rules. There is no reason to modify both PDCCH counting rules and PDCCH monitoring limits. 

Observation 9: Multi-cell scheduling has to impact either the PDCCH counting rules or the PDCCH monitoring limits, but there is no need to impact both.
It is preferred that the PDCCH counting rules are modified, using one of the alternatives from the above agreement, while the PDCCH monitoring limits are same as in Rel-17 and new UE PDCCH monitoring capability is not introduced. Unlike multi-TRP operation, multi-cell scheduling does not change/increase a UE budget for PDCCH monitoring and should not require new/enhanced UE HW capabilities. Rather, multi-cell scheduling is only a new method for consuming the UE budget for PDCCH monitoring by using fewer PDCCHs for scheduling PDSCHs/PUSCHs on multiple cells. 
Proposal 15: A UE configured with multi-cell scheduling applies the Rel-17 PDCCH monitoring limits – there is no impact on UE hardware requirements for multi-cell scheduling over single-cell scheduling for a same maximum number of cells.
For counting the PDCCH candidates and non-overlapping CCEs, among the options listed in the above agreement, Alt-3 reflects the multi-cell scheduling operation. For example, for a set with 4 co-scheduled cells, the UE can count one PDCCH candidate as 1/4 PDCCH candidates and count L non-overlapping CCEs as L/4 non-overlapping CCEs for each of the 4 co-scheduled cells. Alt-2 is also acceptable due to its simplicity and for similar reasons as discussed regarding the DCI format size budget – i.e. it is easy to have SCells that can accommodate the search space sets for MC-DCI formats and avoid any impact on the PCell for search space set dropping, or to the gNB for ensuring there is no search space set dropping on any SCell due to the additional MC-DCI formats, or for handling fractional PDCCH candidates/non-overlapping CCEs in the corresponding budgets. 
Proposal 16: For counting of PDCCH candidates and non-overlapping CCEs for multi-cell scheduling, adopt Alt-2 or Alt-3.
There was an attempt in the previous meeting to jointly discuss the above two aspects (DCI size budget and PDCCH monitoring limits/counting). The following FL proposal [3] was discussed, but no agreement was reached. 
	FL (Merged)Proposal 2-6 and Proposal 2-7rev3: (RAN1#110, not agreed)
· In order to discuss BD/CCE budget in case a UE monitors DCI format 0_X/1_X or both legacy DCI formats and DCI formats 0_X/1_X in a slot on a scheduling cell, Rel-17 PDCCH monitoring limits (i.e., and) in the case where there is only one scheduling cell per scheduled cell is used for further discussion.
· For further study DCI size budget and BD/CCE budget for multi-cell scheduling DCI, below Option 1 is considered: 
· Option 1: Existing DCI size budget is maintained per scheduled cell.
· Alt 1: Both DCI size and BD/CCE of DCI format 0_X/1_X are counted on each of the cells that can be potentially scheduled by DCI 0_X/1_X.
· No scaling to each co-scheduled cell
· Alt 2: Both DCI size and BD/CCE of DCI format 0_X/1_X are counted only in a same cell among the cells that can be potentially scheduled by DCI 0_X/1_X.
· Alt 3: Both DCI size and BD/CCE of DCI format 0_X/1_X are counted for one or more cells configured with PDCCH candidates for multi-cell scheduling among the cells that can be potentially scheduled by DCI 0_X/1_X. 
· Alt 4: Both DCI size and BD/CCE of DCI format 0_X/1_X are counted on the scheduling cell.
· FFS details on how to maintain the DCI size budget, e.g., via DCI size alignment or configured size for the DCI format 0_X/1_X.
· Other alternatives are not precluded.



Although a harmonized treatment of the two issues can be beneficial, some of the progress made in the agreement from RAN1#109-e was lost in the above FL proposal. For example, there is no reference to scaling factors for PDCCH counting in Alt-3 of the above proposal. In addition, Alt-2 is based on using a single reference cell for counting the DCI size budget. However, this would imply that, per Alt-2, the UE would count BD/CCE for all sets of co-scheduled cell for the same reference cell, even if the reference cell is not included in a set of co-scheduled cells, which is an unintended behavior. Furthermore, PDCCH monitoring limits and counting should be based on search space sets corresponding to the sets of co-scheduled cells, which is missing in the FL proposal above. 
In short, for faster progress, RAN1 can start from the agreements in RAN1#109-e and try to down-select for each of the two issues separately, while striving for a unified design, when possible. 
Proposal 17: RAN1 to separately discuss DCI size budget and PDCCH monitoring limits/counting based on agreements in RAN1#109-e, while striving for unified solutions, when possible.
5 HARQ-ACK procedures
Multi-cell scheduling can also impact UE procedures for HARQ-ACK codebook generation. The following principles were agreed in previous RAN1 meetings [5, 6] with some additional conclusions in RAN#97-e [7]. 
	Agreement (RAN1#109-e)
· All the co-scheduled cells by a DCI format 1_X and the scheduling cell are included in the same PUCCH group.
· FFS: All the co-scheduled cells by a DCI format 0_X and the scheduling cell are included in the same [cell or PUCCH group].

Agreement (RAN1#110)
All the co-scheduled cells by a DCI format 0_X and the scheduling cell are included in the same PUCCH group.
Working Assumption (RAN1#109-e)
· All HARQ-ACK codebook types (Type-1/2/3) are applicable when multi-carrier PDSCH scheduling is configured.

Conclusion (RAN#97-e)
− Enhanced Type-2 HARQ-ACK codebook is not supported for the multi-cell PUSCH/PDSCH
scheduling in Rel-18.
− Type-1 HARQ-ACK codebook is supported only for the case where co-scheduled cells by a DCI format 1_X have same SCS/carrier type/duplex mode in Rel-18.
· Additional restriction(s) can be discussed in RAN1



A first issue that is applicable to all HARQ-ACK codebooks is the determination of a PUCCH resource/slot for transmission of HARQ-ACK information corresponding to multiple PDSCHs on a set of co-scheduled cells. The following was agreed in RAN1#110 [6].

	Agreement (RAN1#110)
· When UE detects a DCI format 1_X scheduling a set of PDSCHs, the UE provides corresponding HARQ-ACK information in a PUCCH transmission within UL slot , where  is a number of slots and is indicated by the PDSCH-to-HARQ_feedback timing indicator field in the DCI format and  is the last UL slot overlapping with the DL slot  for the reference PDSCH reception for slot-based PUCCH or an UL slot overlapping with the end of the reference PDSCH reception in DL slot  for sub-slot based PUCCH.
· FFS details of reference PDSCH



An MC-DCI format includes a single field for PDSCH-to-HARQ timing (K1) and the slot of PUCCH transmission can be indicated relative to a reference PDSCH from the co-scheduled PDSCHs. The reference PDSCH can be the co-scheduled PDSCH that ends last or the PDSCH corresponding to the cell with the largest cell index among the co-scheduled cells. The latter option (using the largest cell index) is motivated by linking the slot determination for PUCCH transmission to the determination of the last DCI format and of DAI counting for Type-2 HARQ-ACK codebook (unified solution).
For PUCCH resource determination, detected DCI formats are first indexed in an ascending order across serving cell indexes for a same PDCCH monitoring occasion and are then indexed in an ascending order across PDCCH monitoring occasion indexes. For MC-DCI format, the cell index of the reference PDSCH can be used to determine the order of DCI for PUCCH resource determination.
Proposal 18: For determination of the PUCCH resource/slot with HARQ-ACK corresponding to multiple PDSCHs on multiple serving cells scheduled by an MC-DCI format, the reference PDSCH is the PDSCH corresponding to the cell with the largest cell index.
· The cell index of the reference PDSCH is used to determine the order of DCI formats for PUCCH resource determination.

Discussion on Type-1 HARQ-ACK codebook
For Type-1 CB, the Rel-15/16 UE procedure is based on a pseudo-code to determine candidate PDSCH occasions corresponding to a PUCCH slot based on the K1 value indicated in the single-cell scheduling DCI format and the TDRA table configured for PDSCH reception on the cell. In Rel-17, enhancements were defined in the “Beyond 52 GHz” WI for multi-slot PDSCH scheduling to consider both K1 and relative K0 values from a joint TDRA table, so that the UE can ‘back-trace’ from a last PDSCH and identify the remaining candidate PDSCH occasions from the set of co-scheduled PDSCHs. 

For Rel-18 multi-cell scheduling, some additional aspects need to be considered for the Type-1 CB.

1. [bookmark: _Hlk115297499]A first aspect is the set of K1 values for multi-cell scheduling. Since NR Rel-15, a set of K1 values has been DCI-format-specific. For example, the UE is provided separate sets of K1 values for DCI format 1_0/_1, DCI format 1_2, DCI format 4_1 for MBS, and so on. It needs to be decided how to define the set of K1 values for DCI format 1_X. For example, a corresponding set of K1 values can be separately provided for DCI format 1_X, or the UE can determine the applicable set of K1 values based on the set of K1 values configured for SC-DCI formats. Regardless, one consideration for Type-1 CB generation is whether the set of K1 values for MC-DCI format 1_X can include values that are not configured for any SC-DCI format – although that is a gNB choice, it has specification impact; if it cannot, the design for Type-1 CB can be simplified. 

Proposal 19: The set of K1 values for MC-DCI format 1_X is:
· Option 1: separately provided from the sets of K1 values for SC-DCI formats, or
· Option 2: same/subset of K1 values configured for SC-DCI formats.
· FFS: whether the set of K1 values for MC-DCI format 1_X can include values that are not configured for any SC-DCI format.

A related issue is whether an “extension” of the set of K1 values for DCI format 1_X is needed for Type-1 CB generation, similar to that in Rel-17 multi-slot PDSCH scheduling. Since Rel-18 multi-cell scheduling is focused on the case of same SCS, the need for such extension would depend on whether the UE receives co-scheduled PDSCHs in a same slot, or whether the co-scheduled PDSCHs can be received in different slots. The former option would simplify the design, as it avoids the need for K1 set extension.
Proposal 20: For the Type-1 HARQ-ACK codebook, down-select one of:
· Option 1: the UE expects to receive co-scheduled PDSCHs in a same slot (i.e., same K0 value);
· Option 2: the UE can receive co-scheduled PDSCHs in different slots (i.e., different K0 value).

2. [bookmark: _Hlk115299821]A second aspect is the TDRA table applicable for multi-cell scheduling. In NR Rel-15, the TDRA table is cell-specific and independent of the configured DCI formats. For Rel-18 multi-cell scheduling with same SCS, same carrier type, and same duplexing mode (as per RAN#97-e Conclusion [7]), using a single value for TDRA field in MC-DCI field is well-motivated and can simplify the design. The TDRA table for multi-cell scheduling can be restricted to be same/identical for all co-scheduled cells to simplify the design, although with reduced flexibility. Alternatively, separate TDRA tables may be used to avoid scheduling restrictions. In addition, it needs to be decided whether TDRA table for multi-cell scheduling is determined based on legacy single-cell TDRA tables, or whether the TDRA tables are separately configured by RRC. Similar to K1 values, a consideration is whether a TDRA table for multi-cell scheduling can include rows that are not configured in any single-cell TDRA tables for any cell in a set of co-scheduled cells. Focusing on the cases where such TDRA rows are not configured for multi-cell scheduling can simplify the design for Type-1 CB. 

Proposal 21: The TDRA table for multi-cell scheduling:
· Alt-0: re-use legacy single-cell TDRA tables that are restricted to be same for all co-scheduled cells;
· Alt-1: re-use single-cell TDRA tables that can be different for different co-scheduled cells; 
· Alt-2: a single TDRA table for multi-cell scheduling is determined based on the intersection of single-cell TDRA tables;
· Alt-3: a single, cell-common, TDRA table for multi-cell scheduling is configured by RRC;
· Alt-4: a single joint multi-cell TDRA table is configured by RRC and provides separate TDRA information for each cell from a set of co-scheduled cells.
· FFS: whether the TDRA table for multi-cell scheduling can include rows that are not configured in any single-cell TDRA table.

[bookmark: _Hlk115301724]When the above aspects are combined, several options can be considered for Tyep-1 HARQ-ACK CB generation with multi-cell scheduling. The simplest design is to directly use Rel-17 design without any changes, which can be possible when all simplifications mentioned above are satisfied (i.e., no K1 value or TDRA row for multi-cell scheduling that is not used for single-cell scheduling, and same K0). When some of these simplifications do not hold, additional handling would be needed for Type-1 CB generation, e.g., based on union of K1 values or union of TDRA tables.

Proposal 22: For Type-1 HARQ-ACK codebook generation:
· When K1 values and TDRA rows for multi-cell scheduling are also provided for single-cell scheduling on a cell, and all co-scheduled PDSCHs have a same K0 value, Type-1 CB is same as in Rel-17;
· Otherwise, candidate PDSCH receptions are generated based on:
· Only single-cell scheduling TDRA tables for K1 values used only for SC-DCI formats;
· Only multi-cell scheduling TDRA tables for K1 values used only for MC-DCI formats;
· Union of single-cell and multi-cell scheduling TDRA tables for K1 values common to SC-DCI and MC-DCI formats.

Discussion on Type-2 HARQ-ACK codebook
The followings were agreed in the previous RAN1 meeting for Type-2 HARQ-ACK CBs [6].

	Agreement (RAN1#110)
· For Type-2 HARQ-ACK codebook, two sub-codebooks are generated with a first sub-codebook comprising HARQ-ACK information bits for PDSCH(s) scheduled by DCI(s) with each scheduling a single cell and a second sub-codebook comprising HARQ-ACK information bits for PDSCH(s) scheduled by DCI(s) with each scheduling more than one cell. 
· Separate DAI counting for DCI(s) with each scheduling a single cell and DCI(s) with each scheduling more than one cell. 
· FFS whether a DCI scheduling more than one cell is associated with the first sub-codebook or the second sub-codebook when the number of cells with actual PDSCH reception due to collision with semi-static TDD DL/UL configuration is one.
· Type-2 HARQ-ACK codebook is generated by concatenating the first sub-codebook and the second sub-codebook.
· If at least one cell of the set of cells which can be co-scheduled by a DCI format 1_X is configured with maximum 2 codewords per PDSCH without spatial bundling, 
· FFS: the number of HARQ-ACK information bits for each DCI format 1_X that schedules more than one cell;
· Otherwise, the number of HARQ-ACK information bits for each DCI format 1_X that schedules more than one cell is equal to N, where N is the maximum number of cells which can be co-scheduled by a DCI format 1_X in the PUCCH group for the UE.
· HARQ-ACK information bits for co-scheduled PDSCHs by a DCI format 1_X is ordered based on serving cell indices associated with co-scheduled PDSCHs.
· HARQ-ACK bundling across co-scheduled cells is not supported for multi-cell scheduling.

Agreement (RAN1#110)
UE does not expect to be configured both CBG-based PDSCH/PUSCH transmission and the multi-cell PDSCH/PUSCH scheduling on the same or different cells within a same PUCCH group.



For Type-2 HARQ-ACK CB generation, it is generally expected that UE procedures follow those for Rel-17 multi-slot PDSCH scheduling. However, some issues need to be clarified for multi-cell scheduling. 
One issue is regarding “special” DCIs that are not used for PDSCH scheduling, such as SPS PDSCH release, CG PUSCH release, SCell dormancy, and TCI state indication. It should be clarified that such HARQ-ACK information for such DCI formats are included in the first sub-CB.
Also, for the first FFS on co-scheduled PDSCHs that collide with cell-specific or UE-specific UL symbols, the UE behavior can be same as Rel-17 multi-slot PDSCH scheduling, where such collision is taken into account. Therefore, when an MC-DCI format schedules two or more PDSCHs on two or more cells and the UE receives only one PDSCH on only one cell due to the collision with UL slots configured by a TDD DL/UL configuration, the UE includes the corresponding HARQ-ACK in the first sub-codebook.
Proposal 23: For the two Type-2 HARQ-ACK sub-CBs in presence of multi-cell scheduling, clarify the following:
· HARQ-ACK information corresponding to DCI formats that do not schedule a PDSCH is included in the first sub-CB;
· HARQ-ACK information corresponding to an MC-DCI formats 1_X that schedules multiple PDSCHs is included in the first sub-CB when the UE receives only one PDSCH, from the multiple PDSCHs, due to collision with UL symbols.

Another issue is about the number of HARQ-ACK information bits, as captured in the second FFS point in the Agreement above. For the case that the UE is configured with 2-TB PDSCH reception on at least one cell from the set of co-scheduled cells and is not configured for spatial HARQ-ACK bundling, one option is for the UE to generate two HARQ-ACK bits per PDSCH regardless of whether a PDSCH provides one TB or two TBs. However, that would be wasteful and unnecessary. Instead, the number of HARQ-ACK information bits can be based on the number of TBs associated with each set of co-scheduled cells. To ensure a same number of HARQ-ACK information bits for all MC-DCI formats, a maximum can be taken for such number of associated TBs, among different sets of co-scheduled cells. 
Proposal 24: When a UE is configured with multi-cell scheduling and Type-2 HARQ-ACK codebook:
· if spatial bundling is not configured, the number  of HARQ-ACK bits in the 2nd Type-2 sub-CB for each MC-DCI is a maximum number of associated TBs among different sets of co-scheduled cells.
The agreement above clarifies the UE behavior for ordering HARQ-ACK information bits corresponding to co-scheduled PDSCHs, based on an ascending order of co-scheduled cells. However, not every DCI format will schedule a set of co-scheduled cells that results to the maximum number  of HARQ-ACK information bits. Therefore, it is possible that a number of NACK (or predetermined) values, corresponding to “non-scheduled” cells/TBs needs to also be included. A potential consideration may be to order such NACK values for the “non-scheduled” cells in a same way as for co-scheduled PDSCHs/cells, that is, in ascending order of cell indexes. However, such option cannot work in general, as “non-scheduled cells” are undefined, so ordering their cell indexes would not be meaningful. Therefore, the UE can append such NACK values to the HARQ-ACK information bits for the co-scheduled cells/PDSCHs. 
Proposal 25: For the 2nd Type-2 HARQ-ACK sub-codebook corresponding to multi-cell scheduling, the UE appends a number of “NACK” values, to the HARQ-ACK information bits for co-scheduled PDSCHs, until  bits are generated.

A last issue for Type-2 CB is the definition of counter DAI used for ordering the concatenated HARQ-ACK information bits for different DCI formats, and also for a UE to determine missing DCI formats and reflect them (with DTX/NACKs) in the CB generation. The counter DAI is defined as the accumulative number of {serving cell, PDCCH monitoring occasion}-pairs in which PDSCH receptions or DCIs/PDCCHs requiring HARQ-ACK information without scheduling PDSCHs, is present up to the current serving cell and current PDCCH monitoring occasion. Such definition is clear for single-cell scheduling. 
For multi-cell scheduling, a PDCCH monitoring occasion that includes a DCI format for multi-cell scheduling corresponds to multiple PDSCHs on multiple serving cells. Therefore, definition of counter DAI needs to be clarified. In particular, the “serving cell” in the {serving cell, PDCCH monitoring occasion}-pair for a multi-cell scheduling DCI format needs to be defined, such as based on the cell indexes of the co-scheduled cells or based on the starting or ending time of the co-scheduled PDSCHs. A unified solution with PUCCH slot determination and last DCI format is preferred, so the “serving cell” can be the cell with the largest cell index. 
Proposal 26: For a Type-2 HARQ-ACK codebook for multi-cell scheduling, and for an MC-DCI format 1_X that schedules multiple PDSCHs on a set of co-scheduled cells:
· the parameter “serving cell” in the definition of counter DAI in the MC-DCI format 1_X is defined based on a largest cell index from co-scheduled cells.


Discussion on UCI multiplexing
Per the agreement in RAN#110 [6], DAI field is common for all co-scheduled cells (Type-1A DCI field). For Type-2 HARQ-ACK codebook, when multiple HARQ-ACK codebooks are multiplexed in different co-scheduled PUSCHs, a same UL DAI value will be indicated. If the DL DAI values are different for HARQ-ACK in different PUCCH slots, additional padding bits will be introduced when multiplexing in PUSCHs.
Consider the example in Figure 1, DL DAI for the HARQ-ACK codebook in PUCCH#1 is 1 and DL DAI for the HARQ-ACK codebook in PUCCH#2 is 2, when the two HARQ-ACK codebooks are multiplexed in co-scheduled PUSCH#1 and PUSCH#2, UL DAI value 2 applies to both HARQ-ACK codebooks. As a result, there will be one padding bit for the HARQ-ACK codebook multiplexed in PUSCH#1.
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Figure 1
In addition, the UL DAI protection performance can degrade. For example, if UL DAI indicates 1 and UE misses the last DCI for PUCCH#2, UE will generate 1 HARQ-ACK bits but the gNB would expect 5 bits.
The above issue does not exist for single cell PUSCH scheduling. If a PUCCH overlaps with a PUSCH scheduled by a single cell DCI format and a PUSCH scheduled by DCI format 0_X, the UE can multiplex the UCI in the PUSCH scheduled by a single cell DCI format to avoid the above situation.
Proposal 27: If a PUCCH overlaps with a PUSCH scheduled by an SC-DCI format and a PUSCH scheduled by an MC-DCI format 0_X, the UE multiplexes the UCI in a PUSCH scheduled by an SC-DCI format.
6 Conclusions
This contribution considered multi-cell scheduling of PDSCHs/PUSCHs using a single DCI format and proposed the following.
Proposals 
Proposal 1: Do not further consider introduction of multiple scheduling cells for a scheduled cell.

Proposal 2: Confirm the WA from RAN1#110. The FFS can be left for UE capability discussions.
Proposal 3: RRC configures ‘cell-set-level’ CIF values that correspond to configured sets of co-scheduled cells (Option 1).
Proposal 4: Support the following fields in MC-DCI as Type-1 fields:
· Type-1A fields, such as: frequency hopping (FH), TCI state;
· Also, Type-3 field that are configured as cell-common (Type-1A), such as: TDRA, FDRA, antenna port (APs), SRI, TMPI.
· When TDRA is determined as Type-1A field, the MC-DCI indicates a same row index from corresponding legacy single-cell TDRA tables or new multi-cell TDRA tables.
· When FDRA is determined as Type-1A field, and the co-scheduled cells have active DL/UL BWPs with different size (i.e., different number of RBs), the UE determines the FDRA for each cell from corresponding LSBs of the FDRA field.
· Type-1B fields, such as: Rate matching indicator, aperiodic ZP CSI-RS, SRS request, TCI state;
· Also, Type-3 field that are configured as cell-specific and determined to be Type-1B, such as: TDRA.
· When TDRA is determined as a Type-1B field, the MC-DCI indicates a row index from a joint multi-cell TDRA table.
· Type-1C fields, such as: CSI request, UL-SCH, and beta offset.
· Note 1: Depending on the interpretation, “cell-set-level CIF” can be considered a Type-1A or Type-1B field, without any impact on the UE behavior.
· Note 2: When TCI state field is present in MC-DCI format, the corresponding value provides new indicated DL/UL/joint TCI state for future transmission/receptions (per Rel-17 unified TCI framework). 
Proposal 5: Adopt HPN and MCS as additional Type-2 fields in an MC-DCI format.
· Also Type-3 fields that are configured as cell-specific and determined to be Type-2, such as, FDRA, SRI, TPMI;
· Support configurable size for RV, HPN, as well as Type-3 fields that are determined as Type-2, such as SRI and TPMI;
· Support differential indication for MCS.
Proposal 6: Bits of Type-2 fields for non-scheduled cells, instead of being reserved, are used to improve scheduling/throughput by improving accuracy of values for Type-2 fields (e.g., FDRA) for scheduled cells.
Proposal 7: Support the following parameters that are applicable to multi-cell scheduling without values in the MC-DCI:
· BWP-ID: per RRC configuration or follow the most recent active BWPs for the corresponding cells as indicated by SC-DCI formats (when indication in MC-DCI is not configured by RRC);
· UL/SUL indicator: per spec (e.g., only NUL) or per RRC configuration, or follow the most recent uplink carrier for the corresponding cell as indicated by an SC-DCI format;
· TCI state: follow the indicated DL/ joint TCI state (per Rel-17 unified TCI framework) for the corresponding cell as indicated by an SC-DCI format (when indication in MC-DCI is not configured by RRC);
· DMRS sequence initialization: per RRC configuration;
· VRB-to-PRB bundling field, or PRB bundling size: per RRC configuration (when indication in MC-DCI is not configured by RRC);
Proposal 8: It is up to gNB whether to configure a UE to monitor PDCCHs for one or both SC-DCI formats and MC-DCI formats for any cell from a configured set of scheduled cells.
Proposal 9: A UE can be configured to monitor PDCCH for MC-DCI formats and SC-DCI formats, or to monitor PDCCH for downlink MC-DCI format (1_X) and uplink MC-DCI format (0_X), in different search space sets.
Proposal 10: When an MC-DCI format is used for scheduling a single cell, the UE interprets the MC-DCI format based on the same fields as for a SC-DCI format (e.g., DCI format 0_1/1_1).
· Fields corresponding to fully disabled functionalities (e.g., CBG or multi-TRP operation) are reserved.
Proposal 11: The UE determines PDCCH monitoring according to a search space set for a set of co-scheduled cells based on multi-cell extension of the Rel-17 search space linking procedure (Alt-1) or based on RRC configuration of the linking (Alt-4).

Proposal 12: For determining CCEs corresponding to PDCCH candidates for detection of an MC-DCI format:
· The UE sets the  in the search space equation to be the cell-set-level CIF value, that is separately provided for each configured/schedulable set of cells.
Proposal 13: The size of the MC-DCI format, for a given scheduling cell, is based on the maximum configured number and the corresponding parameters configurations of co-scheduled cells from the scheduling cell.
Proposal 14: For the “3+1” limit on UE budget for DCI sizes, adopt Alt 1-1a (per-slot variation of “3+1”) or Alt 1-3 (without modifying the Rel-17 procedure for matching DCI sizes - i.e. MC-DCIs need not be considered).
Proposal 15: A UE configured with multi-cell scheduling applies the Rel-17 PDCCH monitoring limits – there is no impact on UE hardware requirements for multi-cell scheduling over single-cell scheduling for a same maximum number of cells.
Proposal 16: For counting of PDCCH candidates and non-overlapping CCEs for multi-cell scheduling, adopt Alt-2 or Alt-3.
Proposal 17: RAN1 to separately discuss DCI size budget and PDCCH monitoring limits/counting based on agreements in RAN1#109-e, while striving for unified solutions, when possible.
Proposal 18: For determination of the PUCCH resource/slot with HARQ-ACK corresponding to multiple PDSCHs on multiple serving cells scheduled by an MC-DCI format, the reference PDSCH is the PDSCH corresponding to the cell with the largest cell index.
· The cell index of the reference PDSCH is used to determine the order of DCI formats for PUCCH resource determination.

Proposal 19: The set of K1 values for MC-DCI format 1_X is:
· Option 1: separately provided from the sets of K1 values for SC-DCI formats, or
· Option 2: same/subset of K1 values configured for SC-DCI formats.
· FFS: whether the set of K1 values for MC-DCI format 1_X can include values that are not configured for any SC-DCI format.

Proposal 20: For the Type-1 HARQ-ACK codebook, down-select one of:
· Option 1: the UE expects to receive co-scheduled PDSCHs in a same slot (i.e., same K0 value);
· Option 2: the UE can receive co-scheduled PDSCHs in different slots (i.e., different K0 value).

Proposal 21: The TDRA table for multi-cell scheduling:
· Alt-0: re-use legacy single-cell TDRA tables that are restricted to be same for all co-scheduled cells;
· Alt-1: re-use single-cell TDRA tables that can be different for different co-scheduled cells; 
· Alt-2: a single TDRA table for multi-cell scheduling is determined based on the intersection of single-cell TDRA tables;
· Alt-3: a single, cell-common, TDRA table for multi-cell scheduling is configured by RRC;
· Alt-4: a single joint multi-cell TDRA table is configured by RRC and provides separate TDRA information for each cell from a set of co-scheduled cells.
· FFS: whether the TDRA table for multi-cell scheduling can include rows that are not configured in any single-cell TDRA table.

Proposal 22: For Type-1 HARQ-ACK codebook generation:
· When K1 values and TDRA rows for multi-cell scheduling are also provided for single-cell scheduling on a cell, and all co-scheduled PDSCHs have a same K0 value, Type-1 CB is same as in Rel-17;
· Otherwise, candidate PDSCH receptions are generated based on:
· Only single-cell scheduling TDRA tables for K1 values used only for SC-DCI formats;
· Only multi-cell scheduling TDRA tables for K1 values used only for MC-DCI formats;
· Union of single-cell and multi-cell scheduling TDRA tables for K1 values common to SC-DCI and MC-DCI formats.

Proposal 23: For the two Type-2 HARQ-ACK sub-CBs in presence of multi-cell scheduling, clarify the following:
· HARQ-ACK information corresponding to DCI formats that do not schedule a PDSCH is included in the first sub-CB;
· HARQ-ACK information corresponding to an MC-DCI formats 1_X that schedules multiple PDSCHs is included in the first sub-CB when the UE receives only one PDSCH, from the multiple PDSCHs, due to collision with UL symbols.

Proposal 24: When a UE is configured with multi-cell scheduling and Type-2 HARQ-ACK codebook:
· if spatial bundling is not configured, the number  of HARQ-ACK bits in the 2nd Type-2 sub-CB for each MC-DCI is a maximum number of associated TBs among different sets of co-scheduled cells.

Proposal 25: For the 2nd Type-2 HARQ-ACK sub-codebook corresponding to multi-cell scheduling, the UE appends a number of “NACK” values, to the HARQ-ACK information bits for co-scheduled PDSCHs, until  bits are generated.

Proposal 26: For a Type-2 HARQ-ACK codebook for multi-cell scheduling, and for an MC-DCI format 1_X that schedules multiple PDSCHs on a set of co-scheduled cells:
· the parameter “serving cell” in the definition of counter DAI in the MC-DCI format 1_X is defined based on a largest cell index from co-scheduled cells.

Proposal 27: If a PUCCH overlaps with a PUSCH scheduled by an SC-DCI format and a PUSCH scheduled by an MC-DCI format 0_X, the UE multiplexes the UCI in a PUSCH scheduled by an SC-DCI format.

In addition, the following observations are made.
Observations 

Observation 1: No additional specification/enhancement is needed for multi-cell scheduling when UE is configured cross-carrier scheduling from SCell to PCell.

Observation 2: For indication of sets of co-scheduled cells by an MC-DCI format, Option 2 (bitmap) is a special case of Option 1 (set-level CIF) that requires maximum MC-DCI overhead. Option 3 (implicit indication using other DCI fields) may not be generally functional. Option 2 and Option 3 have larger specification impact compared to Option 1.
Observation 3: For Type-3 DCI fields, additional specification and/or RRC configuration may be necessary to clarify (i) UE behavior when indicated as cell-common or Type-1A field, or (ii) single or multiple value in MC-DCI format, similar to a Type-1B or Type-2 field, when indicated as cell-specific.
Observation 4: The benefits and drawbacks of sub-groups for Type-2 fields in MC-DCI format need further consideration.
Observation 5: Restricting some co-scheduled cells to not monitor SC-DCI formats either requires increase of MC-DCI format size or disabling certain UE functionalities (e.g., UE power saving), and does not reduce the UE implementation complexity.
[bookmark: _GoBack]Observation 6: DCI sizes for MC-DCI formats and SC-DCI formats can be different.
Observation 7: Using a MC-DCI format for single-cell scheduling would be suboptimal to using an SC-DCI format.
Observation 8: Separate configuration of  for each set of co-scheduled cells enables the UE to know, prior to DCI format decoding, which cell or which set of co-scheduled cells the MC-DCI format can possibly schedule.
Observation 9: Multi-cell scheduling has to impact either the PDCCH counting rules or the PDCCH monitoring limits, but there is no need to impact both.
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