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1 [bookmark: _Ref114840340]Introduction
The objectives of the work item on NR mobility enhancements are shown below[1]:
1. To specify mechanism and procedures of L1/L2 based inter-cell mobility for mobility latency reduction:
· Configuration and maintenance for multiple candidate cells to allow fast application of configurations for candidate cells [RAN2, RAN3]
· Dynamic switch mechanism among candidate serving cells (including SpCell and SCell) for the potential applicable scenarios based on L1/L2 signalling [RAN2, RAN1]
· L1 enhancements for inter-cell beam management, including L1 measurement and reporting, and beam indication [RAN1, RAN2]
· Note 1: Early RAN2 involvement is necessary, including the possibility of further clarifying the interaction between this bullet with the previous bullet
· Timing Advance management [RAN1, RAN2]
· CU-DU interface signaling to support L1/L2 mobility, if needed [RAN3]

Note 2: FR2 specific enhancements are not precluded, if any.
Note 3: The procedure of L1/L2 based inter-cell mobility are applicable to the following scenarios:
· Standalone, CA and NR-DC case with serving cell change within one CG
· Intra-DU case and intra-CU inter-DU case (applicable for Standalone and CA: no new RAN interfaces are expected)
· Both intra-frequency and inter-frequency
· Both FR1 and FR2
· Source and target cells may be synchronized or non-synchronized


In Rel-17, inter-cell beam management (ICBM) was specified. ICBM enables the UE to communicate with a TRP broadcasting another PCI. During Rel-17, there was also a discussion in RAN2 if the ICBM functionality should be extended to L1/2 mobility, implying a change of serving cell. In the end, RAN2 did not agree to support L1/2 mobility.
L1/2 mobility is the main part of the Rel-18 work item [1]. In the Rel-18 mobility WI, the serving cells of will be updated based on an indication provided on L1 or L2. In RAN1, this indication is known as the beam indication, which is part of the Rel-17 ICBM functionality. 
In this contribution, we discuss the L1 enhancements for inter-cell beam management of the work item.
[bookmark: _Ref178064866]2	Discussion
The main motivation of L1/2 mobility is to reduce the interruption, although there may be benefits also related to robustness. To understand how L1/L2 mobility would reduce the interruption, it is important to investigate what causes the interrupt for a handover.
[image: ]
[bookmark: _Ref114840128]Figure 1: Timeline of the foreseen procedure for a L1/L2 handover.
Figure 1 shows the timeline for the foreseen L1/L2 handover. The network has prepared a set of candidate configurations, and at some point in time, the network identifies a target. The NW sends a cell-switch command to the UE, which executes the reconfiguration. Before starting communication with the target, the UE must acquire DL and UL synchronization with the target. On high level, the interruption consists of three parts: 
1. UE reconfiguration
2. DL synchronization
3. UL synchronization
In the work on mobility in Rel-18, RAN2 will work on reducing the duration of the UE reconfiguration, RAN1 and RAN4 will work on reducing the DL synchronization time and RAN1, RAN2 and RAN4 will work on reducing the UL synchronization time. All three parts are important.  
We note that under some circumstances, RAN4 specified a DL synchronization time also for beam management. Hence, to reduce DL synchronization time, RAN4 involvement is crucial:
[bookmark: _Toc115449441]To reduce DL synchronization time, early RAN4 involvement is crucial.
Reducing the UL synchronization time, i.e., to establish timing advance to the new cell, is the topic of AI 9.12.2. The solutions for this are outlined in our paper [3]. One idea on how to reduce DL synchronization time is described in section 2.3.
In this contribution, we will study beam indication and beam measurements. As previously mentioned, beam indication is the L1/L2 indication that triggers the reconfiguration. In Figure 1, the term cell switch command is used, but in this contribution, we will use the term beam indication:
[bookmark: _Toc115449442]Beam indication is the L1/L2 indication that triggers the execution of the L1/L2 mobility.
RAN2 sent an LS to RAN1 on the initial agreements related to L1/L2 mobility [2]. Here we would like to highlight the following agreement: 
ICBM is one scenario considered for L1/L2 mobility, but is not the only one, and is not a prerequisite for using L1/L2 mobility.

Hence, RAN2 concluded that the ICBM functionality, which was standardized during Rel-17, is not a prerequisite for L1/L2 mobility. RAN2 also hints that a direct extension of ICBM is not a relevant solution for the beam indication and beam measurements of L1/L2 mobility. 
The background of this agreement is the following RAN2 agreement:
The design for intra-DU and inter-DU L1/L2-based mobility should share as much commonality as reasonable. FFS which aspects need to be different.

ICBM only works for intra-frequency and intra-DU, whereas L1/L2 mobility must work also for inter-frequency and inter-DU. At first glance, it may seem there is not RAN1 impact on inter-DU deployment. However, this may be wrong: in general, one DU is not aware of the properties of another DU. Hence, one DU (the serving DU) cannot configure the UE for operation in another DU (the target DU) – or at least this would require significant RAN3 involvement. We note that ICBM relies heavily on that the serving DU provides the UE with the configuration of the target cell, which may be served by another DU. Hence, we observe
[bookmark: _Toc115449443]It is difficult to extend the Rel-17 ICBM to work across DUs.
Based on the above discussion, we propose to confirm the RAN2 agreement
[bookmark: _Ref115073986][bookmark: _Toc115449453]RAN1 develops beam indication and beam measurement for L1/L2 mobility that is independent of inter-cell beam management.
The inter-cell beam management is very much tied to the Rel-17 unified framework. After adopting Proposal 1, the next level of detail is how L1/L2 mobility should be related to the TCI frameworks. Since we are anyway not relying on the inter-cell beam indication associated with the Rel-17 TCI framework, it is not clear if it is beneficial to rely on the Rel-17 framework. Also, if L1/L2 mobility works for both Rel-15 and Rel-17 TCI frameworks, the functionality may become easier to implement and deploy. On the other hand, it may be more complicated to design a scheme that works for both Rel-15 and Rel-17 TCI frameworks. 
[bookmark: _Toc115449454]Further consider if L1/L2 mobility should be designed for a specific TCI framework.
2.1	Beam indication
In the LS [2], RAN2 talks about the cell switch command, which is the L1/L2 command that triggers the cell switch, or reconfiguration. In RAN1, this command is known as the beam indication:
[bookmark: _Toc115449444]The beam indication is what triggers the cell switch, i.e., what RAN2 calls the cell switch command. 
As we will see, in the context of L1/L2 mobility, the term “beam indication” may be a bit unfortunate, since, since the cell switch trigger contains so much more than a beam indication. In fact, it may in some cases not even contain a beam indication.
The WID [1] states that inter-frequency and intra-CU/inter-DU cases should be supported. 
The main drawback of the Rel-17 ICBM scheme is that it relies on configuration of all potential target TCI states. This is problematic since
The network must know all the potential target TCI states. This implies that the NW would need to maintain a neighbour cell list, which is undesirable. Furthermore, it will require that the serving DU (which configures the UE) must know the configuration of a target cell served by another DU.
The UE must be configured with a large number of TCI states. This is a hard limitation in the UE, and enhancements were introduced in Rel-17 to reduce the number of TCI states the UE would have to be configured with.  
Based on this discussion, we propose
[bookmark: _Toc115449455]The beam indication for L1/L2 mobility does not rely on RRC configuration of target TCI states.
The most important part of the beam indication is one (or more) pointers to a target configuration. Based on this pointer, the UE would determine the configuration to apply at the predetermined application time. 
[bookmark: _Toc115449445]The beam indication will contain a pointer to a target configuration, the format of which is determined by RAN2.
Focusing more on the RAN1 content, we see that there should be a possibility to kickstart the communication in the target by providing a QCL source for the subsequent DL reception:
[bookmark: _Toc115449456]The beam indication can contain a QCL source for subsequent DL receptions.
The normal way to provide a QCL source for PDSCH is to provide a TCI state, which contains a TRS. However, in the inter-DU case, the serving DU does not know the TCI state configuration of the target cell:
[bookmark: _Toc115449446]Directly including the correct TCI state in the beam indication may not work in all cases.
We note that it is important to maintain carrier aggregation during the L1/L2 handover. In order to resume communication over all the serving cells directly after the handover, it is beneficial to send multiple QCL sources to the UE to apply for each serving cell.
At least for some cases, e.g., in FR2, there will be a need to also provide a reference for the UL transmissions,
As discussed in section 2, the UL synchronization time must be reduced. In other words, the time it takes to provide the UE with a valid TA must be shortened, and this is discussed in more detail in [3]. Many of the methods in [3] imply that the NW knows the correct TA before the beam indication is sent, and includes that in the beam indication:
[bookmark: _Toc115449457]The beam indication contains a TA value for the target cell.
How the NW determines the TA value is a separate issue.
Finally, it may be beneficial to also include an explicit BWP ID in the beam indication. The main use case for BWPs is UE power saving, where the NW configures the UE with multiple BWPs, and switches the UE between the normal BWP and power-saving BWP. It would be beneficial if the UE could continue to use a BWP with the same properties before and after the L1/L2 mobility event:
[bookmark: _Ref115081468][bookmark: _Toc115449458]The beam indication contains ID if the active DL and UL BWPs for the target cells.
We note that a ServingCellConfig contains fields for firstActiveDownlinkBWP-Id and firstActiveUplinkBWP-Id, and one option would be to rely on these fields instead of Proposal 6: different active BWPs would be handled by using different configurations, which would be selected using different target configuration pointers. However, the configuration overhead for such a solution would be large. 
Finally, we note that the target configuration pointer is not the only content that RAN2 may include in the beam indication. For example, RAN2 is discussing the need for explicit L2 reset, and well as the activation status of SCells. Some of the information may be carried in the beam indication itself, or separate MAC CEs may be used.
Summing up, the L1/L2 mobility beam indication will contain several pieces of information, and the content may vary for different deployments. Some of the information could reuse legacy MAC CEs, whereas some of the information would require new signaling. Due to the need of the flexible content, we propose
[bookmark: _Toc115449459]The L1/L2 mobility beam indication is carried by MAC CE.
One option could be to work with MAC CE activation, followed by DCI indication. This option is used for the Rel-17 beam indication, as well as for other procedure in NR. However, this procedure would simply lead to an increased delay for L1/L2 mobility since it is quite difficult for the NW to know in advance which target mobility states to activate. Furthermore, despite being part of Rel-15, multiple activated TCI states have not been deployed by all UE vendors.
2.2	Beam measurement
To assist beam management operations, the network configures the UE to perform and report CSI measurements performed on one or more beams e.g., L1 RSRP values of SSBs and/or CSI-RS resources of a serving cell, like the PCell. These CSI-RS resources and/or SSB indexes on a serving cell are explicitly configured by the network and associated to a reporting configuration. The time domain behavior in which the CSI reports are transmitted may be configured as: periodic, semi-persistent or aperiodic, either on PUCCH or PUSCH. Note that no event-based CSI measurements are supported up until Rel-17.
The beam measurements were specified in Rel-15 for the intra-cell case. They were subsequently extended to inter-cell measurements of SSB in Rel-17, through the introduction of a PCI in the CSI-SSB-ResourceSet. Still, the UE is explicitly configured with any SSB that should be measured.
In the RAN2 LS [2], the following agreement was included
Assume that we rely on L1 measurements to trigger L1/L2 mobility (still measurement for preparation could be L3, FFS)

Based on this agreement, we conclude that RAN1 should introduce L1/L2 measurements that can be used to trigger L1/L2 mobility for all the scenarios that are supported by the WID.
The NW will use the beam measurements to determine if there is a need to change serving cell. The NW may choose to change serving cell if a candidate cell is (significantly) better than the serving cell, but the actual quality of the serving cell may also impact the decision: if the serving cell is still good enough, it may be beneficial to stay on the serving cell, even if another candidate cell is better. Thus, to be useful as a basis for a cell switch decision, the beam measurements used for L1/L2 mobility must contain measurement related both to the serving cell, and potential target cells. Hence, we propose
[bookmark: _Toc115449460]The beam measurement reports to assist L1/L2 mobility include measurement information on serving  and target cells.
The inter-cell beam measurements specified in Rel-17 have the same drawback as the inter-cell beam indications: they need to be explicitly configured, leading to complications for the NW, and high memory requirements for the UE. The reporting for L1/L2 mobility should be designed to avoid these issues, while at the same time addressing all the scenarios specified in the WID. Based on this, we propose
[bookmark: _Toc115449461]The beam measurements for L1/L2 mobility should require only a minimum of configuration.
Here we think that the configuration of L3 measurements is a good example: the L3 measurements only require a target frequency, and intra-frequency L3 measurements do not require any configuration at all. In particular, the UE does not need to be informed which PCIs it should measure: the UE finds the SSBs of any relevant PCI without explicit configuration:
[bookmark: _Toc115449462]The configuration of beam measurements for L1/L2 mobility should not require that the NW specifies which PCIs should be measured.
If we ask the UE to report any PCI, and any SSB index in a report, each entry in the report will consume more than 20 bits. If we in addition also want to include more than four measurements in one report, we realize the report grows significantly, compared to the legacy reports. With such a report, which may be larger than 100 bits, reporting over MAC would seem more appropriate. In addition, we also get the additional reliability from the retransmissions. Based on this, we propose
[bookmark: _Toc115449463]The beam reporting for L1/L2 mobility is performed over MAC.
As remarked above, event-driven reporting of CSI (or L1-RSRP) is not supported up to Rel-17. Such measurements have been proposed in every release. The motivation for event-driven measurements is typically latency. However, event-driven reporting does not reduce latency, since the latency is determined by the UL transmission time, which is typically larger for event-driven reporting than for NW-initiated reporting:
[bookmark: _Toc115449447]The latency of event-driven reporting is typically larger than the latency of NW-initiated reporting.
Instead, the benefits of event-driven reporting lie in lower reporting overhead. The report is only sent in the UL when certain conditions are fulfilled, i.e., when the event is triggered:
[bookmark: _Toc115449448]Provided that the event is properly designed, the reporting overhead of event-driven reporting can be lower than NW-initiated reporting.
Reducing reporting overhead can be important: if only periodic reporting is used, it is likely that the NW would need one report from each UE every 40ms, and it is not clear that the NW can handle that load.  
The framework for event-driven reporting over L3 is quite complex. Many different events are defined, and for an event to be triggered, a condition must remain true for a period, the so-called time-to-trigger (TTT).  The introduction TTT leads to that there may be several ongoing events at the same time, and that we need to define entering and leaving conditions. If RAN1 decides to introduce event-driven reporting, it should not be a copy of the L3 events, since they are far too complicated.
[bookmark: _Toc115449449]The framework for event-driven reporting over L3 is very complex and should not be copied if RAN1 decides to introduce event-driven beam reporting.
An illustration on how events is provided in Figure 2
[image: ]
[bookmark: _Ref115361508]Figure 2: An illustration how of the event framework for L3 measurements works.
The event-driven framework for L3 measurements contain several different types of events, and each is controlled by a set of parameters, as illustrated in Figure 2: multiple thresholds, hysteresis, offsets, TTT. The UE must evaluate many potential events in parallel.
Considering the significant reduction of reporting overhead and the risk of ending up with an overly complex event-scheme, we propose
[bookmark: _Toc115449464]  Study simplified event-driven reporting to assist L1/L2 mobility over MAC.
We note that events are a natural add-on to reporting over MAC. Additional events can be added late in the WI, or even in Rel-19. 
The inter-cell beam measurements specified in Rel-17 are SS-RSRP measurements, defined in [4]. RAN4 used the definition in [4] to define several types of measurements [5]:
NR intra-frequency measurements – used for L3 mobility
NR inter-frequency measurements – used for L3 mobility
L1-RSRP measurements – used for beam management
The intra-frequency and inter-frequency measurements are used as input to a L3 filter, as depicted in Figure 3. Note that in Figure 3, the measurements at A1 are the L1-RSRP measurements. 


[bookmark: _Ref115332061]Figure 3: The measurement model. Note that the measurements at A1 are the L1-RSRP measurements.
The RAN4 requirements for L1-RSRP measurements are different, since the L1-RSRP measurements were designed for another purpose. For example, when performing beam management, it is beneficial if the UE can use a narrow Rx beam to perform the measurements, but this leads to longer measurement periods. 
When defining requirements for inter-cell beam measurements in Rel-17, RAN4 used the L1-RSRP requirements (beam management) as a starting point, using the assumption that the requirements for intra-cell and inter-cell beam management would be the same. Due to the different requirements for L1-RSRP and intra-frequency measurements, this led to that inter-cell L1-RSRP measurements and intra-frequency measurements could not be performed at the same time. Instead, they had to be performed at different time instances, which lead to a slow-down of the overall process:
[bookmark: _Ref115331249][bookmark: _Toc115449450]Since L1-RSRP and intra-frequency measurements have different requirements, it becomes difficult to use the same measurement for two purposes.
Observation 10 is striking even though the exact same definition is used for the two measurements, it is difficult or even impossible to use that same measurement for two purposes. When the UE must perform both measurements at the same time, the situation becomes even more complicated. 
The measurements for L1/L2 mobility have the same purpose as the intra-frequency measurement: they are performed on potential handover targets. Clearly, it makes sense that the measurements for L1/L2 mobility have the same requirements as the intra-frequency measurement. Therefore, we propose
[bookmark: _Toc115449465]The intra-frequency measurements used for L1/L2 mobility have the same requirements as the intra-frequency measurements.
[bookmark: _Toc115449466]The inter-frequency measurements used for L1/L2 mobility have the same requirements as the inter-frequency measurements.
Since it is RAN4s responsibility to define these measurements, we propose to send an LS to RAN4:
[bookmark: _Toc115449467]Send an LS to RAN4 describing the accuracy requirements for the measurements used for L1/L2 mobility.
By defining similar requirements for measurements for L1/L2 mobility, it should be easier to perform the measurements for the UE.
2.3 	Reducing DL synchronization time
Before accessing the target, the UE must have acquired the DL timing of the target. In legacy, the UE does this after processing the handover command. In other words, the UE waits until for the next SSB arrives. The same type of requirement applies also for TCI state activation.
To eliminate or significantly reduce the interrupt due to DL synchronization, the UE should acquire the DL synchronization before processing the handover command. In fact, the UE has already acquired DL synchronization to a target to perform the measurement. In legacy, the UE discards this synchronization information when it has performed the measurement. Once the handover is executed to that target, the UE reacquires the DL synchronization:
[bookmark: _Toc115449451]In legacy, the UE discards the synchronization information it used to perform a measurement once the measurement has been performed.

If the UE could remember the synchronization information of any RSs it has reported, at least for some time, it would be possible to avoid DL synchronization delay, at least for some RS:
[bookmark: _Toc68630173][bookmark: _Toc115449452]If the UE would store the QCL properties of the RSs on which it has performed beam management measurements, the activation delay could be avoided. It would be sufficient if the UE stored the QCL properties for a small number of RSs for a limited period of time.
We thus propose 
[bookmark: _Ref68530815][bookmark: _Toc68630205][bookmark: _Toc115449468]The UE can be configured to store the QCL properties of a subset of the RSs it has reported for a limited period.
3	Conclusion
In the previous sections we made the following observations: 
Observation 1	To reduce DL synchronization time, early RAN4 involvement is crucial.
Observation 2	Beam indication is the L1/L2 indication that triggers the execution of the L1/L2 mobility.
Observation 3	It is difficult to extend the Rel-17 ICBM to work across DUs.
Observation 4	The beam indication is what triggers the cell switch, i.e., what RAN2 calls the cell switch command.
Observation 5	The beam indication will contain a pointer to a target configuration, the format of which is determined by RAN2.
Observation 6	Directly including the correct TCI state in the beam indication may not work in all cases.
Observation 7	The latency of event-driven reporting is typically larger than the latency of NW-initiated reporting.
Observation 8	Provided that the event is properly designed, the reporting overhead of event-driven reporting can be lower than NW-initiated reporting.
Observation 9	The framework for event-driven reporting over L3 is very complex and should not be copied if RAN1 decides to introduce event-driven beam reporting.
Observation 10	Since L1-RSRP and intra-frequency measurements have different requirements, it becomes difficult to use the same measurement for two purposes.
Observation 11	In legacy, the UE discards the synchronization information it used to perform a measurement once the measurement has been performed.
Observation 12	If the UE would store the QCL properties of the RSs on which it has performed beam management measurements, the activation delay could be avoided. It would be sufficient if the UE stored the QCL properties for a small number of RSs for a limited period of time.

Based on the discussion in the previous sections we propose the following:
Proposal 1	RAN1 develops beam indication and beam measurement for L1/L2 mobility that is independent of inter-cell beam management.
Proposal 2	Further consider if L1/L2 mobility should be designed for a specific TCI framework.
Proposal 3	The beam indication for L1/L2 mobility does not rely on RRC configuration of target TCI states.
Proposal 4	The beam indication can contain a QCL source for subsequent DL receptions.
Proposal 5	The beam indication contains a TA value for the target cell.
Proposal 6	The beam indication contains ID if the active DL and UL BWPs for the target cells.
Proposal 7	The L1/L2 mobility beam indication is carried by MAC CE.
Proposal 8	The beam measurement reports to assist L1/L2 mobility include measurement information on serving  and target cells.
Proposal 9	The beam measurements for L1/L2 mobility should require only a minimum of configuration.
Proposal 10	The configuration of beam measurements for L1/L2 mobility should not require that the NW specifies which PCIs should be measured.
Proposal 11	The beam reporting for L1/L2 mobility is performed over MAC.
Proposal 12	Study simplified event-driven reporting to assist L1/L2 mobility over MAC.
Proposal 13	The intra-frequency measurements used for L1/L2 mobility have the same requirements as the intra-frequency measurements.
Proposal 14	The inter-frequency measurements used for L1/L2 mobility have the same requirements as the inter-frequency measurements.
Proposal 15	Send an LS to RAN4 describing the accuracy requirements for the measurements used for L1/L2 mobility.
Proposal 16	The UE can be configured to store the QCL properties of a subset of the RSs it has reported for a limited period.
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