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Performance considerations on VoIP over GERAN
1. Introduction
The support of conversational services in GERAN particularly VoIP has been discussed intensively at recent TSG GERAN meetings. Many proposals intended to improve latency in GERAN have been presented [7]

 REF _Ref138585839 \r \h 
[8]. The consistent conclusion is the need for reduced TTI, improved Ack/Nack reporting (piggybacking), shorter MS response time, and RLC non-persistent mode in order to support VoIP over EGPRS. Please note that the requirements are not listed in any particular order. The discussions also highlighted that still many aspects have not been covered by studies provided so far [3].
This document aims to provide a performance consideration of VoIP over GERAN when EGPRS or dedicated channels and FLO are utilized. The performance study carried out with help of a link layer simulator is presented in chapter 2. Differences in LLC PDU sizes due to robust header compression (ROHC) algorithm and possible implications on the performance are discussed in chapter 3. An estimation of limits in case of user multiplexing is given in chapter 4.
2. Performance
2.1 Simulation Assumptions
2.1.1 RTP/UDP/IP 
It is assumed that the GERAN VoIP is built upon the 3GPP Internet Multimedia Subsystem (IMS), which utilizes well-known IETF protocols (SIP, SDP, RTCP, RTP) for the session setup, call control, and packet transfer. The RTP payload formats for AMR codecs are specified in [1], which gives various options for the error protection, codec mode handling, discontinuous transmission, and payload formation. In order to be compatible with the IMS specification, the RTP payload shall fulfill requirements [2] summarized in Table 1 below:
Table 1 – RTP session description parameters for IMS
	Parameter
	Value

	Codec mode changes
	In integer multiples of 40 ms

	Speech frames per RTP payload
	1

	Number of audio channels
	1

	UEP/UED
	Disabled

	FEC
	Disabled

	Frame interleaving
	Disabled

	Mode
	Bandwidth Efficient

	Payload sorting
	Simple

	DTX
	May be used


The RTP packets are transported from end-to-end inside UDP datagrams, which are encapsulated into IPv6 packets. 
The RTP/UDP/IP header is compressed with the robust header compression (ROHC) protocol on the SNDCP layer. The variation of ROHC header size is not modeled in the simulator, but the average size of 4 bytes is used instead. For the analysis of variable ROHC header, see Chapter 3.
It should be noted that while the codec mode requests (i.e. mode adaptation) are supported in [2], it is assumed that they are not used because one codec mode change would affect both ends of the cellular-to-cellular call.

The RTP/UDP/IP payloads are summarized in Table 2 below:
Table 2 – RTP/UDP/IP payloads
	
	4.75
	5.90
	7.95
	12.20

	Class A bits
	42
	55
	75
	81

	Class B bits
	53
	63
	84
	103

	Class C bits
	0
	0
	0
	60

	CMR
	4
	4
	4
	4

	ToC
	6
	6
	6
	6

	Padding bits
	7
	8
	7
	2

	ROHC header
	32
	32
	32
	32

	Total
	144
	168
	208
	288


2.1.2 EGPRS
As already summarized in [3], a number of enhancements have been proposed to achieve a reasonable latency and robustness for an EGPRS-based VoIP service:

· Fast ACK/NACK reporting

· Reduced TTI

· Non-persistent RLC mode

The above techniques are not explicitly modeled in the simulator, but it is assumed that they will enable one IR retransmission for each erroneously received RLC/MAC block while still satisfying the ITU requirements for end-to-end latency. The validity of this assumption is left ffs.
It is assumed that the LLC payload is kept unchanged, while the SNDCP is optimized according to [6]. As a consequence, the length of the LLC header is 6 octets and the length of the SNDCP header 1 octets.
The packetization, which ensures the full utilization of the link capacity, occurs on the RLC layer. No padding bits are used. The segmentation of LLC PDUs is performed by the RLC layer because the number of fill bits of the RLC/MAC data blocks is not integer multiplier of the LLC PDU size and vice versa. 
The payload assumptions for the EGPRS-VoIP are summarized in Table 3 below:
Table 3 – RLC/MAC payloads for EGPRS-VoIP
	
	4.75
	5.90
	7.95
	12.20

	ROHC + RTP payload
	144
	168
	208
	288

	SNDCP header
	8
	8
	8
	8

	LLC header
	48
	48
	48
	48

	Total
	200
	224
	264
	344


2.1.3 Flexible Layer One
The use of packetization and RLC non-persistent mode can be seen as a tradeoff between link layer robustness and latency. Similar tradeoff is possible in FLO by the means of longer interleaving, which allows a better exploitation of the channel diversity. In order to reach a similar latency budget than with EGPRS-VoIP, 80 ms interleaving is used in FLO. It should be noted that while the 80 ms interleaving is not currently available in the GERAN specifications, it would be relatively straightforward to update the interleaving formula of FLO with such option.
The payloads for LLC and SNDCP protocols are the same as for the EGPRS-VoIP. The RLC/MAC layer is operating in the unacknowledged mode, the header size being the same as for the unacknowledged RLC/MAC data blocks of FLO Iu-mode (20 bits) [4]. One LLC frame is carried within one RLC/MAC block, i.e. there is no segmentation of the LLC frames.
The RLC/MAC blocks are transmitted over an 8-PSK modulated dedicated channel (DCH). The simulations are repeated over three channel modes: FR, HR, and QR. It should be noted that the QR mode is not part of the current GERAN specifications as of today. 
The TFCI size is selected to be 4 bits, hence enabling 16 different transport format combinations (i.e. transport block sizes). According to [5], this should be enough to convey all typical ROHC header sizes, given that the codec mode adaptation is not used. In addition to the speech data, one TFC needs to be reserved for the associated control signaling.
The CRC size is set to 12 bits, hence yielding similar error detection capabilities as with EGPRS.
The main parameters for FLO-VoIP are summarized in Table 4 below:

Table 4 – FLO parameters
	Parameter
	Value

	TB size
	AMR-4.75
	220 bits

	
	AMR-5.90
	244 bits

	
	AMR-7.95
	284 bits

	
	AMR-12.2
	364 bits

	Uncoded TFCI length
	4 bits

	CRC
	12 bits

	Modulation
	8PSK

	Interleaving
	80 ms

	Channel mode
	FR/HR/QR


2.1.4 Simulator setup
The simulation length is 50000 radio blocks per C/Ico value. The studied frequency band is GSM900 and the channel model TU3iFH. Most typical RX and TX impairments are included.
2.2 Results
2.2.1 Link Layer Performance
The link layer performance results are summarized in Table 5, which shows the C/Ico at LLC BLER = 1 % for different AMR codec modes.
The results for MCS 2-4 are not shown in the table, since these coding schemes perform worse than the MCS-5 (assuming no PA back-off). Furthermore, there are no results for FLO-QR-12.20, since there is not enough space in the CCTrCH for the AMR-12.20 speech frame.
Table 5 – Link layer results (C/Ico @ LLC BLER = 1 %) 
	
	4.75
	5.90
	7.95
	12.20

	TCH-AFS
	3.8
	4.7
	6.0
	9.0

	TCH-AHS
	8.8
	11.0
	14.0
	n/a

	FLO-FR
	5.6
	6.2
	7.1
	8.8

	FLO-HR
	11.2
	12.1
	13.6
	16.8

	FLO-QR
	21.9
	24.1
	29.6
	n/a

	MCS-1
	8.2
	8.2
	8.4
	8.5

	MCS-5
	9.1
	9.1
	9.2
	9.3

	MCS-6
	10.3
	10.4
	10.4
	10.5

	MCS-7
	12.9
	12.9
	13.0
	13.1

	MCS-8
	16.9
	16.9
	17.0
	17.1

	MCS-9
	17.4
	17.5
	17.5
	17.7


It should be noted that, in the case of EGPRS, the LLC BLER is higher than the RLC BLER due to segmentation of the LLC blocks. It is found that this segmentation loss ranges from 0.3 to 1.0 dB depending on the MCS and codec mode. 
2.2.2 Hardware Efficiency

The hardware efficiency is defined as a maximum number of users that can be multiplexed per one time slot. For EGPRS, it is calculated from the simulation results as
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where the RlcBler denotes the BLER without IR combining and the SignallingOverhead is set to 5 %. The signaling overhead is assumed to include channel quality reports and timing advance. The MCS switching points are selected according to LLC BLER < 1 % criterion. 
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Figure 1 – Hardware efficiency for AMR-4.75
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Figure 2 – Hardware efficiency for AMR-5.90
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Figure 3 – Hardware efficiency for AMR-7.95
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Figure 4 – Hardware efficiency for AMR-12.20

The results are summarized in Table 6, which shows the required C/Ico to multiplex a certain integer number of users per time slot.

 Table 6 – Required C/Ico [dB] to multiplex a certain amount of users per TS 
	
	4.75
	5.90
	7.95
	12.20

	One user
	CS AMR
	3.8
	4.7
	6.0
	9.0

	
	FLO VoIP
	5.6
	6.2
	7.1
	8.8

	
	EGPRS VoIP
	9.1
	9.1
	9.2
	9.3

	Two users
	CS AMR
	8.8
	11.0
	14.0
	-

	
	FLO VoIP
	11.2
	12.1
	13.6
	16.8

	
	EGPRS VoIP
	10.3
	10.4
	13.0
	15.7

	Three users
	CS AMR
	-
	-
	-
	-

	
	FLO VoIP
	-
	-
	-
	-

	
	EGPRS VoIP
	12.9
	15.0
	17.5
	29.0

	Four users
	CS AMR
	-
	-
	-
	-

	
	FLO VoIP
	22.0
	24.0
	29.6
	-

	
	EGPRS VoIP
	17.4
	23.0
	30.2
	-


With full-rate channel utilization, both FLO and CS-AMR outperform EGPRS. This is largely due to bad performance of the lowest MCSs, which are GMSK-modulated. However, such conclusion does not hold true for the sensitivity-limited case, where an additional back-off for 8PSK is needed. The coverage is not necessarily a problem for the interference-limited EGPRS-VoIP either, if it can be guaranteed that all VoIP terminals are SAIC-capable. For example, the MCS-2 with SAIC would be capable of supporting approximately one AMR-4.75 user with extended coverage.
With half-rate channel utilization, EGPRS-VoIP starts to benefit from the halved code rate due to one IR retransmission. This is directly opposite to FLO, where the long interleaving gives the largest gains at the lowest coding rates (i.e. at FR channel). However, it is important to realize that a significant amount of the channel capacity of EGPRS-VoIP is wasted on retransmissions, the extreme case being MCS-9, for which almost one third of the transmitted RLC/MAC blocks are retransmissions. Nevertheless, EGPRS requires 0.6 - 1.7 dB lower CIR to multiplex two users on the same time slot compared to FLO. However, if the radio block size of the highest MCSs needs to be reduced in order to minimize the packetization delay (see Chapter 4), it can be assumed that the HR performance of FLO and EGPRS would be quite similar.
For the channel utilizations beyond two users, EGPRS shows slight advantage over FLO, especially for the lowest AMR codec modes. However, it is questionable whether these high multiplexing ratios are usable in practice, since a rapid degradation in the signal quality of some user would require a rapid increase of resources for that user. In case the assigned slots were full of guaranteed bit-rate traffic, a resource reallocation/reassignment would occur, but that could be too slow to prevent a dropping of fast moving mobiles. 
It is assumed that a more practical strategy would be to multiplex e.g. two users on one time slot, and then use the remaining capacity to serve the best-effort traffic. This would give more flexibility and time to react against sudden changes in the channel quality.
For FLO, the quarter rate mode is clearly not feasible due to the high CIR requirement. In order to multiplex four users per TS, a performance enhancement like MSRD would be needed.
It should be noted that the reduced TTI requires 2 timeslots to work, which is hence the absolute minimum that needs to be assigned for EGPRS-VoIP in both directions. The 2+2 allocation is also needed because of the high bit-rate requirements for the ROHC initialization headers (see Chapter 3). The obvious drawback of the 2+2 allocation is that the power consumption of the mobile increases compared to the single-slot allocation.

2.2.3 Spectral Efficiency

When comparing the hardware efficiency of the two VoIP schemes against circuit-switched speech, one should realize that the similar conclusion about spectral efficiency is not possible. This is because the spectral efficiency should be ideally measured at fixed QoS, which is clearly not true in the above comparison due to the codec mode adaptation of circuit-switched AMR.
One of the main differences between the EGPRS and FLO based VoIP schemes is that EGPRS allows a channel mode adaptation with ‘zero granularity’, while the channel mode adaptation of FLO occurs in discrete steps. With FLO, the extra headroom between channel mode changes (compared to EGPRS VoIP) can be exploited with the power control, which reduces the interference towards other users. It should be noted that the power control of FLO can use the full dynamic range, while the dynamic range of EGPRS power control is limited due to the transmission of USF. With EGPRS, the remaining capacity can be used to serve background services.

The spectral efficiency of EGPRS-VoIP is also dependent on a number of operator-related factors, such as scheduling, TS allocation, pool configuration, etc. As a consequence, system level simulations are likely needed in order to properly evaluate the spectral efficiency of EGPRS and FLO based VoIP schemes.
3. ROHC

The robust header compression (ROHC) reduces the protocol overhead significantly and it is essential for the implementation of VoIP over the air. The size of the upper layer protocol headers (IP/UDP/TCP) ranges from 11% to 22% of the packet carrying one speech frame depending on the size of the speech frame during so-called normal operation when the decompressor has full knowledge of the context and the compressor is aware of it. According to [5] the compressor and the decompressor are in normal operation in more than 90% of time and the ROHC header size is assumed to be 3 bytes in 86.7% of the cases. The LLC PDU sizes for the different codec modes during normal operation are listed in Table 7. See chapter 2.1.1 and 2.1.2 concerning the details of the header and payload sizes.
Despite the high compression gains during normal operation, the packet used to initialize the context of the decompressor (IR packets) are 2-3 times larger than the ones sent during normal operation as shown in Table 7. The compressor operating in R-mode sends the IR packets until it receives the acknowledgment from the decompressor, which takes ideally one RTT period. Note that RTT in this context represents the round trip time between the compressor and the decompressor (i.e. MS and SGSN).

Table 7 – LLC PDU size [bits] depending on ROHC state

	ROHC state
	AMR

	
	4.75
	5.9
	7.95
	12.2

	Normal operation
	200
	224
	264
	344

	Initialization
	672
	696
	736
	816


Table 8 – Required bit rates [kbps]

	ROHC state
	AMR

	
	4.75
	5.9
	7.95
	12.2

	Normal operation
	10
	11.2
	13.2
	17.2

	Initialization
	33.6
	34.8
	36.8
	40.8


The context must be initialized or refreshed

· during the initial phase of VoIP session

· after Inter SGSN PS Handover procedure

It is assumed that ROHC operates in R-mode and the residual bit error in packets delivered by the underlying protocols is very low therefore there will be no need to refresh the static context in other cases. The frequency of dynamic context updates is expected to be also low [5].

Nevertheless, the transmission of IR packets will require a higher data rate so that these packets can be transmitted within a reasonable time limit. The problem is discussed separately for EGPRS and dedicated channel solutions below.

3.1 EGPRS
The analysis is based on the assumption that MS has enough assigned resources to reach the required peak data rates (e.g. 2+2 assignment). Thus the reconfiguration of radio resources in either direction can be avoided. RLC non-persistent mode based on delivery time limit is also assumed to be supported. The situation is simple in downlink because the network manages the radio resource scheduling; it can allocate exact amount of radio resources when needed. On the other hand, there is a lack of such flexibility in uplink. Thus, the network has two possibilities how to handle the uplink allocation. 

The first possible solution is to allocate resources in accordance with the required average bit rate (e.g. 13.2 kbps in case of AMR 7.95). If the compressor starts to transmit IR packets, which are approximately three times larger, then the RLC send window starts to fill up. RLC non-persistent mode should discard the oldest packets as long as the congestion of the link continues. The impacts of such behavior are longer end-to-end delays for consecutive packets and higher FER due to packet discarded at the RLC layer. However, the status of RLC send window is reflected in the countdown value (CV) sent in uplink. The network can temporarily increase the amount of allocated resources (within the boundaries of the assigned resources) in uplink for the MS based on CV. The reaction time is one round trip time between RLC entities in the best case.
The other solution is to allocate more resources to the TBF (e.g. allocate resources according to the peak data rates), to ensure a faster transmission of IR packets. The allocation of radio resources beyond the requirements for average bit rates could be seen as an inefficient usage of radio resources from one point of view because the peak data rates are supposed to be needed quite rarely. However, the transmission of RLC/MAC block could be omitted in case there are no blocks waiting for the transmission instead of sending RLC/MAC dummy blocks resulting in less interference in the system.
It should be noted as well that In order not to increase transmission delays while increasing the link performance, preemptive retransmission could be allowed at anytime (at the discretion of the BSS), without necessarily relying on acknowledgement information. Hence the retransmission of an RLC/MAC block could be done immediately hence increasing the likelihood of correct reception by the receiver.
3.2 Flexible Layer One
The IR packet can be transmitted with FLO on a full rate channel within one transmission time interval. However the coding rate used by such radio block ranges from 0.5 to 0.6 which is comparable to MCS-6 and MCS-7. 
The situation becomes worse when half-rate channel is used. The IR packet shall be segmented at RLC layer. The segmentation introduces a delay comparable to the one expected in case of EGPRS as mentioned above.
4. User multiplexing

The user multiplexing addresses only the EGPRS case. The goal of the user multiplexing is to fully utilize the offered throughput achievable at a given link performance. Table 9 shows the average number of LLC PDUs carrying AMR speech frame per one RLC/MAC block. The values less than one indicate that LLC PDU is larger than the payload of a given RLC/MAC data block.

Table 9 – Average number of LLC PDUs per RLC/MAC data block

	MCS
	AMR

	
	4.75
	5.9
	7.95
	12.2

	1
	0.88
	0.79
	0.67
	0.51

	2
	1.12
	1.00
	0.85
	0.65

	3
	1.48
	1.32
	1.12
	0.86

	4
	1.76
	1.57
	1.33
	1.02

	5
	2.24
	2.00
	1.70
	1.30

	6
	2.96
	2.64
	2.24
	1.72

	7
	4.48
	4.00
	3.39
	2.60

	8
	5.44
	4.86
	4.12
	3.16

	9
	5.92
	5.29
	4.48
	3.44


The packetization delays are listed in Table 10. It should be noted that the cell for AMR 5.9 and MCS-2 contains value 40 ms instead of 20 ms as implied from the table above. The 40 ms value is chosen because the length of the LLC PDU varies and 40 ms packetization delay is assumed to be the most probable.

Table 10 – Packetization delay
	MCS
	AMR

	
	4.75
	5.9
	7.95
	12.2

	1
	40
	40
	40
	40

	2
	40
	40
	40
	40

	3
	40
	40
	40
	40

	4
	40
	40
	40
	40

	5
	60
	40
	40
	40

	6
	60
	60
	60
	40

	7
	100
	80
	80
	60

	8
	120
	100
	100
	80

	9
	120
	120
	100
	80


The next step in the analysis of the packetization delay is to estimate what is the maximal acceptable packetization delay for VoIP. Firstly, the end-to-end delay is calculated in the most optimistic and very simple way as depicted on Figure 5. The retransmission of RLC/MAC data block occurs in both directions. The MS reaction time and the network delay are assumed to be one TTI. In case of TTI 10 ms, the end-to-end delay is 170 ms. Secondly, the packetization delay is added to the end-to-end delay to get the end-to-and delay at application layer which is 290 ms in the worst case. There is still one source of considerable delay in the system, the jitter buffer. The delay introduced by the jitter buffer depends on its implementation and a network condition. The jitter buffer delay of 20 ms could be realistic assumption. This gives 310 ms mouth-to-ear delay in the worst case which is behind the limit of user’s satisfaction. Because the assumptions used during the analysis are rather optimistic the conclusion is that the packetization delay should not exceed 80 ms. It makes high MCSs not applicable with the low codec modes as can be seen in Table 10.
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Figure 5 – End-to-end delay calculation
5. Conclusions
The discussion presented in this document leads to the following conclusions:
· Many changes are needed in order to introduce VoIP over GERAN. Some of them are more complex than the others [3]. 
· The link layer simulations show slightly better performance of VoIP over EGPRS compared to VoIP over dedicated channels in terms of user multiplexing. In case of EGPRS, the C/Ico values required for the multiplexing of two VoIP users on one traffic channel are 0.6 to 1.7 dB lower depending on the AMR codec mode, than with FLO.

· The multiplexing of three VoIP users would be possible in networks which experience high C/I values. Again, the multiplexing capability highly depends on the used codec. For example, three users using AMR 7.95 could be multiplexed on one channel if the C/Ico were at least 17.5 dB.
· The interference limited coverage of FLO (AMR-4.75) is 2.6 dB better compared to EGPRS. However, the coverage of EGPRS VoIP could be enhanced with SAIC.
· The 2+2 timeslot allocation required for the implementation of VoIP over EGPRS (10ms TTI using 4 bursts) is a drawback vs. the 1+1 timeslot allocation allowed by FLO, which would result in higher power consumption. 
· The transmission of the (ROHC) initialization packet at the beginning of the session and during Inter SGSN handover higher bit rates, which can be easily solved by assigning (and allocating) more resources in case of EGPRS. The same situation will have negative impact on FLO in terms of coverage and transmission delay. The allocation of more resources (i.e. beyond the required average bit rate) does not necessarily mean a drawback because the resources could be used for e.g. preemptive retransmissions to further strengthen the link performance.

· The maximal packetization delay is identified to be at most 80 ms which makes high MSC inapplicable with low AMR codecs.
· It should be emphasized that the comparison in this document is done in terms of hardware efficiency. It is not possible to make any conclusions on spectral efficiency. The estimation of the spectral efficiency requires further studies, in particular, system level evaluations are needed.
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� The average ROHC header size of 4 bytes is assumed in case of the normal operation.


� Retransmissions and signaling are not included.
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