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********************** start first change **********************************

6.3.2.2
Security requirements

SDES is only a key exchange mechanism, while the security requirements refer also to the security of the IMS user traffic, i.e. media. For the discussion of the compliance with the security requirements, it is therefore assumed that user plane traffic is properly secured based on the keys exchanged by SDES (e.g. RTP based media traffic is secured by SRTP). 
SDES requires the SIP traffic to be secured between the UE and the P-CSCF. Several alternatives are available for that. In particular, IPsec (with IMS AKA) and TLS (with SIPS as in RFC3261 or as in TS 33.203 Annex O) are specified.  SDES provides the same level of security for IMS media which is also provided by IMS for SIP signalling. So, the user can place the same degree of trust on media security as on signalling security.Within the core network, SDES requires secure transport between all SIP proxies and trust in all SIP proxies. Between the SIP proxies, security can be provided according to the principles of NDS/IP. On the SIP proxies, however, the keys transported with SDES become visible in plaintext. Therefore, the SIP proxies must be trusted. SDES is not compliant with the requirement to protect IMS user traffic against on core network nodes.  It is still open if this requirement can be relaxed (see NOTE 1 of clause 5.4).

Against parties that do not control one of the involved SIP proxies, SDES with hop-by-hop protection between all involved SIP agents provides security for the key exchange. Combined with the media plane security protocol SRTP, the security will be higher as for insecured sessions. It should be noted that as media keys will be available/transported in plaintext in all SIP proxies, compromise of these proxies will allow, not only signalling security, but also media security, to be compromised. However, even if media keys are not exposed to the proxies, the proxies need to be protected anyway to secure SIP signalling which is an important requirement for operators and users.
Within the IMS, protection of the SIP traffic can be expected to be available, using the IMS access security mechanisms and NDS/IP. Outside the IMS, at least SIPS (with hop-by-hop TLS) is likely to be supported. It is unclear, how non-IMS SIP providers secure their SIP proxies. This makes SDES appear less secure in a non-IMS environment. On the other hand, from the perspective of an end user, it may not make much difference whether a foreign network, which transports the signaling traffic, is an IMS or not. Typically, the level of trust is lowered by the involvement of foreign networks, be they IMSs or not. 
Requirement 7 is satisfied by SDES by using signalling integrity and assertion of identities (P-Asserted-Identity), which prevent spoofing of the user identities IMPI/IMPU. Note that the caller can decide to cancel the call if it is terminated by an undesired callee. 

The conclusion is that with the assumptions described in the paragraphs above, SDES complies with the 3GPP security requirements for sessions within an IMS environment, except possibly with Requirement 5. Outside the IMS environment, this may or may not be the case, depending on the availability of SIPS and the trustworthiness of the involved non-IMS-SIP providers.

********************** end first change ************************

********************** start second change ************************
6.3.2.8
Other requirements
RFC 4568 currently only describes the usage of SDES for exchanging keys and other crypto parameters for securing RTP based media traffic by SRTP (RFC 3711). However, RFC 4568 indicates that SDES could also be used for exchanging keys for other media plane security protocols, by defining additional forms of "crypto objects". For example, an enhanced SDES may be used to establish a "shared key" for TLS-PSK (RFC 4279), thus allowing to secure TCP based media traffic. (According to RFC4568, each party currently provides one master key for securing the media traffic it will send. For TLS-PSK, a single shared secret is needed. This could be generated by applying a hash function or pseudo random function to the combined keys provided by the two parties. This will create a single shared secret and at the same time solve any issues with forking and retargeting in this scenario. See also clause 6.3.3.2.)
Note that, according to requirement 45, it may be acceptable to standardise more than one solution, so that SDES could be used in the case of RTP traffic, and either an enhancement of SDES to support key management for protocols other than RTP or different solutions may be used.

Protection of media transmitted with SIP messages (e.g. using SIP MESSAGE),, would not require any additional measures in the SDES approach, as a secure signaling path is assumed.

********************** end second change ************************

********************** start third change **********************************

6.3.3.2
Forking/retargeting
Editor’s note: None of the IETF requirements from /ID-MediaSecReqs/ in this clause is currently contained in clause 5, so, strictly speaking, a solution proposed to 3GPP need not be compatible with these at all. However, earlier forms of some of these requirements are contained in clause 5. We believe it makes more sense to discuss the most recent form of the IETF requirements from /ID-MediaSecReqs/. Nevertheless, a decision has still to be made by SA3 about the relevance of these IETF requirements for 3GPP. 

/ID-MediaSecReqs/ states the IETF-requirement 

   R-FORK-RETARGET:

         The media security key management protocol MUST securely

         support forking and retargeting when all endpoints are willing

         to use SRTP without causing the call setup to fail.  This

         requirement means the endpoints that did not answer the call

         MUST NOT learn the SRTP keys (in either direction) used by the

         answering endpoint.

 Without modifications, SDES is not compliant with this requirement. For certain scenarios it can be argued, that forking and retargeting will be performed between endpoints that have a close relationship and possibly also a high degree of trust between each other. In such forking/retargeting scenarios SDES could be considered sufficiently secure. Examples of such forking / retargeting scenarios include: forking to different terminals controlled by a single user, forking to different clerks in a call center that all process the same types of requests, retargeting from a person to its substitute. In other scenarios like when a conversation is privileged between e.g. a counselor and a client, such trust assumptions do not hold true and other solutions would be required.
In scenarios, where such a level of trust between forked/retargeted endpoints cannot be assumed, an obvious workaround is to rekey the session with only that parties that actually participate in the session. This would require an UPDATE or re-INVITE and therefore some additional signaling. A problem is that the inviting party may not always be aware of the fact that other, non-responding endpoints may have received the SDP offer, and therefore must rekey for every session. This problem might be alleviated by letting the answerer perform the rekeying, assuming that the answerer knows, whether forking/retargeting is configured for the chosen URI, and whether it perhaps acceptable that other forked endpoints have got the key. The above text assumes a setup where parties just know it. This will be the case in many scenarios, e.g., a clerk in a call center will know that incoming calls are forked to all clerks, and a user will know that he has configured his account in a way that incoming calls are forked to his various terminals etc.
Support of SIP forking is also discussed in the SDES RFC (RFC 4568) itself, in its section 7.3.
/ID-MediaSecReqs/ further states the IETF-requirement 

   R-DISTINCT:

         The media security key management protocol MUST be capable of

         creating distinct, independent cryptographic contexts for each

         endpoint in a forked session.

For SDES, if an offerer gets two or more answers, there will be two or more keys for received media. Creating different contexts for received media streams is no problem.

For sending media, creating different contexts per receiver (all with the same key) is possible for the caller (e.g. by instantiating the data structure describing the crypto context per receiver). There maybe be minor issues, e.g. if the key lifetime is expressed by the maximum number of packets that can be encrypted with the key, then it has to be taken into account that the same key is used for different contexts. Note that there is no security problem with using the same (master) key for different flows, as the sender can use different SSRC ids for them (synchronization source ids, see RFC 3550), which results in different key streams for the different flows.


It may also be argued that in a forked session, the caller will not send different streams to the forked endpoints, and therefore doesn't really need different crypto contexts. If the caller however decides to start a session with several endpoints that were reached by forking of the original INVITE, the caller can easily re-INVITE these endpoints and specify new, different keys.
/ID-MediaSecReqs/ further states the IETF-requirement 

   R-HERFP:

         The media security key management protocol MUST function

         securely even in the presence of HERFP behavior.

HERFP behavior is shortly explained in /ID-MediaSecReqs/: In a forked call, rejections of the INVITE sent by different endpoints may be terminated at the forking proxy and never reach the caller.

SDES does not comprise mechanisms that allow an answerer to send indications about key exchange failures (in order to let the offerer "make another try"). If a sender has included crypto objects for all crypto suites it is willing to use and does not get a response accepting any of these crypto-objects, there is nothing it could do to establish the crypto session, even if it would have received all the (rejecting) answers from the different endpoints the INVITE has been forked to. So SDES complies with R-HERFP.
Another IETF-requirement, mentioned under "media considerations", is also relevant with respect to forking, in case forking leads to a multiparty session:

   R-ASSOC:

         The media security key management protocol SHOULD include a

         mechanism for associating key management messages with both the

         signaling traffic that initiated the session and with protected

         media traffic.  Allowing such an association also allows the

         SDP offerer to avoid performing CPU-consuming operations (e.g.,

         Diffie-Hellman or public key operations) with attackers that

         have not seen the signaling messages.

With SDES, keys are exchanged in the signaling messages, so association of key management to signaling is clear. SDES has an issue concerning the association of incoming media to the keys transported with SIP signaling, if several endpoints answer on a single INVITE and start sending media. E.g., in an RTP session where A receives on one of its transport addresses (IP address + UDP port) media streams from two parties B and C, B and C will use individual keys, and must also use different SSRC ids (synchronization source ids, see RFC 3550). As SDES doesn't define the transport of SSRCs within the crypto object (but uses the "late binding" approach, see RFC 4568), at the beginning, A will not know, which key to use for which SSRC. In case of an authenticated packet, A can find this out deterministically by trying all received keys. (Note that while authentication is mandatory only for RTCP, but not for RTP, for general security reasons it is highly recommended to authenticate also RTP.) 

These additional computations are only needed when a new SSRC id appears. Moreover, they can be avoided completely by using different receive ports for the streams received from different senders. RFC 4568, in its section 7.3, suggests to take this approach. It also states that alternative approaches are possible.

Note further, that SDES doesn't require expensive computations (like DH exchanges), which alleviates the problem of DoS attacks as mentioned in R-ASSOC.

Finally, the following IETF requirement refers to forking/retargeting:

   R-BEST-SECURE:

         Even when some end points of a forked or retargeted call are

         incapable of using SRTP, a solution MUST be described which

         allows the establishment of SRTP associations with SRTP-capable

         endpoints and / or RTP associations with non-SRTP-capable

         endpoints.

Concerning the multi-party aspects of this, see clause 6.3.6.4. Concerning the usage of RTP instead of SRTP, see the discussion of R-ALLOW-RTP in clause 6.3.3.3.

********************** end third change **********************************

********************** start fourth change *****************************

6.3.5
SDES in end-to-middle scenarios

While SDES is suitable as an end-to-end solution, where only the endpoints encrypt/decrypt the media streams, it is usable in a straightforward way also as an end-to-middle solution.

The classical end-to-middle scenario is a call between an IMS endpoint and a PSTN endpoint. Here, the media gateway (plus its controller) can perform the media plane security procedures on behalf of the PSTN endpoint. In this approach, the network chooses a key for protecting the media sent by the PSTN endpoint on the IP based call leg and inserts the key into the SDP body sent to the IMS endpoint. This key, as well as the key provided by the IMS endpoint, are passed to the media gateway which performs encryption/decryption between the PSTN call leg and the IP based call leg.

Figure 7 illustrates the principle of this procedure, for a voice call from an IMS endpoint to a PSTN endpoint. Note that the picture is an abstraction focussing on the SDP offer and answer, not on the SIP messages. It does not show the different SIP roundtrips required for the call setup within the IMS. In addition, it does not show any details of the signaling towards the PSTN.
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Figure 7: SDES flow with a PSTN end-point

Description:

(1) An SDP offer for an SRTP stream and a crypto object containing a key K1 from an IMS endpoint arrives at the signaling gateway (SGW) controlling the PSTN MGW.

(2) The SGW performs the TDM based signaling towards the PSTN.

(3) At some time, the call setup reaches a state where an SDP answer can be sent to the IMS endpoint. The SGW creates a key K2 for protecting the media stream from the PSTN MGW to the IMS endpoint.

(4) The SGW commands the PSTN MGW to relay the voice of the call. For the IP based leg, the command comprises the relevant transport addresses and the keys for both directions.

(5) The SGW sends an SDP answer to the IMS endpoint, comprising the transport address at the MGW and K2.

(6) Media can be passed between the IMS endpoint and the PSTN endpoint. SRTP is used on the IP based leg. The PSTN MGW performs decryption for data arriving from the IMS endpoint and encryption for the data sent to the IMS endpoint.


Another scenario, where end-to-middle security may be applied, is in calls where one endpoint does not support media plane security. Such an endpoint will not use SDES in INVITE requests and in answers to such requests. Like in the PSTN gateway scenario, the operator could act on behalf of such a terminal and by this provide media plane security at least in the call leg that lies within the operator's network. The operator may also decide to apply media plane security not for the complete call leg, but only between the edge of the IMS core network and the security-capable endpoint. This may be reasonable if the core network already provides media transport that is sufficiently secured. In both cases, a signaling proxy in the operator's network inserts the key management info into the SDP sent towards the security-capable endpoint, and a media proxy in the operator's network performs encryption/decryption based on the keys provided to it from the proxy in the signaling path that controls the operation.

Media plane security applied between the user equipment and the edge of the IMS core network, as mentioned in the previous paragraph, provides in particular protection of IMS media over the access network, cf. also clause 6.2. By the very nature of any such solution, media keys must be available in the SIP proxy controlling the encryption termination point (media proxy) at the edge of the network (cf. SPA and MPA in Figure 8 below). This SIP proxy typically is the first hop SIP proxy, i.e. the P-CSCF (similar to what is shown also in Figure 5). Assuming network domain security between SIP proxy and media proxy, the level of security of the media key management solution is then as high as the level of security of the protocol used for IMS SIP signaling protection between UE and P-CSCF. A high degree of protection can be obtained in this scenario by the use of IMS AKA with IPsec or Digest with TLS (each with encryption enabled), as defined in TS 33.203, as then the protection extends in an uninterrupted fashion between UE and P-CSCF. 

NOTE: The use of SDES in this scenario is also possible with other signaling security methods defined in TS 33.203 in an identical way (as the use SDES does not depend on any of these methods), but it should be noted that all these other methods in TS 33.203 make assumptions on the security of the underlying access networks for providing SIP signaling security. These assumptions would then also apply to media security and may even make end media protection unnecessary, e.g. due to the strong link layer security on which GIBA is based. 

Figure 8 illustrates the principle of this procedure, for a call from endpoint A supporting SRTP/SDES to an endpoint B that supports only RTP (no SRTP). Note that the picture is an abstraction focussing on the SDP offer and answer, not on the SIP messages. In addition, it does not show the different SIP roundtrips required for the call setup within the IMS.
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Figure 8: SDES flow where one end-point does not support SRTP/SDES

Description:

(1) An SDP offer for an SRTP stream and a crypto object containing a key K1 arrives from endpoint A at the SIP proxy SPA. A prefers SRTP, but he cannot assume that this is supported by B and is willing to communicate even without security, if necessary. So he has included an offer for unencrypted communication, i.e. RTP, too.
(2) To route the offered media stream towards A via the media proxy MPA, the SIP proxy changes the transport address in the SDP offer from the address at A (addr@A) to an address at the media proxy (addr1@MPA) and sends the changed SDP offer towards B.

(3) An SDP answer from B arrives at the SIP proxy, which analyses it and finds out, that B does not support SRTP but can use RTP only. 

(4) The SIP proxy creates a key K2 for protecting the media stream towards A between the media proxy and A.

(5) The SIP proxy commands the media proxy to relay the stream from A to B and to decrypt the media arriving from A using K1. Another address at the media proxy (addr2@MPA) is used for routing the media stream to the media proxy.

(6) The SIP proxy commands the media proxy to relay the stream from B to A and to encrypt the media arriving from B using K2.

(7) The SGW sends an SDP answer to the endpoint, comprising a transport address at the media proxy MPA (addr2@MPA), indication of support of SRTP/SDES and the key K2.

(8) Media is exchanged between A and B via the media proxy, which decrypts media arriving from A and encrypts media arriving from B before passing the media on.


Note that in these e2m scenarios endpoint A has only a security association with a proxy or gateway, not an e2e security association as with normal SDES usage according to the RFC 4568. If the subscription only promises to provide e2m protection rather than e2e protection, this is obviously not an issue. Clearly, if the security state of a session is indicated to the user, an indication associated with "e2e security" should not be sent or shown by the terminal.

A reasonable approach minimizing user intervention for e2m security while maximizing the usage of protection could be that the IMS terminal supporting media security with SDES is configured to, when making calls, always send offers of protected communication and, when receiving calls, have an appropriate node in the terminating network always insert an offer of protected communication, if this is not already part of the original offer from the calling party. The terminal may or may not be configured to indicate whether a session is protected (meaning e2m protection).

********************** end fourth change *****************************
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