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1 Introduction

This contribution is an attempt to state the requirements for the coordination between Call Signaling and QoS, and to derive from those requirements the specific interactions needed between call signaling and QoS.

Once the set of interactions are agreed, it is a much simpler problem to map them into the call flow and determine exactly when each must be performed.

2 Basic Carrier Requirements 

The following are the carrier requirements on the interactions between Call Signaling and QoS.

· Prevention of call defects

While there are many types of call defects, due to such factors as trunk failures, switch failures, signaling node failures, etc., the one particular type related to QoS is due to resource allocation failure after alerting.  From a customer’s viewpoint, this is an incoming call attempt that rings the phone, but then no connection is made when the phone is answered.  

This is different from a blocked call, where the call originator hears a ‘fast-busy’ tone and the destination is never alerted.

The defect rate for a landline telephony system is typically specified in some small number of defects per million call attempts.  This is significantly smaller than the typical call blocking rate, which is 0.1% to 1% during the average day busy hour.  While these numbers are specific to landline systems, the relative frequency of occurrence of 100:1 is important to note.  It must be possible to prevent a lack of resources from becoming a call defect, as allowing a blocked call to be counted as a defect will overwhelm all other sources of defects and destroy the quality measure.

· Prevention of Theft of Service

Theft of service has always been a major concern of telephony service providers, and in some cases the unbillable usage due to fraud has represented a significant percentage of the total usage.

In an IP environment, this problem is even more extreme. The only technical difference between an ordinary data service and telephony service is the QoS, while the billing models are significantly different.  In such cases the price is determined by the application being requested and not just the transport service being offered.  It is therefore essential that QoS resources be authorized by the application service (e.g. the CSCF) prior to being used, and that the usage be accurately correlated with the application service.

There are three separate aspects of the QoS that need to be accurately controlled: (1) the quantity of resources, (2) the time period of usage of the resources, and (3) the identities of the communicating parties.

· Prevention of Denial of Service

There have been several well-publicized attacks against major web sites on the Internet recently.  System availability is a major goal of telephony systems, and denial of service attacks make the system appear unavailable to legitimate subscribers.  There may also be regulatory reporting requirements for outages caused by denial of service attacks.

In many ways preventing Theft of Service also serves to prevent Denial of Service.  For example, if the authorization is excessively large for that needed in a session, in addition to offering a theft scenario it also denies the service to other users.  Likewise, being able to allocate QoS without any authorization leads to the potential for both theft and denial of service to others.

While it is extremely difficult to state system requirements related to prevention of theft of service and denial of service, the following principle should be followed in the IP multimedia subsystem:

· The possibility for theft of service in the IP multimedia domain shall be no higher than that for the corresponding GPRS and circuit switched services.

· The system unavailability due to denial of service attacks in the IP multimedia domain shall be no greater than that for the corresponding GPRS and circuit switched services.

3 Test cases for measuring Prevention of Theft of Service

It is useful to have specific test cases for evaluating whether a system design adequately prevents theft of the service.  Four specific scenarios are presented here.  While these are likely not exhaustive, it is hoped that a system design that will successfully defend against these four theft scenarios will adequately protect against others in the future.

All four of these scenarios are based on the fact that the UE is under the subscriber’s control.  With sufficient resources to reverse-engineer and reprogram, and due to the inherent complexity of the application-level software, all of these are possible.

1. UE initiates an IPMM session, indicating to the CSCF that it will use a low bitrate codec (e.g. G.723.1).  It therefore gets expedited forwarding service in the Diffserv backbone, and instead sends bursty data traffic at high priority.

2. UE initiates an IPMM session to a local or toll-free destination, but instead sends the media packets to an international destination, thus obtaining a free international call at the carrier’s expense.

3. UE initiates an IPMM session but never acknowledges the call completed.  Instead, it sends media packets during the time the CSCF believes the destination is ringing.  While the duration of such a call may be limited, the UE could place another shortly before the time limit was reached.

4. UE initiates an IPMM session and quickly signals a hangup.  However, it continues to use the established media path.

4 Test cases for measuring Denial of Service

In a similar manner to the above, two specific scenarios are presented here as sample scenarios for testing whether the system can prevent denial of service attacks.

1. UE in the initial INVITE indicates support for both audio and video, though the destination supports only audio.  UE reserves sufficient bandwidth for video anyway.

2. UE reserves the resources for N simultaneous calls (where N is the capacity of the radio bearer), but never signals the CSCF for a call attempt.

5 Proposed Interactions between QoS and Call Signaling

While there may be multiple solutions to the problem of meeting the requirements stated above, S2 needs to pick one such as a working assumption.  It is proposed that the working assumption be the following.

The GGSN contains a Policy Enforcement Point (PEP) that has the capability of monitoring packet flow into the IP network, and restricting the set of IP destinations that may be reached from/through a PDP context.  This ‘gate’ function has an external control interface that allows it to be selectively ‘opened’ or ‘closed’ on a per-destination basis – when open the gate allows packets to pass through (to the particular destination), and when closed no packets are allowed to pass through.

There are five interactions between the CSCF and the above PEP (possibly via a Policy Control Function external to the GGSN):

1. authorization for UMTS resource allocation, giving the bandwidth allowed

2. authorization for IP resources (i.e. beyond the GGSN), giving both bandwidth and destination address for the media stream.  This establishes the ‘gate’ described above.

3. enable media stream authorized in (2), e.g. ‘open’ the ‘gate’

4. disable media stream authorized in (2), e.g. ‘close’ the ‘gate’

5. release UMTS and IP resources

There are four interactions between the UE and the QoS allocation/enforcement elements:

1. allocate the UMTS resources, within the previous authorization from the CSCF

2. allocate the IP resources (i.e. beyond the GGSN), within the previous authorization from the CSCF

3. utilize the UMTS and IP resources to send media packets

4. release UMTS and IP resources

