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Abstract of the contribution: This contribution describes a mechanism where the PCEF and the TDF can exchange charging information directly for the purposes of generating accurate charging information for the online and offline charging systems.
1 Introduction

This proposal introduces a mechanism for providing accurate charging of subscriber data in the case where charging and enforcement can occur in either the TDF or the PCEF (or both). If one of these nodes charges for data which is later discarded (e.g. in the downlink case if the TDF charges for data which the PCEF later discards), it is possible for a subscriber to be incorrectly charged. These issues can occur if there is an enforcement point after a charging point, or if there are two points both doing charging and enforcement simultaneously in a network. This issue is complicated due to the different capabilities of the PCEF and the TDF – whereby the PCEF implements PCC rules based on 5-tuple information, while the TDF implements ADC rules based on application level information. 
The translation between layer 7 enforcement/charging at the TDF and layer 4 enforcement/charging at the PCEF is difficult to do in an indirect manner since in many cases the layer 7 application information cannot be translated into layer 4 information such as a 5-tuple. This proposal outlines a potential approaches to exchanging charging information between the PCEF and the TDF that does not rely on creating layer 4 information. The approaches outlined here use direct communication between the PCEF and the TDF, so that each charging point knows which packets have been previously charged for and the associated charging key.
Once the second charging point (i.e. the TDF in the uplink direction, or the PCEF in the downlink direction) knows about previously charged packets, it can take appropriate action depending on what it wishes to do. If the second charging point wishes to drop a packet that was previously charged for, then it can report this to the OCS so that a refund can be made. If the second charging point wishes to charge for this packet that was previously charged for, then it can report this to the OCS so that it can apply the correct charging (i.e. prioritize one charge over another).
Direct communication between the PCEF and the TDF has a number of advantages including:

· It is possible for the PCEF and the TDF to implement accurate charging in the case of rapidly changing IP address information.

· It is possible for the PCEF and the TDF to implement accurate charging in the case of applications with non-deducible service data flows.

· It reduces PCEF, TDF and PCRF signalling as it does not require updated SDF information to be exchanged via the PCRF.
This proposal utilizes packet marking in order to exchanging information between the TDF and the PCEF. A number of different packet marking mechanisms are outlined. In all cases, it is assumed that both application level charging and SDF charging is applicable. Cases where only one form of charging is applicable can also be addressed using the same approaches.

Proposal
It is proposed to add this mechanism as an alternative solution in TR 23.800.
* * * Start of 1st proposed change * * * *
6.1.x
Alternative solution 3: Packet Marking Mechanism 
6.1.x.1
Solution assumptions
See section 6.3.x.1 for a list of assumptions
6.1.x.2
Reference architecture

As defined in section 6.3.1.2.
6.1.x.3
Functional description

In Scenario 1, only application usage charging is required. This scenario is relevant in the case where the PCEF may apply policy control actions on PCC Rules level, but charging is required only at the application level for applications detected and enforced by TDF.
The description outlined in section 6.3.x is applicable in this case. The call flow outlined in section 6.3.x.4 is applicable with the following exceptions:

· Steps 5, 6, 10 and 11 are not applicable. 
· Refunds are not required in step 12.
· Steps 17, 18, 21 and 22 are only used to pass refund information from the PCEF to the OCS (it is assumed that the PCEF to OCS session starts when the first refund case is detected at step 17).

· If no refunds are necessary, then these steps are not applicable either (and no PCEF to OCS session is required).

* * * Start of 2nd proposed change * * * *
6.2.x
Alternative solution 3: Packet Marking Mechanism 
6.2.x.1
Solution assumptions
See section 6.3.x.1 for a list of assumptions
6.2.x.2
Reference architecture

As defined in section 6.3.1.2.
6.2.x.3
Functional description

In Scenario 2, only service data flow charging is required. This scenario is relevant in the case where the TDF may apply application detection and control actions at ADC Rules level, but charging is required only on the service data flow level.

The description outlined in section 6.3.X is applicable in this case. The call flow outlined in section 6.3.x.4 is applicable with the following exceptions:

· Steps 7, 8, 15 and 16 are not applicable. 
· Refunds are not required in step 17
· Steps 12, 13, 19 and 20 are only used to pass refund information from the TDF to the OCS (it is assumed that the TDF to OCS session starts when the first refund case is detected at step 12).

· If no refunds are necessary, then these steps are not applicable either (and no TDF to OCS session is required).

* * * Start of 3rd proposed change * * * *
6.3.x
Alternative solution 3: Packet Marking Mechanism 
6.3.x.1
Solution assumptions
The following assumptions are made for this solution:

· Any packet marking scheme already in use in a mobile network should not be invalidated.

· It is assumed that any network equipment in between the PCEF and the TDF (e.g. routers) do not modify the packet marking mechanism applied.

6.3.x.2
Reference architecture

As defined in section 6.3.1.2.
6.3.x.3
Functional description
In the packet-marking mechanism, the first enforcement point marks the packets that it is charging for so that the second enforcement point is aware of what packets have already been charged for.
The mechanisms described are equally applicable for offline charging as well as online charging. The OFCS will need to correlate and process refunds that it receives in the same manner as described for the OCS. This will require additional functionality in the OFCS
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The figure above illustrates an example of how the scheme works for online charging. In this example, four packets (A, B, C, and D) are received by the TDF in the downlink direction. In the process of applying the layer 7 Application Detection and Control (ADC) rules, it does not block any packets, and decides to charge for packets A, B and C. Packets A and B belong to the same application and are charged for using the charging identifier X. Packet C is charged for using the charging identifier Y. The TDF has an active online charging session with the OCS and so reports the relevant charging information to the OCS.

As the TDF does not block any packets, all of them (A, B, C and D) continue on to the PCEF. The TDF uses one of the packet marking mechanisms outlines in clause 6.3.x.8 in order to mark the packets that it has charged for, along with an associated charging identifier. In this case that means that packets A and B are marked with charging identifier X and packet C is marked with charging identifier Y. The charging identifier is customisable, and there may be a single charging identifier to identify all charged for packets, or a more granular mechanism with multiple charging identifiers. 

The PCEF receives the data from the TDF (including the market packet information). Through the process of implementing the PCC rules, the PCEF enforces a rule which results in packet A being dropped, and let packets B, C and D through. As it knows that the TDF has previously charged for packet A (as it is marked with charging identifier X), the PCEF now knows that there has been a packet that was charged for by the TDF that is about to be dropped. 

The PCEF also has an active online charging session with the OCS over the Gy interface. Along with the normal (pre-ABC) charging information transmitted over Gy, the PCEF also reports that it is discarding packets that were previously charged for against charging key X. The OCS can then take action based on this information (e.g. update the balance to include a refund for the packet that is blocked). Note that the PCEF reports the packets on an aggregate basis, it will aggregate refund information up to a defined threshold (e.g. 1MB) and then indicate this refund in a single message to the OCS. An additional mechanism of the OCS obtaining refund information is outlined in section 6.3.x.5. 
As packets B and C have already been charged for at the TDF, the PCEF takes no further charging action on these packets. The PCEF does, however, report the charging information for packet D to the OCS as this was not previously charged for. The PCEF determines this in this case as there is no packet marking on packet D. This could also be determined by a different charging identifier (e.g. marking the packet ‘Z’ could mean that no charging has occurred). 
Mechanisms of avoiding double charging are outlined in section 6.3.x.6.
The same principles are applied in the uplink direction, with the PCEF marking the packets that it has charged for so that the TDF can inform the OCS of packets that are about to be dropped that have previously been charged for. The TDF can also inform the OCS of any packets for which an application based charging rule applies, that were previously charged against an SDF rule at the PCEF.
The OCS is then responsible for increasing/decreasing the balances as appropriate with the information that it receives from both the PCEF and the TDF. 
6.3.x.4
Example Call Flow for Scenario 3
In this call flow, both service data flow charging and application usage charging is required per IP-CAN session. This scenario is relevant in case when the TDF may apply application control actions on ADC Rules level, and PCEF may apply policy control on PCC Rules level, and charging is required both on the service data flow and on the application level.
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(1) The session begins and the PCEF starts a Gx session with the PCRF.

(2) The PCRF starts an Sd session with the TDF and passes charging information, including charging keys and any dynamic mappings that are applicable (e.g. to map packet markings to charging keys), to the TDF.

(3) The TDF sends an acknowledgement.

(4) The PCRF returns charging information to the PCEF, including charging keys and any dynamic mappings that are applicable (e.g. to map packet markings to charging keys as described in section 6.3.x.7). 

(5) The PCEF activates the online charging session and requests credit from the OCS.

(6) The OCS provides credit to the PCEF.

(7) The TDF activates a separate online charging session and requests credit from the OCS.

(8) The OCS provides credit to the TDF.

(9) Uplink user plane data travels from the PCEF to the TDF. The PCEF uses one of the mechanisms described in section 6.3.x.8 to mark packets that it is sending to the TDF with the correct charging keys so that TDF knows what data the PCEF has charged for, and which charging keys were used.

(10) The PCEF continues to charge for uplink data and continues to request credit from the OCS.

(11) The OCS continues to allocate credit to the PCEF.

(12) The TDF continues to charge for uplink data and continues to request credit from the OCS. If the TDF determines (due to the packet marking information) that some dropped packets have previously been charged for at the PCEF, it maintains a count of these packets and once a configurable threshold is reached it reports this to the OCS (so that the OCS can initiate a refund for this data). Similarly, if it is charging for packets that the PCEF previously charged for, it indicates this to the OCS (as outlined in section 6.3.x.6)
(13) The OCS continues to grant credit to the TDF (and processes any refunds).

(14) Downlink user plane data travels from the TDF to the PCEF. The TDF uses one of the mechanisms described in section 6.3.x.8 to mark packets that it has charged for with the correct charging keys so that the PCEF knows what data the TDF has charged for, and which charging keys were used.

(15) The TDF continues to charge for downlink data and continues to request credit from the OCS.

(16) The OCS continues to allocate credit to the TDF.

(17) The PCEF continues to charge for uplink data and continues to request credit from the OCS. If the PCEF determines that some dropped packets have previously been charged for at the TDF, it maintains a count of these packets and once a configurable threshold is reached it reports this to the OCS (so that the OCS can initiate a refund for this data). Similarly, if it is charging for packets that the TDF previously charged for, it indicates this to the OCS (as outlined in section 6.3.x.6)
(18) The OCS continues to grant credit to the PCEF (and processes any refunds).

(19) At the end of the session, the TDF sends a final credit report to the OCS.

(20) The OCS sends an acknowledgement.

(21) The PCEF also sends a final credit report to the OCS.

(22) The OCS sends an acknowledgement.

6.3.x.5
Maintaining Synchronisation between Refunds
It is necessary to maintain synchronisation between the refunds being sent to the OCS as the OCS decrements balances and allocates credit. This is so that the OCS does not refuse to allocate credit to a subscriber when there is an outstanding refund pending in one of the charging points (e.g. the OCS balance shows zero and the OCS refuses to grant credit to the PCEF when there is a pending refund in the TDF).

One way of reducing this case is to ensure that the frequency of refunds is sufficiently high so that any risk of the OCS being out of sync is reduced. However, in cases where the OCS is about to refuse a credit request (or at any time where the OCS needs to ensure it has up to date information), it can poll the charging points to get up to date charging information. 

Using this polling mechanism, the OCS can request aggregated refund information from the PCEF and/or the TDF before it makes a decision. For example, if the OCS determines that a threshold has been breached based on downlink data reported by the TDF, before making a decision (e.g. to block access), it will poll the PCEF for any outstanding refunds that have not been reported. Once it has this refund information, the OCS has accurate charging information and can decide on the action to take. Once the OCS polls for data before making a decision, this mechanism also allows large aggregates of refund balance to be collected before being reported to the OCS which can reduce signalling. 
Editor’s Note: Further credit management requirements with regard to two charging points are FFS.
6.3.x.6
Rule Prioritization, Double Charging and Redirections
In order to avoid the case where a packet is wrongly charged for against both a service data flow rule and an application charging rule, a rule prioritization mechanism is required between the PCC and ADC rules. As an example, there may be a case where a packet may be part of an SDF based rule that the PCEF charges for an uplink packet which and also part of an application based charging rule that the TDF is also instructed to charge for. 

One way of achieving this is to configure the service data flow and application based charging rules so that prioritization is inherently contained in the configuration.

However, in cases where this is not possible, then OCS based prioritization can be used. In this case, the PCEF and the TDF both report charging information to the OCS and the OCS performs the prioritization. As an example, if 1000kB of traffic flows in the uplink direction between the PCEF and the TDF. If 700kBs of that traffic is charged for in the PCEF against charging key X, and the TDF identifies 500kB of traffic to charge against charging key Y. The TDF sees that 200 kB were previously charged for against charging key X. In its report to the OCS, the TDF reports that it wishes to charge 500kB against charging key Y, and that 200kB of this was previously charged for against charging key X. 

The OCS can then prioritize the rules and decide which charging key to assign the overlapping 200kB to. I.e. the OCS can charge 700kB against charging key X and 300kB against charging key Y, or charge 500kB against charging key X and 500kB against charging key Y. Note that there is no restriction placed on how the OCS decides to charge in the case of packets where multiple charging rules could apply – it could also charge the overlapping packets against both charging keys.
In the case where the TDF redirects uplink traffic that the PCEF has previously charged for, the same mechanism can be applied (where the TDF informs the OCS of redirected packets that were previously charged for), and the OCS can decide on what action to take (e.g. refund the balance). 

Editor's Note: There is currently an LS between SA2 and SA5 on the issue of charging for redirected traffic (S2-124098).

6.3.x.7
Static and Dynamic Correlation Between Charging Key and Packet Marking
The mapping of charging key to a packet marking can be either statically or dynamically configured. In the case where the mapping is pre-configured statically, there is a one to one mapping between the value in the marked packet and services that will be charged for. E.g. Marking X always corresponds to service X, Marking Y always corresponds to service Y etc. This requires only pre-configuration, but does require a large number of pre-configured or pre-assigned markings.
With some packet marking mechanisms, it may not be possible to have a common defined set of charging keys across all sessions (e.g. if the field used is not big enough to fit charging keys for all of the possible services). In these cases a dynamic mapping is used in order to reduce the number of values that are required at any given time.
In the case where the mappings are dynamically allocated, the PCRF will report the mappings of packet markings to services on a per-session basis. I.e. for one session, Marking X may correspond to service X, while in another session, Marking X may correspond to service Y. This requires fewer markings as it only needs the maximum number of services that a single session can have (i.e. if each subscriber has no more than 10 services in any given session, then 10 markings are required).

6.3.x.8
Mechanisms of Packet Marking
It is possible to apply packet marking in a number or ways, some of which are outlined here. Other mechanism of packet marking may also be explored.

6.3.x.8.1
DSCP

6.3.x.8.1.1
Additional Assumptions for this Mechanism
No additional assumptions.

6.3.x.8.1.2
Description

The Differentiated Services Code Point field in the IP header allows IP packets to be marked as they pass through the enforcement points. This allows marking of the charging keys on each IP packet.
6.3.x.8.1.3
Implications

The DSCP field is quite small (6 bits), so if there are a large number of changing keys there may not be enough space to represent them all statically. It is likely that the dynamic mapping mechanism described in clause 6.3.x.7 will be required.
DSCP is already used for other purposes in mobile operator’s networks and so it may not be available for use directly.
6.3.x.8.2
Packet Tunnelling DSCP Field
6.3.x.8.2.1
Additional Assumptions for this Mechanism
No additional assumptions.

6.3.x.8.2.2
Description
As mentioned previously, the DSCP field may already be used for other purposes.  One way of overcoming this limitation is to use an IP tunnel and use the DSCP of the tunnel header to mark the packets. An IPv4 over IPv6 tunnelling mechanism such as that proposed in RFC 2473, or an IPv6 over IPv4 tunnel such as that proposed in RFC 4213 can be used. The tunnel exists only between the TDF and the PCEF. 

IPv4 packets will be tunnelled over IPv6 and use the DSCP field in the IPv6 header. Conversely, IPv6 packets will be tunnelled over IPv4 and use the DSCP field in the IPv4 header.
6.3.x.8.2.3
Implications
The DSCP field is quite small (6 bits), so if there are a large number of changing keys there may not be enough space to represent them all statically. It is likely that the dynamic mapping mechanism described in clause 6.3.x.7 will be required.
If the original DSCP values are required in the link between the TDF and the PCEF, then the encapsulating and decapsulating points must swap the DSCP headers. For example, in the downlink direction if the TDF is encapsulating an IPv4 header into an IPv6 header, then the TDF can place the original IPv4 DSCP value into the IPv6 header and place the charging information in the now encapsulated IPv4 DSCP field. When decapsulating the packet, the PCEF can place the original DSCP value back on the IPv4 flow.
6.3.x.8.3
Packet Marking using IPv6 Extension Headers
6.3.x.8.3.1
Additional Assumptions for this Mechanism
No additional assumptions.

6.3.x.8.3.2
Description

Another mechanism is to use the extension headers provided by IPv6 in order to mark the packets. For IPv4 flows, an IPv4 over IPv6 tunnelling mechanism such as that proposed in RFC 2473 can be used for IPv4 packets. The tunnel exists only between the TDF and the PCEF. Each IPv4 packet can be placed directly into an IPv6 packet (i.e. there is a one-to-one mapping between IPv4 packets and IPv6 packets).

The IPv6 extension headers are used to mark the packet, and a new header can be defined to allow this to occur. When the IPv6 packet is being decapsulated, the IPv6 extension headers are examined for the custom headers, and this is used to extract the charging keys for each packet.
6.3.x.8.3.3
Implications

The IPv6 headers are defined as being extensible and so there is sufficient room for a large number of charging keys. 
The extension headers are intended for internet layer information and it may be difficult (if not impossible) to define custom extension headers to carry this information.

6.3.x.8.4
VLAN Based Configuration
6.3.x.8.4.1
Additional Assumptions for this Mechanism
In addition to the assumptions outlined in section 6.3.x.1, the following assumptions also apply to this mechanism:
· It is assumed that the network configuration allows the use of VLANs between the TDF and the PCEF and that any network equipment in between the PCEF and the TDF (e.g. routers) allow VLAN tagged traffic
· It is assumed that any network equipment in between the PCEF and the TDF (e.g. routers) do not interfere with the VLAN mechanism or place packets on a different VLAN.

· In the case where VLANs are already in use, double tagging as defined in IEEE 802.1ad (a.k.a. IEEE 802.1QinQ) can be used to identify the VLANs used for charging information exchange

· Trunking is not required and data is only placed on a single VLAN

6.3.x.8.4.2
Description

Multiple VLANs are used to differentiate between packets belonging to different applications. The principle is the same as with the approaches outlined in previous sections, except the mechanism of communicating between the enforcement points is to use packet marking in the form of VLAN tagging.
In this approach, the enforcement points are both connected to multiple VLANs, and the first enforcement point selects a VLAN to place the packets on depending on the charging key. This is illustrated in the figure below.
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This functionality is the same as is described in section 6.3.x.3, except packets are routed over specific VLANs, i.e. using the packet marking mechanisms required for VLAN routing.
The diagram illustrates how the TDF sends the packets corresponding to charging identifier X to a defined VLAN on the PCEF (labelled VLAN 1). The PCEF is configured to know that any packets that come in on IP address in this VLAN correspond to packets that were charged at the TDF against charging identifier X. Similarly, the TDF sends data associated with charging identifier Y to a different VLAN on the PCEF (VLAN 2). The PCEF knows that any data it receives on VLAN 2 was charged to charging identifier Y by the TDF. Finally, the TDF sends any data that it has not charged for to VLAN 3 (in this case Packet D). 
The mapping of VLAN to charging key at the PCEF and TDF can be either pre-configured statically, or can be dynamically assigned at session start (by the PCRF) as outlined in section 6.3.x.7.
The VLAN configuration uses VLAN tagging to identify VLANs (i.e. it will not be based on physical ports). In cases where VLAN tagging is already present in a network, then double tagging can be utilised as outlined in IEEE 802.1ad.
6.3.x.8.4.3
Implications
In the case where the mapping is pre-configured statically, there is a one to one mapping between VLANs and services that will be charged for. E.g. VLAN X corresponds to service X, VLAN Y corresponds to service Y etc. This requires only pre-configuration, but does require a large number of pre-configured VLANs. In this case it is assumed that there is a limit of 4096 VLANs).

In the case where the mappings are dynamically allocated, the PCRF will report the mappings of VLAN to services on a per-session basis. I.e. for one session, VLAN X may correspond to service X, while in another session, VLAN X may correspond to service Y. This requires fewer VLANs as it only needs the maximum number of services that a single session can have (i.e. if each subscriber has no more than 10 services in any given session, then 10 VLANs are required).

VLAN tagging is used to identify VLANs (i.e. it will not be based on physical ports). In cases where VLAN tagging is already present in a network, then double tagging can be utilised as outlined in IEEE 802.1ad.
6.3.x.9
Impacts on existing nodes or functionality
A number of pieces of functionality are required to implement direct communication of charging information between the PCEF and the TDF.

The PCEF and TDF are required to:

· Mark packets using one of the mechanisms described in 6.3.x.8 with an appropriate charging key reference (in the case of the packet marking mechanism)

· Interpret the charging key references from marked packets that are received.
· Compare the received charging key data with the PCC/ADC rules that are being applied

· Pass refund information towards an OCS where appropriate (i.e. where it is about to drop a packet that was previously charged for) and/or indicate packets that apply to a charging rule that were previously charged for by a different charging point (so that the PCRF can perform prioritization and avoid unwanted double charging)
· ADC rule extensions are required for charging parameters, credit management and termination action by the TDF. These are outlined in sections 6.3.1.2 to 6.3.1.5 Scenario 3 Solution 1. 

· The TDF must support charging interfaces. 
The OCS/Gy interface is required to:

· Allow refunds to occur in an online charging session 
· Allow polling of refund balances by the OCS
· Reinstate balances when the PCEF/TDF initiates a refund.
· Correlate data when both charging points are attempting to charge against the same data and prioritize the correct charging key/rule. 
The PCRF is required to:

· In the case where dynamic mapping of charging keys is required, provide the mapping to the PCEF/TDF.
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