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1   Introduction
In the RAN2 ad hoc #2 meeting in Qingdao, little progress was made on finalizing LCP design for NR. This was largely due to: A) a lack of common understanding on how the LCP should operate in the context where LCHs can be mapped to multiple (SCS, TTI length) pairs; B) a lack of consensus on which parameters/features/aspects of the UL grant should be taken account; and also due to C) an insufficient understanding of the most recent relevant RAN1 agreements. As a result the following agreement was reached:

Agreements:

1.
At least numerology and TTI length are included/taken into account for restriction for LCP.  

FFS if any other parameters need to be considered for LCP

FFS how LCP is modelled

FFS how the UE processes multiple UL grants and what parameters need to be visible to the MAC

An email discussion ([NR-AH2#15][NR UP]) was then launched to address the various FFSs in the above agreement. In our Berlin tdoc [1] we shared our views post this email-discussion on the way forward on these issues. Some further progress was then made at the RAN2#99 meeting in Berlin, with following agreements made (some of which address the FFS’s from Qingdao):
 Agreements 

1. LCH restriction is based on available parameters coming from PHY and/or RRC.

2. The physical layer parameters required by the LCP for the purpose of LCP restrictions are provided to the MAC from the PHY layer.  How this is captured is FFS    

3. Parameters for LCP restrictions - Sub-Carrier Spacing, Cell, “Time”.  What “time” means is FFS (e.g. PUSCH transmission duration and K2).  FFS if other parameters are required (e.g. transmission mode).

4. If there are multiple Grants for a UE at a certain point in time the order in which the UE processes the grants is up to UE implementation

5. The LCP restriction does not apply to MAC CE at least for non-duplication case

Many of the issues surrounding LCP restriction (testing a LCH’s applicability for a given UL grant) have been (at least partly) resolved in Berlin. One issue that however remains unaddressed is the LCP algorithm itself. In this tdoc we therefore examine whether the existing 3-step LTE procedure is sufficient, or whether more radical changes, such as those proposed previously in [2], [3] are needed.
2   Context
In LTE, for each logical channel, in addition to LCH priority, a Prioritized Bit Rate (PBR) and Bucket Size Duration (BSD) are configured. PBR is introduced to avoid starvation of LCHs of lower priority, as will be shown. The MAC entity additionally maintains a variable Bj for each LCH j. Bj is initialized to zero when the related logical channel is established, and incremented by the product PBR × TTI duration for each TTI, where PBR is Prioritized Bit Rate of logical channel j. However, the value of Bj can never exceed the bucket size and if the value of Bj is larger than the bucket size of logical channel j, it is set to the bucket size. The bucket size of a logical channel is equal to PBR × BSD, where PBR and BSD are configured by upper layers.
In Step 1 of the LCP procedure, all logical channels with Bj > 0 are allocated resources in a decreasing priority order. If the PBR of a logical channel is set to “infinity”, the MAC entity allocates resources for all the data that is available for transmission on the logical channel before meeting the PBR of the lower priority logical channel(s). Essentially, in Step 1, the LCHs are served in decreasing order of their priority up to their PBR. In Step 2, the MAC entity then decrements Bj by the total size of MAC SDUs served to logical channel j in Step 1. In Step 3, if any resources remain, all the logical channels are served in a strict decreasing priority order (regardless of the value of Bj) until either the data for that logical channel or the UL grant is exhausted, whichever comes first. Logical channels configured with equal priority should be served equally.

The above procedure (summarised from TS 36.321) has remained more or less unchanged through evolving LTE. The only use case where this procedure is deviated from is the NB-IoT, where PBR, BSD and the corresponding steps of the Logical Channel Prioritisation procedure (i.e., Step 1 and Step 2 above) are not applicable – meaning that the procedure consists of Step 3 only in this particular case.
In NR, we have several additional layers of complexity:

· Based on the Berlin agreement, each LCH can be mapped to one or more (SCS, “time”, cell restriction) combinations;

· If one of those matches the (SCS, “time”, cell restriction) parameters of the grant (let us refer to it in this tdoc as grant type, as RAN2 have not yet decided whether the list of L1 parameters taken into account in LCP may be enlarged – please refer to the Berlin agreement), then this LCH is considered in the LCP procedure for said grant;

· Please note that the meaning of “time” still needs to be specified by RAN2.

· A LCH has only one (UE-specific) priority and only one (UE-specific) PBR value – we have not made allowances for grant-type specific priority (meaning that we cannot easily introduce preferential treatment if multiple grants are acceptable for a single LCH).
This last observation has led to a perceived problem that logical channels that map to multiple grant types may be scheduled in Step 1 on resources that are more optimal for higher priority logical channels (see e.g. [2]). As a way to ensure that services that best map to a grant type are always served first for that grant type, [2] proposes that a LCH can be configured to contend for transmission resources only in Step 3 of the LCP procedure for a given grant type, with new RRC signalling being proposed to meet this goal. We argue in this tdoc that the LTE mechanism is sufficiently robust and flexible to deal with this perceived issue, which we further maintain is anyway a corner case in NR Phase-I. 
3   Some illustrative examples
Let us first assume (using the simplest and the most often talked about scenario) that we have LCHs A and B, with A carrying URLLC traffic and being mapped to num_URLLC, and B carrying eMBB traffic and being mapped to both num_eMBB and num_URLLC. If a grant is received on num_URLLC, both LCH A and LCH B can contend for it – even though the goal is for eMBB traffic to only use the unused resources of num_URLLC grant. In this particular example we foresee no issue – LCH A is of higher priority and will be served first. Its PBR can even be set to infinity meaning that LCH B may not get served until Step 3.

Things do get a bit more complicated if we add another URLLC-type channel into the mix – let us call it LCH A1. The perceived problem that appears here [2] is that setting the PBR values for both LCH A and LCH A1 to infinity (which is what we would do if we wanted to exclude LCH B from Step 1), does not provide any means to distinguish in terms of guaranteed bit rates among those two LCHs. This results in e.g. splitting the UL resource equally
 among high priority LCHs if the resource is not sufficient to serve all their respective data available for transmission. So basically if we set both PBRs for A and A1 to infinity, the perceived problem [2] is that we will not have a way to prioritise between LCH A and LCH A1. We note the following here:
· To start with, how widespread will the terminals be who support both URLLC and eMBB in NR Phase-I? It is generally assumed that they will not be that prevalent.

· Among that minuscule percentage of terminals in NR Phase-I deployments which do support both URLLC and eMBB, how many will serve MULTIPLE URLLC services? In other words – how frequent will be the case where we would need to set more than one PBR value to infinity? In our opinion – rather infrequently. 
· If the behaviour of the UE is such that it would then split the resources in Step 1 evenly between LCH A and LCH A1, the only way this solution is inappropriate is if, say, data on LCH A has much higher implied priority than that carried by LCH A1 – by this we mean that data for LCH A is much more latency-critical than data for LCH A1. Another possibility would be that e.g. LCH A carries network signalling.

·  But if such asymmetry exists, then the network can configure LCH A to infinity (PBR) and LCH A1 to a finite number; LCH A1 won’t get treated until Step 3 (unless all LCH A1 data is used up and there is still resource left in Step 1), but why is this a problem if the requirements are so asymmetrical? 
· And if the requirements of LCH A and A1 are symmetrical / similar, then we can simply set both their PBRs to infinity.
· Looking at TS 36.321 and TS 36.331, in LTE it is indeed allowed to set more than one PBR values to infinity (in fact PBR values of SRBs can only be set to infinity). Therefore the PBR-based solution requires no change to the spec – unlike proposals which require new signalling / new LCP parameters [2] or new radical overhauls of the LCP algorithm [3].

In summary, this particular issue is a corner case and virtually highly improbable in NR Phase-I deployments anyway. Should it occur, the issue can be avoided by 

(i) restricting the mapping between LCHs and numerology/TTI/profile/UL grant; and/or 
(ii) setting PBR values appropriately.
We therefore propose the following:

Proposal 1. RAN2 to confirm that if two or more LCHs have the same priority, and have the same PBR values which are all set to “infinity”, that in this case the MAC entity allocates resources for all the data that is available for transmission on each of these LCHs combined, before meeting the PBR of the lower priority LCH(s). 
Proposal 2. RAN2 to confirm that, if the amount of resource available is less than the sum of all the data that is available for transmission on all these LCHs with PBRs set to “infinity”, then the LCHs in question are treated equally, and LCHs of lower priority are not served at all in this round of LCP (neither in Step 1, nor Step 3, unless there is left-over resource in Step 3).
Proposal 3. RAN2 to confirm that the LCP procedure in NR is based on the 3-step procedure that is specified in LTE. Should the issues discussed occur, they can be avoided by 

(i)
restricting the mapping between LCHs and (SCS, TTI length) pair(s), or grant types as we refer to them in this tdoc; and/or 

(ii)
setting PBR values appropriately according to Proposals 1 and 2.
4   Conclusions
In this contribution we argued that LCP in NR should be based on the 3-step procedure as specified in LTE. More specifically, we argued that – in order to handle any starvation or fairness issues arising from logical channels that map to multiple grant types – RAN2 should not be required to modify the 3-step procedure nor to introduce any new mechanism or RRC parameters/signaling. Our concrete proposals are as follows:
Proposal 1. RAN2 to confirm that if two or more LCHs have the same priority, and have the same PBR values which are all set to “infinity”, that in this case the MAC entity allocates resources for all the data that is available for transmission on each of these LCHs combined, before meeting the PBR of the lower priority LCH(s). 

Proposal 2. RAN2 to confirm that, if the amount of resource available is less than the sum of all the data that is available for transmission on all these LCHs with PBRs set to “infinity”, then the LCHs in question are treated equally, and LCHs of lower priority are not served at all in this round of LCP (neither in Step 1, nor Step 3, unless there is left-over resource in Step 3).

Proposal 3. RAN2 to confirm that the LCP procedure in NR is based on the 3-step procedure that is specified in LTE. Should the issues discussed occur, they can be avoided by 

(i)
restricting the mapping between LCHs and (SCS, TTI length) pair(s), or grant types as we refer to them in this tdoc; and/or 

(ii)
setting PBR values appropriately according to Proposals 1 and 2.
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� What equal treatment means could be open to interpretation and down to UE implementation – one example is an even split of available resource, another is a split of available resource proportional to amount of data available for transmission on each of the LCH in question. We don’t treat this issue in this tdoc and assume that the understanding of “equally” used in LTE in this context will also apply in NR.





