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1 Introduction

In RAN#75, a work item proposal for New Radio was approved [1]. The work item includes an objective of specifying MAC and physical layer procedures, including scheduling/HARQ mechanisms. During the NR study item phase, scheduling and HARQ aspects were discussed in RAN1, and briefly in RAN2. This contribution provides an overview of UL HARQ processing in NR. UL HARQ modelling, HARQ feedback, HARQ processing with different TTIs, and the interface with the scheduler and the physical layer are discussed.
2 UL HARQ Structure
Asynchronous and adaptive HARQ is supported at least for eMBB and URLLC [2]. The NR Uplink HARQ structure consists of at least a HARQ entity for each serving cell, which maintains and controls a number of parallel HARQ processes. Each HARQ process has a unique ID within its HARQ entity.
2.1 UL HARQ Entity

An uplink HARQ entity directs HARQ information and the associated TB received on the UL-SCH to the corresponding HARQ process. In LTE, there is at most one UL HARQ entity per UL cell. When UL CA is used, the UE side MAC entity supports multiple HARQ entities, with one UL HARQ entity per configured UL carrier. In NR, a carrier can further support multiple numerologies/TTI durations. For asynchronous HARQ operation, an UL grant is needed for all new UL transmissions and adaptive HARQ retransmissions, which gives the network scheduler implementation control to allocate the TTI duration for the initial transmission and any retransmission for a given HARQ process.
Observation 1:
The network scheduler implementation controls the allocation of the TTI duration both for the initial transmission and for any retransmission for a given HARQ process.
If the UE and the cell support multiple TTI durations within the carrier, there are two possible models for HARQ entities: either allowing a single HARQ entity to handle the configured TTI durations, or having multiple HARQ entities for the different the configured TTI durations in the cell. Requiring a TTI-specific HARQ entity may be restrictive on the network scheduler if performing retransmissions on different TTIs is desired, unless retransmissions across entities is possible. However, if retransmissions across different TTI durations and different entities are possible, the HARQ entity ID and process ID must be provided in the uplink HARQ information in the DCI. This modelling issue was discussed in RAN2 NR AH1 meeting, and it was agreed to leave such modelling up to RAN1 [4]. In general, sharing HARQ processes between different TTI durations has the advantage of reducing the required size of HARQ soft buffers [5]. From a simplicity point of view, allowing a HARQ entity to operate on multiple TTIs is more straight forward, but no assumption on such modelling is made herein. If this matter is not decided in Rel-15, the network schedule can enforce such restriction.
Observation 2:
There is no strong motivation to introduce support for more than one UL HARQ entity per carrier, even for a UE configured with multiple TTI durations.

Proposal 1:
The UE MAC entity supports multiple UL HARQ entities, one per configured UL carrier
Operation of one or more UL HARQ processes is supported in NR. The number of HARQ processes per HARQ entity is dimensioned in manner that maximizes the UE's uplink throughput while waiting for HARQ feedback and processing from other HARQ processes. When determining the number of HARQ processes per entity, the limiting factors mostly depends on the HARQ RTT, the UE's processing capability, and the UE’s soft buffer memory. Such dimensioning is currently discussed in RAN1. 
2.2 UL HARQ Information
For asynchronous HARQ operation, an UL grant is needed for all new UL transmissions and adaptive HARQ retransmissions. To perform an uplink transmission or retransmission, the UE’s MAC entity receives UL HARQ information associated with the UL grant from lower layers and delivers it to the corresponding HARQ process. For UL-SCH transmissions in LTE, UL HARQ information includes a new data indicator (NDI), the transport block size (TBS), and the RV. These parameters should also be included in uplink HARQ information in NR, as they are necessary for asynchronous HARQ operation.
In LTE asynchronous UL HARQ operation, a HARQ process ID (PID) is associated with a TTI based on the received UL grant. At each TTI, the UE’s HARQ entity identifies the HARQ process(es) associated with the TTI. If an UL grant has been indicated for the HARQ process(es) identified for the current TTI, the HARQ entity delivers a MAC PDU, the UL grant, and the associated HARQ information to each identified HARQ process to perform a transmission or a retransmission.
Determining the HARQ process ID implicitly from the TTI cannot be applied in NR, as the TTI duration is not fixed and the start of the TTI with respect to the subframe start may vary. For this reason, UL HARQ information associated with an UL grant shall include the associated HARQ process ID. 
Observation 3:
Unlike LTE, the current TTI cannot be determined from the subframe number. Therefore, the HARQ process ID may not be determined from the current TTI.
Proposal 2:
For Asynchronous UL HARQ, the UL HARQ information includes the NDI, TBS, RV, and the associated HARQ Process ID.
The timing between UL assignment and corresponding UL data transmission in NR is indicated by a field in the DCI from a set of values configured by higher layer [7]. In addition, UL HARQ information associated with an UL grant shall include information on the TTI duration implicitly or explicitly, as the TTI duration of the granted resource may vary. The TTI duration of the grant is necessary to perform the UL transmission as scheduled. The grant’s TTI length is also needed in the logical channel prioritization procedure, when producing a MAC PDU from a number of multiplexed logical channels that map to that TTI. An explicit indication may include the TTI duration index, from a set of possible TTI durations configured via RRC for example. An implicit indication can be drawn from the HARQ process ID, which is already included part of the HARQ information. In such method, separation within the HARQ entity’s process ID space defines different TTI durations. The TTI may also be implicitly determined from the underlying numerology or other physical layer assignment parameters. For example, for single slot-scheduling, the TTI can be determined by the numerology without a need to indicate the TTI. Further optimizations can be added if the SR design contains info on the requested TTI duration, whereby the UL grant indicates the TTI duration only if different from the requested TTI in the SR. 
Proposal 3:
MAC receives the UL grant with information on the applicable TTI duration from the physical layer.

2.3 UL HARQ Process

In LTE, when the physical layer is configured for uplink spatial multiplexing, there are two HARQ processes associated with a given TTI. Otherwise, there is one HARQ process associated with a given TTI. In all cases, the UE transmits one TB per HARQ process. The same logic can be kept in NR, whereby the UE transmits one TB per UL HARQ process per TTI. If UL spatial multiplexing is used, the UE may transmit multiple TBs on different HARQ processes in the same TTI.

Proposal 4:
A UE can transmit at most one TB per UL HARQ process per TTI.
When UL spatial multiplexing is used, multiple TBs are transmitted on different HARQ processes in the same TTI. The same modelling is needed in NR. 
Proposal 5:
A HARQ entity may have multiple active UL HARQ processes concurrently.

Such modelling is also useful when the UE performs multiple transmissions concurrently on different resources of the same carrier, whereby multiple TBs can be transmitted concurrently on separate HARQ processes. Such transmission scheme is beneficial in scenarios when bandwidth is plentiful and high data rates are desired, in small cells operating in high frequency bands for example. In such scenarios, the frequency selective fading profile over such large bandwidth is not uniform, and transmitting a single large TB over large bandwidth can cause many unnecessary retransmissions of correctly decoded code blocks. This is applicable at least to the case where PRBs are contiguous, as the efficiency of the UE’s power spectral mask is reduced when a considerable frequency gap exists between the assigned resources. In LTE, a single DCI may allocate an UL grant for multiple PRBs for an uplink transmission of a single TB. From a standards perspective, when multiple TBs are scheduled for concurrent transmission on different resources, they are treated as separate transmissions. When multiple TBs are transmitted concurrently on separate processes, the UE shall prepare and process the TBs for simultaneous transmission on the same TTI, and process the respective DCIs containing HARQ information for the corresponding HARQ processes to determine the TB to HARQ PID mapping. This may create additional load on the PDCCH, but the benefits in terms of reducing the number of retransmitted code blocks justify it. 
For the purpose of the initial HARQ transmission, the legacy LCP procedure can be used to generate a MAC PDU form RLC PDUs. Our companion contribution discusses aspects relating to MAC multiplexing and LCP in presence of multiple numerologies/TTI durations [6]. The LCP procedure in LTE performs multiplexing of data from different logical channels to create a transport block, taking into account logical channels priorities, configured PBRs, and QoS properties. In NR, the LCP procedure takes into account the mapping of logical channel to one or more numerology/TTI duration [3].
Observation 4:
The LCP procedure determines the mapping between RLC PDUs and the MAC PDU associated with the concerned TB for the initial UL HARQ transmission.

In NR, the use of mini-slots is supported, which makes it possible to use only a subset of symbols within a slot. Scheduling/HARQ timelines for a mini-slot can be based on scheduling/HARQ timelines for a slot or shorter than those for a slot [2]. The use of mini-slots is beneficial in mm-wave scenarios where the serving gNB beams may only be available on a subset of symbols. They are also useful when transmitting URLLC data, as they require shorter TTIs and lower latencies. From a resource allocation point of view, the use of mini-slots will create a fragmented time-domain resource structure, which requires granular use of the air interface to maximize spectral efficiency.
Observation 5:
Support for variable TTI durations for different UEs increases the granularity and fragmentation of resource allocation in the time domain. Therefore, scheduling flexibility to ensure high spectral efficiency is desired.
In LTE asynchronous HARQ operation, UL retransmissions are triggered only upon receiving an UL grant for adaptive retransmission. For adaptive retransmissions, the HARQ entity delivers an UL grant to the HARQ process over which the retransmission occurs, which informs the UE about UL time-frequency resources that can be used. Such adaptability enables more granular use of the uplink air interface and removes any impediments on the gNB scheduler. Restricting a retransmission to have the same TTI as previous transmissions places an unnecessary restriction on the gNB scheduler, which can result in loss of spectral efficiency.
Proposal 6:
For adaptive UL HARQ retransmissions, the MAC entity may provide the HARQ process an UL grant of a different TTI duration from previous (re)transmissions.
3 Conclusion

This contribution provides an overview of UL HARQ processing in NR. RAN2 should discuss and agree to the following proposals and observations:

Observation 1:
The network scheduler implementation controls the allocation of the TTI duration both for the initial transmission and for any retransmission for a given HARQ process.
Observation 2:
There is no strong motivation to introduce support for more than one UL HARQ entity per carrier, even for a UE configured with multiple TTI durations.

Observation 3:
Unlike LTE, the current TTI cannot be determined from the subframe number. Therefore, the HARQ process ID may not be determined from the current TTI.
Observation 4:
The LCP procedure determines the mapping between RLC PDUs and the MAC PDU associated with the concerned TB for the initial UL HARQ transmission.

Observation 5:
Support for variable TTI durations for different UEs increases the granularity and fragmentation of resource allocation in the time domain. Therefore, scheduling flexibility to ensure high spectral efficiency is desired.

Proposal 1:
The UE MAC entity supports multiple UL HARQ entities, one per configured UL carrier
Proposal 2:
For Asynchronous UL HARQ, the UL HARQ information includes the NDI, TBS, RV, and the associated HARQ Process ID.
Proposal 3:
MAC receives the UL grant with information on the applicable TTI duration from the physical layer.

Proposal 4:
A UE can transmit at most one TB per UL HARQ process per TTI.
Proposal 5:
A HARQ entity may have multiple active UL HARQ processes concurrently.

Proposal 6:
For adaptive UL HARQ retransmissions, the MAC entity may provide the HARQ process an UL grant of a different TTI duration from previous (re)transmissions.
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