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1 Introduction

This document includes discusses a number of issues raised as part of the e-mail discussion on the protocol extension. One of the main points of this paper is that signalling overhead should be considered seriously when agreeing the design for how to group extensions. Overhead may be reduced when additional requirements are placed on the ASN.1 (U)PER decoder implementation (although the late corrections within UTRA RRC may actually already rely on these). This issue is considered to be of prime importance, since serveral other issues are affected by its outcome. Hence, RAN2 is requested to treat this issue with prime importance.

2 Discussion
2.1 Issue 1: How to reflect the specification release/ version
As indicated on the reflector, we are generally fine to agree the original proposals from Ericsson:
Proposal 1.1:
The specification version of non-critical extensions shall be indicated with a version tag in the ASN.1 code, like "vNxy", where "N" is the 3GPP release and "xy" is the specification version number within the release where the non-critical extension is "frozen". (As long as this is part of a non-frozen ASN.1 version, the version tag should be "vNxy", or possibly "vNx0", and then replaced by the version of the ASN.1 freeze, when that is performed.)

Proposal 1.2:
A numerical representation of the 3GPP release shall be used; with two digits if needed: "v9xy", "v10xy", etc. The second and third digits of the specification version number use lower case alphanumeric representation: 0...9, a, b, c, etc.; e.g.: "v11g0" for "specification version "11.16.0".

We feel however that there is a need for some additional guidelines regarding the use of release/ version suffices:

Proposal 1.3    The suffix is added to both the field and IE names. The suffix is always added to field names except for the sub-fields of an IE that is newly defined. For IEs, the suffix is added whenever the IE is newly defined or a revision of an existing IE.
Proposal 1.4    Use suffix -rNxy when redefining an existing IE as well as when introducing a completely new field/ IE. Use suffix vNxy when extending an existing field/ IE.

Some further remarks:
· It may be preferrable to use suffices also for fields of a new IE, mainly to simplify the guidelines

· Instead of using of a, b, .. it may be preferrable to always use 2 digit numericals for release and version i.e. v09060
· It may be preferrable to use eNxy rather than vNxy i.e. to reflect this is an extension of an existing field/ IE
· When grouping is used, the the suffix may become "-vNx0-IEs"
· For some non-critical extensions, the version may be reflected by a prefix i.e. like: "v9x0NonCricticalExtensions"
In order to avoid consistent and correct implementation, it is important that the guidlines are simple. Let's review the previous guidelines by considering an example.

-- ASN1START

IE1-WithEM ::= 



SEQUENCE {


field1





ENUMERATED {value1, value2, value3, ...,










value4-v9x0, value5-v11x0, value6-v11x0},


field2





CHOICE {



field2a





BOOLEAN,



field2b





IE2b,



...,



field2c-v9x0



IE2c-r9x0,










-- Issue 1


field2d-v12x0



INTEGER

},


...,


v9x0-NCE-Fields




IE1-NCE-r9x0-IEs
OPTIONAL





-- Issue 2
}

IE2c-r9x0 ::= 



SEQUENCE {


field1





ENUMERATED {value1, value2, value3, ...}
OPTIONAL

}

IE1-NCE-r9x0-IEs ::= 


SEQUENCE {


field3





IE3-r9x0


OPTIONAL,
-- Need OR


nonCriticalExt



SEQUENCE {}


OPTIONAL
-- Need OP

}

IE3-r9x0 ::= 



SEQUENCE {




-- New IE so no suffices used for fields and IEs

field1





RSRP-Range,


field2





BOOLEAN,


field3





Quantity-Range-r9x0

-- IE suffix since this is a new type
}

IE3-r10x0 ::= 



SEQUENCE {




-- Revision of existing IE

field1





RSRP-Range,


field2





BOOLEAN,


field3-v10x0



Quantity-Range-r10x0,
-- IE suffix as type is revised

field4-v10x0



RRR-Value,



-- No IE suffix as an old IE is re-used

field5-v10x0



Tata-r10x0



-- IE suffix as IE is completely new
}

IE3-v11x0::= 



SEQUENCE {




-- Extension of existing IE

field6





Pipo-r11x0,

}

IE2d-v13x0 ::= 



SEQUENCE {


field1





INTEGER



OPTIONAL
-- Cond C14

}

-- ASN1STOP

Some further points to remark:

· Issue 1: a different suffix is used for the field (v, since an extension of the existing values) and the IE (r, since a new IE is defined). (Appears many times in this example)
· Issue 2: field uses a prefix while IE uses a postfix

It seems desirable to slightly adjust the previous guidelines to avoiding some of these issues indicated abovely.

2.2 Issue 2: Grouping of extensions

The original proposals from Ericsson are as follows:

Proposal 2.1:
When the extension marker is used to add extension fields in a SEQUENCE type, the extension fields introduced (or frozen) in a specific version of the specification shall be grouped together within an inner SEQUENCE type. The field identifier of the inner SEQUENCE type shall include a version tag, like: "vNx0ExtFields". The group as a whole shall be marked OPTIONAL.

Proposal 2.2:
A group of extension fields according to the proposal 2.1 may consist of a single extension field.

Proposal 2.3:
When the extension marker is used to add extension fields in a CHOICE type, or to add extension values in an ENUMERTED type, the extensions introduced (or frozen) in a specific version of the specification shall be tagged with the specification version in the identifier of each new choice or enumerated value, like this: "choiceOrValue-vNx0".

Proposal 2.4:
An individual extension field within a group of extension fields according to the proposal 2.1 need not be marked OPTIONAL (within the group). Nevertheless, a "Need" statement is required, as the entire group of extension fields may be excluded in a particular encoding. If absent, the extension field is also absent and the "Need" statement is required to specify the receiver behaviour. The group as such is not a carrier of semantic significance and shall not have a "Need" statement.

As indicated in our reply on the reflector:
· We are fine to group extensions that are introduced at locations where an extension marker is present using a SEQUENCE type, as in proposal 2.1
· We are fine to add a need code for fields that are mandatory extensions within a group, as in proposal 2.4 (note that this somewhat relates to the discussion on handover to legacy eNBs)
· We would like to avoid, for extension of sequences, introducing a seperate group for every specification version in which one or more new extention is introduced considering the additional overhead (8- 16 bits). We would like to point out that, due to the fact that we have many extension markers in a message, the likelihood of introducing multiple extensions at the same location in the same protocol version may be rather low.

To reduce the likelyhood that every extension results in 8-16b overhead, there are two possible ways forward:

a) Group the extensions introduced in a protocol versions at the end of a message i.e. don't use the local extension markers

b) Use the local extension markers, but use one group to cover extensions introduced in different protocol versions

From a specification perspective approach b) is clearly preferrable since the extensions are then created at the locations where they belong. However, we need to ensure the solution does not introduce any compatibity issues. We have suggested the following approach, which is very similar to the way VLECs are used in UTRA RRC:

· Only one NCE group is used, that includes NCEs of different (frozen) specification versions

· Within this NCE group further extensions are added in the same way as done for traditional NCEs (at the end of a message/ within a VLEC) i.e:

· Initially an optional empty sequence is defined

· When an extension is added, the empty sequence is replaced by a sequence that at the end included another optional empty sequence (for further extensions)

The above approach is illustrated by means of an example (similar to the previous one):

-- ASN1START

IE1-WithEM ::= 



SEQUENCE {


field1





ENUMERATED {value1, value2, value3, spare1, ... },


field2





INTEGER,


...,


v9x0-NCE-Fields



IE1-NCE-r9x0-IEs

OPTIONAL

}

IE1-NCE-r9x0-IEs ::= 


SEQUENCE {


field3





IE3-r9x0


OPTIONAL,
-- Need OR


v13x0-NCE-Fields


IE1-NCE-r13x0-IEs
OPTIONAL
-- Need OP

}

IE1-NCE-r13x0-IEs ::=
SEQUENCE {


field2d





IE2d-v13x0


OPTIONAL,
-- Need OR


field4





IE4-r13x0


OPTIONAL,
-- Need OR


future-NCE-Fields


SEQUENCE {}


OPTIONAL
-- Need OP

}

-- ASN1STOP

The approach indicated in the above has been tested with some decoders. The tests revealed that the proposal may introduce backwards compatibility problems i.e. a receiver conforming to an earlier version of the transfer syntax may abort the message decoding prematurely upon receiving unexpected additional bits (i.e. it just expects an empty sequence but a sender conforming to a later release does actually send additional bits). It is understood that it should be possible for a decoder to ignore the unexpected additional bits and continue the decoding (i.e. using the length determinant that results from the preceeding extension marker).

It is presently not entirely clear how it can be ensured that all decoders conform to the desired behaviour e.g. whether this can be achieved modifying the ASN.1 (U)PER encoding/ decoding standards. Another issue is whether it is feasible to enforce such behaviour in the required time span. This would need to be supported by all UEs that support a first protocol extension introduced after an extension marker. When no urgent REL-8 corrections are introduced, UEs supporting REL-9 would be the first ones that need to include the modified ASN.1 decoder behaviour.
If RAN2 agrees that it is desirable to avoid that for each extension introduced locally 8- 16b overhead results, one possible way forward is to liaise with the ITU groups resposible for the ASN.1 (U)PER encoding/ decoding standards.

Proposal 2.5    RAN2 is requested to discuss if is desirable to avoid that for each extension introduced locally 8- 16b overhead results. If so, RAN2 is requested to discuss if is desirable to investigate the possibility to put additional requirments on the ASN.1 (U)PER decoder implementation. If so, RAN2 should consider liaising with the ITU groups resposible for the ASN.1 (U)PER encoding/ decoding standards.

2.3 Issue 3: Late corrections

The original proposals from Ericsson are as follows:

Proposal 3a:
Include the preparations for late extensions described in the attached document (the OptLateCHOICE-Extensions and the OptLateSEQUENCE-Extensions) in any CHOICE or SEQUENCE type where an extension addition is or is going to be placed after the extension marker. This shall be done before the first extension addition is frozen.


Alternatively: include these preparations in all CHOICE or SEQUENCE type information elements where the extension marker is included.

Proposal 3b:
If a need for late extensions occurs, use the methods described in the attached document for the introduction of late extensions in the ENUMERATED, CHOICE and SEQUENCE type information elements.

As indicated in our reply on the reflector:
· We wonder if there is sufficient justification for creating provisions for late extensions at all these locations, considering that it is unlikely we will ever need them. Moreover, even if no provisions are created, it seems possible to introduce late extensions when the need arises. For sequences this can be done by introducing an additional IE group for late extensions (i.e. using the grouping as discussed under 2). Our assumption is that there is no need to introduce the ASN.1 of extensions within regular NCE group that were introduced in a later release that was frozen prior to the discovery of the late correction, but this is related to the decoder implementation issue discussed in the previous section.

· Within such a group, extensions may be included in the order as the need arises (which should normally be in order of release).

The above approach is illustrated by means of an example (similar to the previous one, but note that the r13x0 extensions are not shown):

-- ASN1START

IE1-WithEM ::= 



SEQUENCE {


field1





ENUMERATED {value1, value2, value3, spare1, ... },


field2





INTEGER,


...,


v9x0-NCE-Fields



IE1-NCE-r9x0-IEs

OPTIONAL

    -- A second NCE group concerning late corrections

    v10x0-LateNCE-Fields

IE1-LateNCE-r10x0-IEs 

OPTIONAL

}

IE1-NCE-r9x0-IEs ::= 


SEQUENCE {


field3





IE3-r9x0


OPTIONAL,
-- Need OR


future-NCE-Fields


SEQUENCE {}


OPTIONAL
-- Need OP

}

IE1-LateNCE-r10x0-IEs ::=
SEQUENCE {

    -- NCE group used for late corrections

    field5





INTEGER             OPTIONAL,
-- Need OR


future-LateNCE-Fields

SEQUENCE {}


OPTIONAL
-- Need OP

}

· For extension of choices we could also add the value at the end i.e. assuming again that there is no real need to introduce the ASN.1 definitions of extensions introduced in a later release that was frozen prior to the discovery of the late correction (again related to the decoder implementation issue discussed in the previous section)
This approach is illustrated by means of an example (similar to the previous one, but note that there is an intermediate choice value which detailed ASN.1 definitions are not shown):

-- ASN1START

IE1-WithEM ::=               SEQUENCE {

    field1                    ENUMERATED {value1, value2, value3, ...,

                                 value4-v9x0, value5-v11x0, value6-v11x0},


field2





CHOICE {



field2a





BOOLEAN,



field2b





IE2b,



...,



field2c-v9x0



IE2c-v9x0,



reserved




SEQUENCE {},



-- The following value concerns a late correction



field2e-v9x0



BOOLEAN


},

}

· For extension of ENUMERATED it has been suggested to introduce dummies in a previous release for code points already taken by later release that was frozen prior to the discovery of the late correction. We should ensure a convention that is consistent with the general error handling
a) if within a DCCH/ CCCH message a mandatory field is set to a spare value, the UE ignores the message. For BCCH/ PCCH messages we have nested error handling e.g. the UE may ignore the corresponding entry in a list

b) if an optional IE is set to a spare value, the UE considers the field as absent

c) if an mandatory default value is set to a spare value, the UE considers the field to be set to the spare value
· As indicated under the first point, for late correction extension at message level should be considered seriously. Hence, it seems desirable to create provisions for late extesnion at the message level. One can question if the UTRA VLEC approach should be adopted or if an extension marker should be used (e.g. for consistency)
As mentioned on the reflector, a completely different approach would be to maintain a single ASN.1 transfer syntax covering all releases. Such an approach has the advantage that it avoids potential misalignments between different protocol releases. Some further considerations on this proposal:

· It may not be so clear from the specification what a receiver should do upon an unsupported extension. Support of a field may be somewhat hidden i.e. it is only reflected in the suffix rather than e.g. indicating a value as spare.

· It should be noted that in general the ASN.1 includes fields/ messages that a receiver may not support e.g. fields related to optional UE features e.g. TDD. In other words, only having an ASN.1 specification only for the latest release does hence not really introduce a really new issue. It can even be argued that having one ASN.1 for all releases is less of an issue since the fields that need not be supported are clearly tagged
Proposal 3.c    RAN2 is requested to delay the conclusion regarding the handling of late corrections until the issue of grouping late extensions, and the possibility to put additional requirements on ASN.1 decoder implementation, is resolved.

2.4 Issue 4: Use of local and global extension options

The original proposals from Ericsson are as follows:

Proposal 4.1:
Clarify that in general, critical extension may be considered if there is a need for large and potentially revolving changes in a message.

Proposal 4.2:
When critical extension of a message has been performed, if furhter non-critical extension is needed, but only relevant for the release of the critical extension (or later), non-critical extension in the earlier critical branches of the message should be avoided.

Proposal 4.3:
Non-critical extensions should be placed in the local context (the IE) wherein they belong. If an extension marker is available in that context (IE), it should be the primary place for anchoring the extension.

Proposal 4.4:
As an exception to proposal 4.3, if there are many non-critical extensions in a message, where different IEs are affected, it may be preferable to aggregate and anchor a group of these changes at a common place, at the lowest suitable level in the message.

Proposal 4.5:
As an exception to proposal 4.3, if non-critical extension in a local context should be avoided, because it would affect earlier critical branches of the message using the same version of the IE, anchoring the extension at the next higher level in the message should be considered.

Proposal 4.6:
When a non-critical extension is anchored at a higher level in the message structure, compared to the place where the actual change applies, an extension IE is created and placed in the sub-clause defining the original IE where the change applies. The extension IE is referenced from the anchoring point, preferably using intermediate extension IEs with references, if there is not a direct reference from the IE including the anchoring point and the IE where the change applies (showing the trace from the anchoring point to the extension IE with the actual change).

Proposal 4.7:
The extension IE (with the actual change) should be marked OPTIONAL in the ASN.1.

Some feedback regarding the above proposals (we did not respond so far on the reflector):
· In general we are quite fine with the above proposals.
· Proposal 4.3 however relates to the discussion under item 2. It seems that further discussion is needed regarding the approach to be used for local extensions and the associated overhead that results. Although we agree that local extensions are preferrable from a specification point of view, we think that signalling overhead should also be considered when deciding which method should become the primary location of extensions

· The use of proposal 4.5 is not entirely clear to us i.e. we assume that when a non critical extension is added, it may just be added locally in the last critical extension branch that is defined for the concerned local IE.

 Proposal 4.8    RAN2 is requested to delay the conclusion regarding the primary location of extensions (i.e. local vs. global) until the issue of grouping late extensions, and the possibility to put additional requirements on ASN.1 decoder implementation, is resolved.

3 Conclusion & recommendation
This paper includes the following proposals, that RAN2 is requested to conclude:

Proposal 1.3    The suffix is added to both the field and IE names. The suffix is always added to field names except for the sub-fields of an IE that is newly defined. For IEs, the suffix is added whenever the IE is newly defined or a revision of an existing IE.

Proposal 1.4    Use suffix -rNxy when redefining an existing IE as well as when introducing a completely new field/ IE. Use suffix vNxy when extending an existing field/ IE.

Proposal 2.5    RAN2 is requested to discuss if is desirable to avoid that for each extension introduced locally 8- 16b overhead results. If so, RAN2 is requested to discuss if is desirable to investigate the possibility to put additional requirments on the ASN.1 (U)PER decoder implementation. If so, RAN2 should consider liaising with the ITU groups resposible for the ASN.1 (U)PER encoding/ decoding standards.

Proposal 3.c    RAN2 is requested to delay the conclusion regarding the handling of late corrections until the issue of grouping late extensions, and the possibility to put additional requirements on ASN.1 decoder implementation, is resolved.

Proposal 4.8    RAN2 is requested to delay the conclusion regarding the primary location of extensions (i.e. local vs. global) until the issue of grouping late extensions, and the possibility to put additional requirements on ASN.1 decoder implementation, is resolved.
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