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1 Introduction

Mobile terminals at the cell border suffer often from uplink power limitations. Sometimes even small IP packets like, e.g., VoIP packets might need to be segmented to reach set block error rate targets. So far it has been assumed that in such cases the VoIP packet is segmented at the RLC layer. L2 Segmentation together with HARQ retransmissions can be used to achieve the required coverage. 

In this contribution, we propose an alternative approach relying on bundling of TTIs.
In Section 2 we are using VoIP as example and compare the two approaches. However, the concept can be applied for other applications and services as well.
2 Discussion
Any solution to handle limited coverage as raised above has to fulfil the following requirements:

· The UE should have the chance to use a quite large number of TTIs to transmit UL voice data to achieve good uplink voice coverage.

· It should be a low complexity solution that is close to the RAN2 agreements so far, e.g., synchronous HARQ for the uplink, no special grants needed, etc. 
· The approach should be efficient in terms of header overhead, L1/L2 control signalling and HARQ feedback signaling.

We see two ways to address this. As mentioned above, the first is based on RLC Segmentation and is in line with the RAN2 agreements so far. In the second approach a few TTI are bundled so that only one L1/L2 grant is needed to schedule the transmission and only one HARQ feedback signal is sent from the eNodeB. These two concepts are discussed in more detail below.

2.1 L2 Segmentation
According to current agreements, the decision of the scheduler which transport block size that should be used takes the channel conditions into account. Thus power-limited UEs receive only grants for small transport block sizes. If the selected transport block size is even too small to carry e.g. a single VoIP packet and the required L2 headers, several transport blocks need to be granted. In this case L2 segmentation is applied. This approach can be used for both, dynamic and semi-persistent scheduling. 

The following numerical example illustrates how L2 segmentation can be applied for the example of VoIP traffic and power-limited UEs.

[image: image1.emf]NACK

NACK

ACK

HARQ RTT:

8 TTIs

NACK

NACK

ACK

NACK

NACK

ACK

NACK

NACK

ACK

NACK

NACK

ACK

HARQ RTT:

8 TTIs

NACK

NACK

ACK

NACK

NACK

ACK

NACK

NACK

ACK


Figure 1: L2 Segmentation

Assuming that 12 TTIs are needed to accumulate enough energy for a successful transmission of a VoIP packet, the corresponding RLC SDU could be split up e.g. in 4 RLC PDUs that are then transmitted in 4 different HARQ processes. In addition to L2 segmentation, HARQ retransmissions can be used for each process to ensure the correct reception. Here we assume that each of these HARQ processes requires on average 2 HARQ retransmissions (in addition to the original HARQ transmission). More realistic figures based on simulation results for the number of required retransmissions are provided in the Annex.
This segmentation approach is fully in line with the 3GPP agreements up to this point in the discussions. However, it has three main drawbacks:
1. Each separate RLC PDU requires an RLC/MAC header that introduces overhead. A 12.2 kbit/s VoIP stream with 20 ms packet inter-arrival time and compressed IP/UDP/RTP header leads to RLC SDU sizes of roughly 33 bytes. Thus, a VoIP packet that is sent in one RLC PDU (assuming an optimized RLC/MAC header of 3 bytes) requires a transport block of 36 bytes. If the RLC SDU is segmented, each segment requires another 3 bytes header (probably the RLC segmentation header introduces more overhead), i.e., introduces header overhead in the order of ~ 10%. In addition, the L1 CRC leads to another 3 bytes of overhead per RLC PDU. Thus, in total an overhead of roughly 20% per additional segment is to be expected.
2. For each HARQ retransmission a L1/L2 control message is needed to grant resources. The high number of required retransmissions leads to a significant load on the L1/L2 control channel. In the example provided above (assuming dynamic scheduling for transmissions and retransmissions), 12 L1/L2 control messages would be required for a single VoIP packet.
3. Each HARQ transmission or retransmission is followed by HARQ feedback. Assuming a NACK-ACK error ratio of 10-3, the large number of HARQ feedback signals leads to high packet loss probabilities.  For example if 12 HARQ feedback signals are sent, the HARQ feedback error ratio might be in the order of 1.2*10-2. Packet loss rates of more than 10-2 are unacceptable for good quality VoIP traffic.
The latter issue could be solved by applying RLC AM for VoIP, but would introduce further delays.

2.2 Bundling of TTIs
The second alternative we see to mitigate uplink coverage issues is to bundle several TTIs together. In each TTI a redundancy version for a single HARQ process is sent, without waiting for HARQ feedback. Only when the last transmission of a TTI bundle is received, HARQ feedback is sent and expected. Since synchronous HARQ has been agreed for the uplink, special care has to be taken to align the HARQ retransmissions into the HARQ process pattern. This is illustrated in Figure 2.
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Figure 2: TTI bundling of 4 TTIs
The HARQ feedback after the first transmission cycle comes too late for using the first TTI of the second HARQ RTT. Therefore we consider two approaches in which TTI the HARQ retransmissions should be started. 

The first possibility is to use the first possible TTI after the HARQ feedback has been received. This would correspond to the normal synchronous HARQ operation. This approach has the advantage that the retransmission delay is minimized. However, it has the drawback that there is a shift in the pattern that is used for the HARQ processes. This creates additional complexity for the scheduler and could even lead to resource conflicts with other processes that are on-going or need to be started.

Therefore it seems advantageous to stay within the HARQ process pattern and not to use the HARQ RTT during which the HARQ feedback is received. Instead the HARQ retransmissions start synchronized with the HARQ RTT. Therefore one HARQ RTT remains idle. This approach is shown in Figure 2. The benefit of this approach is mainly its simplicity. 
We think that TTI bundling can be applied for both dynamic and semi-persistent scheduling. In both cases, the UE could be configured via RRC that TTI bundling should be used for all its transmissions. If such configuration takes place via RRC, the normal L1/L2 grant format can be re-used. There is no need for a dedicated grant format.
The approach is flexible. UEs could be configured to use an arbitrary number of TTIs for their transmissions and retransmissions. 

For example, assuming a HARQ RTT of 8 TTIs, a reasonable configuration could be that 4 TTIs are bundled. This would give room for 4 HARQ processes to be operated in parallel, two in one HARQ RTT. In the extreme case even 8 TTIs could be bundled. That would still allow 2 HARQ processes to be active at the same time.

In principle, the number of TTIs used for HARQ retransmissions could be chosen independently from the number of TTIs used for the first transmission. However, considering that a significant increase of energy is typically required, it seems not reasonable to start with 4 TTIs for the first transmission and then use only 1 TTI for the retransmission. A simple approach would be to use the same amount of TTIs for retransmissions, which would simplify the resource allocation for the scheduler and would give 3dB gain for one HARQ retransmission.

Essentially, the bundled TTIs are treated as a single resource. Therefore only a single grant is required to trigger transmissions or retransmissions. Similarly, only a single HARQ feedback is needed, which saves resources, but also reduces the risk of introducing HARQ feedback errors. Finally, the L2 and CRC overhead is also reduced compared to the L2 segmentation approach.
2.3 Comparison

The following table summarizes the discussion above.
	
	L2 Segmentation
	TTI Bundling

	Overhead
	~20% overhead per additional RLC PDU
	

	Delay
	
	Slightly larger delay, but not critical for a low latency service such as VoIP

	HARQ feedback
	More HARQ feedback needed
	Only once per bundle

	HARQ feedback errors
	Could lead to unacceptable VoIP quality
	

	L1/L2 control
	More L1/L2 grants needed
	

	Configuration
	No extra RRC configuration
	Additional configuration

	Extra Effort
	None
	Standardization, Implementation 


3 Conclusions

In this paper we compared two approaches for achieving an improved coverage: L2 segmentation and TTI bundling.

The solution based on L2 segmentation is already incorporated in the agreements so far. However, we have shown that this solution has a few drawbacks. We believe that the overall effort for introducing TTI bundling is justified by the expected gains. 
We propose to discuss whether TTI bundling should be introduced to enhance the LTE coverage.

4 Annex

4.1 Simulation Results

We have performed link level simulations in order to understand better, how segmentation and HARQ retransmissions impact the receiver sensitivity for VoIP (AMR12.2 kbit/s). We have looked into the case where 1, 2 and 4 RLC PDUs are used per VoIP packet including the required L2 overhead. In addition, we varied the maximum number of HARQ transmissions (transmissions and retransmissions). 
As reference we have chosen the case without L2 segmentation and up to 8 HARQ transmissions (i.e., up to 7 HARQ retransmissions). Further parameters used for the simulations are in Section ‎4.2 below.

The results are provided in Table 1.
Table 1: LTE Receiver sensitivity loss compared to 1 segment/up to 8 HARQ transmissions in dB
	
	1 Transmission
	2 Transmissions
	4 Transmissions
	8 Transmissions

	1 segments
	X
	9.5
	4.5
	0

	2 segments
	11
	6
	2
	-2.5

	4 segments
	8
	4
	0.5
	-4


As expected, without segmentation and HARQ retransmissions, no acceptable service quality can be achieved. 
Next, one can observe that the L2 and CRC overheads have a signficant impact. For example, comparing the case of  4 segments and 1 transmission (8 dB) with 1 segment and 4 transmissions (4.5 dB) yields a loss of more than 3 dB which is mainly due to the L2 header and CRC overhead. This shows that TTI bundling provides considerable gains. Similarly, to achieve roughly the performance of the case 1 segment/8 transmissions, up to 4 transmissions need to be done in case of 4 segments. Thus, resources in 16 TTIs are needed instead of only 8. Obviously it is more efficient to accumulate the energy in a single HARQ process instead of wasting energy on sending L2 and L1 overhead.
4.2 Simulation Parameters
Depending on the number of segments the following bits were assumed to be transmitted per TTI:

1 segment: 296 bits (payload) + 24 bits (header) = 320 bits

2 segments: 296/2 bits (payload) + 24 bits (header) = 172 bits

4 segments: 296/4 bits (payload) + 24 bits (header) = 98 bits

Layer 1 then  attaches a CRC of 24 bits.

One VoIP user and no other disturber

HARQ type: Incremental redundancy

HARQ transmission delay: 6 ms 

Frequency hopping: yes

Nominal BW: 5 MHz 

Number of used RBs: 1 

Tx and Rx impairments: yes

MIMO: no

RX antennas: 2
Used modulation scheme: QPSK
Channel model: Ped A, 3 km/h
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