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Introduction
In this paper, we discuss enhancements for capacity improvements. More specifically, new BSR tables, delay status reporting, and configured grant enhancements.
Discussion
New BSR Tables
One may define a new BSR table based on three parameters: minimum and maximum of buffer sizes and total number of encoding points. These three parameters can be either pre-defined in specification or provided to UE by dynamic signaling (e.g. RRC configuration). From UE’s perspective, the latter option (i.e. dynamically signaling) would require UE to dynamically compute a BSR table after receiving a new set of BSR table parameters from network. That increases UE’s implementation complexity and computation burden. 
Observation 1.	Having UE dynamically generate a BSR table based on parameters dynamically signalled by network increases UE complexity and hence is not desirable.
In addition, the target range of new BSR table(s) is known, because it only needs to match the range of possible sizes of video frames with common/known video encoding rates. Therefore, there is little need to generate new BSR tables dynamically.
Observation 2.	The range of buffer sizes in new BSR table(s) can be known in advance because it only needs to support video frame sizes generated at common encoding rates.
Based on the above observations, we hence think that it is sufficient to predefine the new BSR tables in the specification. 
Proposal 1.	New BSR table(s) is pre-defined in the specification, with a (total) range matching possible video frame sizes generated by common encoding rates. 
It is reasonable to assume that some LCGs, e.g. those with high traffic volume, may use the new BSR table(s) to take advantage of its higher resolution. Other LCGs, e.g. those with low data rates, may still use the legacy BSR table, because it has very small step sizes when buffer sizes are small. Therefore, to keep the format of the enhanced BSR MAC CE simple, it is desirable to have the same number of encoding points in a new BSR table as that in the legacy one. 
Proposal 2.	A new BSR table has the same number of encoding points as that in the legacy BSR table, to simplify the format of the enhanced BSR MAC CE.
As we have explained above, it is beneficial for different LCGs to use different BSR tables, to take advantage of the best range/resolution that all tables (both enhanced and legacy) can offer. To enable that, network can configure which BSR table an LCG should use to encode and report its buffer size.   
Proposal 3.	Network can configure which BSR table(s) an LCG should use.
It is expected that a new BSR table will have shorter range than the legacy one (otherwise, its resolution can’t be higher, with the same number of encoding points). Therefore, an LCG has to use both new and legacy BSR tables, depending on its buffer size. More specifically, if there its buffer size is within the range of the BSR table(s), it uses the new BSR table. Otherwise, legacy one is used.
Proposal 4.	An LCG uses its configured new BSR table for reporting if its buffer size is within the range of that BSR table. Otherwise, it uses the legacy BSR table for reporting.
For the same reason described above, the enhanced BSR MAC CE needs to include a new field (e.g. a new bitmap if only one new BSR table is defined) to indicate which BSR table an LCG has used to encode its buffer size. Otherwise, network would not be able to know which BSR table to use to decode the buffer size of an LCG.
Proposal 5.	The enhanced BSR MAC CE should include a new field (e.g. a bit map if only one new BSR table is defined) that indicates which BSR table an LCG has used.
Delay status reporting (DSR)
Configuration aspects
We may first discuss which entity should report DSR, e.g. whether it should be per LCG or per LCH. We think per LCH may not be necessary, especially if companies agree to allow a DRB to have multiple LCHs. For the same reason why LCG is used for BSR reporting, we think network likely would only group LCHs with compatible priorities (delay requirements) into the same LCG. Hence LCG can be a good choice for the report entity for DSR. 
An XR application may generate different types of flows. Some flows have tight delay requirements, while others do not. For those flows that do not have tight delay requirements, then there probably is no need for them to report their delay status, even when such a report is triggered by another flow. Therefore, network can configure which LCG(s) should report its delay status. Not every LCG needs to report their delay status in a DSR.
Observation 3.	It is not necessary for UE to report delay status of every QoS flow, e.g. those without stringent delay requirements.	
Proposal 6.	Network can configure which LCG(s) should report its delay status.
Triggers for DSR
For the delay requirements of XR traffic (e.g. 15 msec), which is not ultra urgent, we do not think it is necessary for UE to include a DSR in every of its PUSCH transmission. Instead, network can configure a time threshold for an LCG to trigger DSR, i.e. UE triggers a DSR if the maximum remaining time among data buffered in the layer-2 buffers corresponding to the LCG drops below the configured time threshold.  
Proposal 7.	UE triggers a DSR when an LCG configured for reporting and its associated L2 buffer has data whose remaining time drops below a configured triggering threshold.
As to the remaining time, it can be defined as the residual delay budget of a PDU or PDU Set, i.e. the duration from the current time till the delay deadline. The delay deadline for a PDU in a PDU Set can be defined as the time of the first received PDU in the PDU Set plus the PSDB of the corresponding QoS flow. For other types of PDUs, delay deadline is defined as the arrival time of a PDU plus PDB of its associated QoS flow.  
Proposal 8. 	The remaining time that triggers a DSR is defined as the duration from the current time/slot till the delay deadline, where
· the delay deadline for a PDU in a PDU Set is defined as the time of the first received PDU in the PDU Set plus the PSDB of the associated QoS flow;
· the delay deadline for other PDUs is defined as the arrival time of a PDU plus PDB of its associated QoS flow.  
In addition to DSR triggered by time thresholds, we think there can be other types of triggers for DSR. For instance, another trigger for DSR can be mobility events. For example, after a UE is handover to a new cell, the target cell may not have any knowledge of UE’s delay status. If UE has data whose remaining data is below threshold, then it should trigger a DSR and send it to the target cell. 
Proposal 9.	Upon completion of a handover, UE triggers a DSR for the target cell, if it has data whose remaining time is below configured threshold.
it is also useful to have timer triggered DSR, for the same reason that BSRs can be triggered by both events and timers. 
Proposal 10.	Network can also configure an LCG to periodically report its delay status.
If Proposal 8 is agreed, it requires UE to have the knowledge of PSDB or PDB of a QoS flow. It is not a problem for a QoS flow with a standardized 5QIs, because it is defined in the specification. But for flows with non-standardized 5QIs, it is configured by CN but currently not known to UE. It needs to be provided to UE if that QoS flow is mapped to an LCG configured for delay status reporting.
Observation 4.	UE does not have knowledge of PSDB and PDB of non-standardized 5QIs. 
Proposal 11.	If a QoS flow with non-standardized 5QI is in an LCG configured for delay status reporting, CN should provide UE with its PSDB or PDB.
Content of a DSR
The basic purpose of DSR is to inform network of the amount of data whose delay is approaching deadline. When a DSR is sent, UE should use the opportunity to report delay status of all the LCGs that are configured for delay status reporting, not just the one whose data triggered that DSR. 
Proposal 12.	When a DSR is sent, UE reports the delay status of all LCGs configured for reporting, not just the one which triggered the DSR. 
Depends on the preferred granularity of reporting, network may configure one or more reporting thresholds. UE then reports the amount of data whose remaining time is below a reporting threshold. For example, suppose network configures two reporting thresholds, T1 and T2, where T1 < T2. Then UE reports the amount of data whose remaining time is shorter than T2, and the amount of data whose remaining time is between T1 and T2.
Proposal 13.	Network can configure one or more reporting thresholds for an LCG. For each reporting threshold, UE reports the amount of data whose remaining time is below that threshold. 
The remaining time used in determining the amount of data for each reporting threshold can be different from the remaining time which triggered the DSR, because typically there is additional delay between the time when a DSR is triggered and the time when a DSR is transmitted over PUSCH. 
Observation 5. The remaining time reported in a DSR should be different from the remaining time which triggered the DSR.
The reported remaining time hence should be defined as the duration between the time/slot when a DSR is transmitted and the delay deadline as defined in Proposal 8. Since the time/slot when a DSR is transmitted can be determined ahead of time, there is no timeline issue.
Proposal 14.	The remaining time reported in a DSR is the duration between the time when the DSR is transmitted and the delay deadline of the corresponding data (as defined in Proposal 8). 
CG enhancements
CG with multiple occasions per period 
RAN1 have agreed to introduce CG with multiple occasion per period (for the convenience of discussion, it will be referred as multi-occasion CG in the rest of the document). In this section, we discuss a few upper-layer aspects (e.g. configuration) this new type of CG.
First, we think this new type of CG configuration is applicable to both type-1 and type-2 CGs.  
Proposal 15.	Multi-occasion CG configuration is applicable to both type-1 and type-2 CGs.
To specify a multi-occasion CG, two new parameters are needed: the periodicity between occasions within a period and number of occasions per period. 
For the first parameter, we think it is desirable to allow a configurable time gap between occasions within a period, instead of restricting all occasions within a period to be consecutive. This flexibility allows more efficient use of UL radio resource when data within a burst does not arrive back to back or there are jitters between packets. This parameter can be configured by RRC, as we do not expect dynamic adoption of this parameter is needed.
We think the second parameter, number of occasions per period, can be RRC configured as a baseline. However, further enhancement to allow dynamic adaption is worthy a discussion. As one may know, many XR applications dynamically adopt their encoding rates or frame rates in response to fluctuations in network conditions. Since number of occasions per period directly depends on video frame size, which in turn directly depends on encoding rate, it is useful, from both latency reduction and capacity improvement point of view, to have dynamic adoption of this parameter. For example, network may pre-configure a set of sizes and then use MAC CE to indicate number of occasions per period dynamically. 
Proposal 16.	Network can RRC configure the periodicity between occasions within a CG period and the number of occasions per CG period. FFS layer-two switching between pre-configured number of occasions per CG period.
One of the key motivations for introducing multi-occasion CG is that only a single CG configuration is needed to support XR traffic with periodic bursts. However, it is well known by now that XR traffic has non-integer periodicity, which does not match with the current CG configuration. The same problem exists for multi-occasion CGs too. 
Since the same issue will be studied for DRX, we think it is desirable to have the same solution for both DRX and CG configuration, as that will help save meeting time and efforts in spec drafting and implementations. 
Proposal 17.	Support non-integer periodicities for multi-occasion CGs, which can be based on the same solution for supporting non-integer DRX cycles.  
In legacy, HARQ process ID for a CG occasion is determined based on a formula using the periodicity of the CG configuration, time location of the occasion and number of HARQ processes configured for the CG. Now with the multi-occasion CG, there can be two periodicities in the configuration. Hence the formula for HARQ process IDs needs to be revisited. 
There can be different options. For instance, one may adopt the design used in multi-TB DCI, i.e. reuse the legacy formula to determine the HARQ process ID for the first occasion in a CG. Then with this process ID as a starting point, the HARQ process IDs is incremented by one for each subsequent occasion, until either the number of HARQ processes or the start of the next period is reached. Another option can be to reuse the legacy formula but replace the CG periodicity in the formula by the periodicity of occasions within a period. We think the latter is simpler to calculate and requires much less changes to the existing spec and hence is more desirable. 
Proposal 18.	Legacy formula for HARQ process ID is reused for a multi-occasion CG, except that the CG periodicity in the formula is replaced by the periodicity of occasions within a period.
Dynamic indication of skipped CG occasion(s) 
RAN1 have agreed to introduce dynamic indication of skipped CG occasions. In this section, we discuss upper-layer enhancements for supporting this new indication.
The main intention of a skipping indication is for UE to tell network that it no longer needs the upcoming CG occasion. By this principle, if a UE does not send any skipping indication for an occasion, it means the UE may or may not use the occasion. In this case, the legacy behavior should still apply, i.e. it is up to UE whether to skip or use that occasion. No extra signaling is needed.
Proposal 19.	If UE does not send any skipping indication for a CG occasion, UE is still allowed to either use or skip the occasion. No extra signaling is required. 
If UE has sent a skipping indication for a CG occasion, then UE should not be allowed to use that occasion anymore even if there is subsequent data eligible for the CG, because network may already have re-allocated that radio resources for other grants or to other users. 
Proposal 20.	If UE has sent a skipping indication for a CG occasion but there is subsequent data arrival before that occasion, UE is not allowed to send the data over that occasion.
Some XR traffic flows may require CGs with very short periodicity, e.g. pose or control messages, or CG with multiple occasions per period. In that case, it is more power expensive for UE to indicate skipping for every CG occasion. Or in case network configures multiple CGs and those CGs have overlapping occasions, it is very inefficient for UE to send skipping indication for each of those CGs. Therefore, we think it is beneficial, at least from RAN2’s perspective, to have a design such that a skipping indication can correspond to multiple consecutive occasions of a CG or overlapping occasions of multiple CGs. 
Proposal 21.	From RAN2’s perspective, it is beneficial for a single skipping indication to indicate skipping over multiple occasions of one CG or overlapping occasions of multiple CGs.
When Rel-16 enhanced UL skipping is configured, if a UCI overlaps with a PUSCH occasion, then UE is required to multiplex the UCI on that PUSCH, even if UE has no data eligible to use that PUSCH (i.e. a dummy TB has to be sent). This behavior is inefficient for UE but saves gNB from blind decode both PUCCH and PUSCH in the same slot.
However, if skipping indication for CG is configured for a UE, then this inefficient can be avoided. More specifically, if UE has a UCI whose PUCCH occasion overlaps with a CG occasion and does not have any UL data eligible for the CG occasion, UE sends UL skipping indication before the CG occasion. Then network knows UE will not transmit anything over PUSCH, and it needs to decode only PUCCH. For UE, it can still transmit the UCI over PUCCH and no PUSCH transmission is required. This behavior eliminates the decoding ambiguity at gNB side and is more power efficient for UE than the Rel-16 behavior. 
Proposal 22.	If UE has a UCI overlapping with a CG occasion and does not have any UL data eligible for the CG occasion, UE can send skipping indication before the CG occasion and transmit the UCI over PUCCH. UE is not required to transmit over PUSCH in this case.
Retransmission-less CG
Among flows generated by a XR application, there can be periodic UL pose updates. These updates are frequent (e.g. one update every 4ms), usually small in size (e.g. 100B) and have stringent delay requirements (e.g. 10ms PDB). Given these special characteristics, it is more sensible to have UE transmit pose updates over CG instead of dynamic UL grants. 
A benefit of using CG to send periodic pose updates is that those transmissions would not keep UE in DRX active time. More specifically, once a burst (e.g. video flow) ends, UE can enter inactive state to save power (e.g. either terminated by NW or by expiry of DRX inactivity timer). At mean time, UE can still use CG to continue transmit pose update. 
However, power savings from this configuration may still be limited. That is because after each PUSCH transmission over CG, UE needs to start HARQ RTT timer and then HARQ reTx timer to monitor PDCCH for potential retransmission. With the short periodicity of pose updates and typical length of HARQ reTx timer (e.g. several msec), UE would not be able to have much sleep time between two DRX cycles. Figure 1 below illustrates such an example and the shortcomings.
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A possible enhancement to avoid the extra PDCCH monitoring as depicted in Figure 1 is to disable HARQ RTT timer and HARQ reTx timer after a PUSCH transmission over CG. Due to the small PDU size and low bit rate of pose update, it is possible to transmit them with good reliability without relying on HARQ retransmissions. For example, they can be sent using conservative MCS and high level of repetition.
Observation 6.	For flows with short periodicity and small payload, UE can save power by not starting HARQ reTx timer after PUSCH Tx over a configured grant. 
This enhancement can be realized on a per-CG basis, depending on what type of flow a CG is intended to be used for. 
Proposal 23.	For a configured grant, network can configure whether UE should start HARQ reTx timer after a PUSCH transmission over the configured grant. 

Conclusion
Based on the above discussions, we’d suggest RAN2 discuss and agree to the following proposals:
New BSR table
Observation 1.	Having UE dynamically generate a BSR table based on parameters dynamically signalled by network increases UE complexity and hence is not desirable.
Observation 2.	The range of buffer sizes in new BSR table(s) can be known in advance because it only needs to support video frame sizes generated at common encoding rates.
Proposal 1.	New BSR table(s) is pre-defined in the specification, with a (total) range matching possible video frame sizes generated by common encoding rates. 
Proposal 2.	A new BSR table has the same number of encoding points as that in the legacy BSR table, to simplify the format of the enhanced BSR MAC CE.
Proposal 3.	Network can configure which BSR table(s) an LCG should use.
Proposal 4.	An LCG uses its configured new BSR table for reporting if its buffer size is within the range of that BSR table. Otherwise, it uses the legacy BSR table for reporting.
Proposal 5.	The enhanced BSR MAC CE should include a new field (e.g. a bit map if only one new BSR table is defined) that indicates which BSR table an LCG has used.
Delay status reporting
Observation 3.	It is not necessary for UE to report delay status of every QoS flow, e.g. those without stringent delay requirements.	
Proposal 6.	Network can configure which LCG(s) should report its delay status.
Proposal 7.	UE triggers a DSR when an LCG configured for reporting and its associated L2 buffer has data whose remaining time drops below a configured triggering threshold.
Proposal 8. 	The remaining time that triggers a DSR is defined as the duration from the current time/slot till the delay deadline, where
· the delay deadline for a PDU in a PDU Set is defined as the time of the first received PDU in the PDU Set plus the PSDB of the associated QoS flow;
· the delay deadline for other PDUs is defined as the arrival time of a PDU plus PDB of its associated QoS flow.  
Proposal 9.	Upon completion of a handover, UE triggers a DSR for the target cell, if it has data whose remaining time is below configured threshold.
Proposal 10.	Network can also configure an LCG to periodically report its delay status.
Observation 4.	UE does not have knowledge of PSDB and PDB of non-standardized 5QIs. 
Proposal 11.	If a QoS flow with non-standardized 5QI is in an LCG configured for delay status reporting, CN should provide UE with its PSDB or PDB.
Proposal 12.	When a DSR is sent, UE reports the delay status of all LCGs configured for reporting, not just the one which triggered the DSR. 
Proposal 13.	Network can configure one or more reporting thresholds for an LCG. For each reporting threshold, UE reports the amount of data whose remaining time is below that threshold. 
Observation 5. The remaining time reported in a DSR should be different from the remaining time which triggered the DSR.
Proposal 14.	The remaining time reported in a DSR is the duration between the time when the DSR is transmitted and the delay deadline of the corresponding data (as defined in Proposal 8). 
CGs with multiple occasions per period
Proposal 15.	Multi-occasion CG configuration is applicable to both type-1 and type-2 CGs.
Proposal 16.	Network can RRC configure the periodicity between occasions within a CG period and the number of occasions per CG period. FFS layer-two switching between pre-configured number of occasions per CG period.
Proposal 17.	Support non-integer periodicities for multi-occasion CGs, which can be based on the same solution for supporting non-integer DRX cycles.  
Proposal 18.	Legacy formula for HARQ process ID is reused for a multi-occasion CG, except that the CG periodicity in the formula is replaced by the periodicity of occasions within a period.
Dynamic indication of skipped CG occasions
Proposal 19.	If UE does not send any skipping indication for a CG occasion, UE is still allowed to either use or skip the occasion. No extra signaling is required. 
Proposal 20.	If UE has sent a skipping indication for a CG occasion but there is subsequent data arrival before that occasion, UE is not allowed to send the data over that occasion.
Proposal 21.	From RAN2’s perspective, it is beneficial for a single skipping indication to indicate skipping over multiple occasions of one CG or overlapping occasions of multiple CGs.
Proposal 22.	If UE has a UCI overlapping with a CG occasion and does not have any UL data eligible for the CG occasion, UE can send skipping indication before the CG occasion and transmit the UCI over PUCCH. UE is not required to transmit over PUSCH in this case.
Retransmission-less CG
Observation 6.	For flows with short periodicity and small payload, UE can save power by not starting HARQ reTx timer after PUSCH Tx over a configured grant. 
Proposal 23.	For a configured grant, network can configure whether UE should start HARQ reTx timer after a PUSCH transmission over the configured grant. 
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