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1. Introduction
The WI on further NR mobility enhancements [1] includes the following objectives for L1/2 based inter-cell mobility: 

	1. To specify mechanism and procedures of L1/L2 based inter-cell mobility for mobility latency reduction:
· Configuration and maintenance for multiple candidate cells to allow fast application of configurations for candidate cells [RAN2, RAN3]
· Dynamic switch mechanism among candidate serving cells (including SpCell and SCell) for the potential applicable scenarios based on L1/L2 signalling [RAN2, RAN1]
· L1 enhancements for inter-cell beam management, including L1 measurement and reporting, and beam indication [RAN1, RAN2]
· Note 1: Early RAN2 involvement is necessary, including the possibility of further clarifying the interaction between this bullet with the previous bullet
· Timing Advance management [RAN1, RAN2]
· CU-DU interface signaling to support L1/L2 mobility, if needed [RAN3]

Note 2: FR2 specific enhancements are not precluded, if any.
Note 3: The procedure of L1/L2 based inter-cell mobility are applicable to the following scenarios:
· Standalone, CA and NR-DC case with serving cell change within one CG
· Intra-DU case and intra-CU inter-DU case (applicable for Standalone and CA: no new RAN interfaces are expected)
· Both intra-frequency and inter-frequency
· Both FR1 and FR2
· Source and target cells may be synchronized or non-synchronized




The main aim of this objective is to introduce L1/2 triggered cell change, for mobility latency reduction. In this contribution we provide some views on what needs to be considered to achieve this objective.
2. Discussion

Summary of handover latency components

Currently, and especially in case of a PCell change, a significant proportion of measurements evaluation, reporting, and reconfiguration and signalling needs to be performed by RRC. In particular, since mobility decisions are taken by the RRC entity of the CU part of a gNB implementation, the UE measurements are reported by RRC to the CU. In addition to that, the measurement report/event handling performed in RRC is designed to provide some level of stability (e.g., via L3 filtering) and robustness (e.g., via RLC retransmissions) when reporting measurements to be used for mobility decisions. 

Furthermore, much of the UE reconfiguration handling is implemented in RRC, for example, initialisation of security based on the PCell ID, release and setup of the radio bearer configurations, triggering of MAC and RLC reset, and so on. 

While it is tempting to try to remove or reduce RRC procedures, which will clearly significantly contribute to the overall delay, we must also be mindful of the reasons why these tasks are performed in the way they do now.  

The handover delay requirements are specified in [2]. The interruption time is the time between end of the last TTI containing the RRC command on the old (i.e., source cell) PDSCH and the time the UE starts transmission of the new PRACH, excluding the RRC procedure delay.

When intra-frequency or inter-frequency handover is performed, the interruption time shall be less than Tinterrupt, given by:

Tinterrupt = Tsearch + TIU + Tprocessing  + T∆ + Tmargin ms

Where:
	Tsearch is the time required to search the target cell when the target cell is not already known when the handover command is received by the UE. If the target cell is known, then Tsearch = 0 ms. If the target cell is an unknown intra-frequency cell and the target cell Es/Iot≥-2 dB, then Tsearch = Trs  ms. If the target cell is an unknown inter-frequency cell and the target cell Es/Iot≥-2 dB, then Tsearch = 3* Trs  ms. Regardless of whether DRX is in use by the UE, Tsearch shall still be based on non-DRX target cell search times.
	T∆ is time for fine time tracking and acquiring full timing information of the target cell. T∆ = Trs.
	Tprocessing is time for UE processing. Tprocessing can be up to 20ms.
	Tmargin is time for SSB post-processing. Tmargin can be up to 2ms.
	TIU is the interruption uncertainty in acquiring the first available PRACH occasion in the new cell. TIU can be up to the summation of SSB to PRACH occasion association period and 10 ms. SSB to PRACH occasion associated period is defined in the table 8.1-1 of TS 38.213 [3].
	Trs is the SMTC periodicity of the target NR cell if the UE has been provided with an SMTC configuration for the target cellin the handover command, otherwise Trs is the SMTC configured in the measObjectNR having the same SSB frequency and subcarrier spacing. If the measObjectNRs having the same SSB frequency and subcarrier spacing configured by MN and SN have different SMTC, Trs is the periodicity of one of the SMTC which is up to UE implementation. If the UE is not provided SMTC configuration or measurement object on this frequency, the requirement in this clause is applied with Trs=5ms assuming the SSB transmission periodicity is 5ms. There is no requirement if the SSB transmission periodicity is not 5ms. If the UE has been provided with higher layer in TS 38.331 [2] signaling of smtc2 prior to the handover command, Trs follows smtc1 or smtc2 according to the physical cell ID of the target cell.


Figure 1 shows an overview of the main factors contributing towards the overall handover latency in legacy L3 handover. 
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Figure 1: Summary of contributing factors towards handover latency

[bookmark: _Hlk118405313]For LTM, in order to minimize the latency, as much as possible of the above procedures associated with the delay components contributing to the delay components should be moved before the handover trigger itself. It is assumed that most of the RRC delay (TRRCDelay) can be moved to the initial configuration phase, and the components associated with UL and DL sync (Tsearch, T∆, Tmargin, TIU) can be moved to before the handover trigger. 

Observation 1: It is assumed that most of the RRC delay (TRRCDelay) can be moved to the initial configuration phase, and the components associated with UL and DL sync (Tsearch, T∆, Tmargin, TIU) can be moved to before the handover trigger.

The components associated with processing (Tprocessing) may still need to occur after the handover trigger. It is assumed by RAN2 that RACH-less procedure should be supported. This needs to be further discussed in RAN1, however assuming that RACH-less is supported, it may not be possible in all of the cases - the RA procedure may need to be performed in some cases (when the TA for the target is not known), while in other cases (while the TA for the target is known) a RACH-less procedure can be used.  

Observation 2: The components associated with processing (Tprocessing) may still need to occur after the handover trigger, and the delay associated with RA may be optimised in some cases but not others because RA procedure may need to be performed in some cases (when the TA for the target is not known), while in other cases (while the TA for the target is known) a RACH-less procedure can be used.

In addition, use of L1 measurements (as already assumed by RAN2) for the final handover decision can improve the HOF rates at the expense of an increased ping-pong rate. Although this does not impact the overall HO latency this is a crucial component of the overall feature design.

Support of multiple scenarios

While measurement reporting evaluation triggering is based on RSRP/RSRQ/RS-SINR measurements taken at L1, it is evaluated and reported at RRC in order to appropriately filter and evaluate/compare serving and neighbour cell measurements and report to the appropriate network layer. Use of L1 measurements can improve the latency and improve HOF rates at the expense of an increased ping-pong rate. While for intra-DU this increased ping-pong may not be an issue if we also optimise the amount of reconfiguration (E.g. avoid MAC reset), in the case of inter-DU we may need to rely on L3 measurements or we may need to introduce measurement event and filtering behaviour in L1 similar to that defined in RRC. 

In addition, it is assumed by RAN2 that for the intra-DU case some procedures may not be needed, for example a (full) MAC reset may not be necessary for the intra-DU case because MAC resides in the DU and the configuration etc can be maintained. For the inter-DU case, however, this may not be the case and a MAC reset will have to be performed. Overall, there are likely to be various differences depending on the source and the target cell, in particular depending on whether the source and target belong to the same DU or not.

[bookmark: _Hlk110871457]Observation 3: Inter-DU and intra-DU have different requirements in terms of the trade-off between ping-pong rates and latency, as well as having different requirements in terms of which procedures need to be performed. 

Based on the above observations, it is clear that different scenarios require different solutions, at least in terms of the detailed procedures that need to be used. While we have assumed that a common framework and a single solution will be specified, not all of the parts/procedures defined will apply in all of the cases.

Observation 4: Even though a common framework/solution for different (e.g. intra/inter-DU) scenarios is being developed, some procedures and parameters will inevitably apply in some cases and not others. 

Assuming that a single solution is defined, and that the UE can be configured with multiple targets which may or may not belong to the same DU, since it has been agreed that multiple subsequent cell switches will be supported then it is possible that a UE will be triggered to reconfigure between multiple target candidates, potentially belonging to the same or a different DU. This means that a UE could perform inter-DU cell switch followed by intra-DU cell switch or vice-versa.

Observation 5: In case of multiple subsequent cell switches, the UE may need to perform an inter-DU handover followed by an intra-DU handover, or vice-versa.

Taking the above into account, it seems fairly clear that, in order to support the various scenarios, the UE needs to be able to determine which procedures to apply when performing a cell switch. For example, the UE needs to be able to compare a source cell configuration to a target cell configuration in order to determine whether or not a MAC reset needs to be performed (e.g. in case of inter-DU MAC configuration would be changed and a reset needs to be performed, but for intra-DU MAC configuration may not be changed and no reset is needed). The UE also needs to determine whether it can perform a RACH-less procedure or not. Each of these cases may require a different solution, for example it could be possible to determine using RRC configuration whether to perform a MAC reset, while the TA may be provided during the handover procedure. We assume at least some of these procedures are necessarily configured by RRC.

Proposal 1: A solution is needed to identify, based on the source and target RRC configuration, which procedures to apply (e.g. MAC reset/not reset, RACH/RACH-less)

Coexistence with L3 mobility

Since LTM does not support inter-CU handover, we need to rely on L3 mobility for at least this case. In fact, a legacy handover (or CHO) procedure including the RRC measurements and reporting needs to be supported in case of handover to any cell outside of the configured LTM candidate set. Hence, even when LTM is in use, the UE will still have to perform L3 measurements and RRC measurement reporting in parallel. One could argue that while LTM is configured then L3 mobility can be disabled. However, this would in fact introduce more delay for the L3 mobility case and may cause worse overall performance. For example, if L3 mobility is explicitly disabled while LTM is configured, an RRC reconfiguration would be needed upon e.g. detection of poor LTM candidate set quality, which may result in L3 measurements starting too late, and RLF occurring at the source before a L3 handover can be performed. On the other hand, if LTM and L3 mobility (at least the measurements, measurement events, and possibly conditional reconfigurations) are configured in parallel the impact to legacy (L3) mobility can be limited.

Proposal 2: L3 mobility (RRC Measurement events, RRC Reconfiguration, CHO, etc) needs to be performed in parallel with LTM to support inter-CU handover or handover to any cell outside of the configured LTM candidate set.

One issue with configuring LTM and L3 mobility in parallel is a potential race condition between the 2 approaches, as has been raised by some other companies in previous meetings. For example, while an RRC reconfiguration message is being transmitted to perform an inter-CU handover (using RLC, MAC) a MAC CE may be issued to perform LTM to perform an intra-CU cell switch, and the UE may not receive one or the other of the mobility commands. In case the MAC results in an intra-CU handover e.g. to another DU, then the RRC reconfiguration may need to be retransmitted by the CU and this could result in too late handover. Similarly, since the LTM measurements are expected to be performed with lower latency, a UE may transmit an RRC measurement report to the CU and in the meantime the L1 measurements indicate a better intra-CU cell resulting in intra-CU cell switch. To avoid this, RAN2 should consider how these separate procedures interact with each other. For example, L3 measurements and reporting for inter-CU might be disabled (but still configured) while the PCell meets a quality threshold (E.g. s-measure), then LTM measurements are disabled when the UE starts L3 measurements and reporting. 

In addition, we assume that the LTM candidate set needs some initial configuration and maintenance. This would most probably be performed using RRC measurements since the RRC configuration needs to come from the CU. However, it’s not clear that existing measurement events are suitable. For example, it is not clear how to compare an LTM candidate (non-serving) with a non-candidate neighbour using the existing measurement events, in order to replace one of the candidates. Some consideration is needed to determine how to perform the LTM candidate set configuration and maintenance.

This behaviour seems to be fully within the scope of RAN2. Even though RAN1 are discussing L1 measurement enhancements, there is still some RAN2 specific work to be done on measurements.

Proposal 3: Even though RAN1 are discussing L1 measurement enhancements, RAN2 still needs to discuss what L3 measurement enhancements (if any) are needed to support LTM candidate set management and LTM/L3M coexistence.

Other solution considerations

Currently an RRC reconfiguration uses several levels of acknowledgement. The RRC Reconfiguration is confirmed by sending an RRC Reconfiguration Complete message, the reliability of which is ensured at L2 level (RLC-AM retransmissions and HARQ).  If we introduce L1/2 triggered RRC reconfiguration, then we are removing at least one mechanism used to improve reliability and robustness. For example, if we use a MAC CE for indicating the completion of a HO triggered due to L1/2 mobility indication, similar to SCell activation/deactivation, then we will loss the reliability provided at RLC level.. If we use a L1 command (e.g., DCI), then we will lose the reliability provided by both RLC AM and HARQ ACK/NACK. While the aim of the objective is to improve latency, this should not come at a cost of significantly reduced reliability.

In addition, while it may reduce the overall latency by configuring many potential target cells, and requiring that the UE performs e.g. L1 measurements, synchronisation, etc on may targets, this comes at the expense of significant overhead in terms of signalling (to configure many potentially unused targets), resources (in terms of e.g. preparing candidate targets in the NW, UL resource overhead for CSI reporting), and UE complexity (RF capability if many cells need to be measured, processing overhead, etc.). A trade-off needs to be found in terms of complexity and overhead vs. latency improvements. 

Proposal 4: Solutions should not only consider latency but must also consider reliability, robustness, and configuration/resource overhead. 

3. Conclusion
In this paper we provide the following observations and proposals regarding what to consider in the design of L1/2 triggered handover in Release-18.

Observation 1: It is assumed that most of the RRC delay (TRRCDelay) can be moved to the initial configuration phase, and the components associated with UL and DL sync (Tsearch, T∆, Tmargin, TIU) can be moved to before the handover trigger.

Observation 2: The components associated with processing (Tprocessing) may still need to occur after the handover trigger, and the delay associated with RA may be optimised in some cases but not others because RA procedure may need to be performed in some cases (when the TA for the target is not known), while in other cases (while the TA for the target is known) a RACH-less procedure can be used.

Observation 3: Inter-DU and intra-DU have different requirements in terms of the trade-off between ping-pong rates and latency, as well as having different requirements in terms of which procedures need to be performed. 

Observation 4: Even though a common framework/solution for different (e.g. intra/inter-DU) scenarios is being developed, some procedures and parameters will inevitably apply in some cases and not others. 

Observation 5: In case of multiple subsequent cell switches, the UE may need to perform an inter-DU handover followed by an intra-DU handover, or vice-versa.

Proposal 1: A solution is needed to identify, based on the source and target RRC configuration, which procedures to apply (e.g. MAC reset/not reset, RACH/RACH-less)

Proposal 2: L3 mobility (RRC Measurement events, RRC Reconfiguration, CHO, etc) needs to be performed in parallel with LTM to support inter-CU handover or handover to any cell outside of the configured LTM candidate set.

Proposal 3: Even though RAN1 are discussing L1 measurement enhancements, RAN2 still needs to discuss what L3 measurement enhancements (if any) are needed to support LTM candidate set management and LTM/L3M coexistence.

Proposal 4: Solutions should not only consider latency but must also consider reliability, robustness, and configuration/resource overhead. 
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