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1. Introduction
The WI on further NR mobility enhancements [1] includes the following objectives for L1/2 based inter-cell mobility: 

	1. To specify mechanism and procedures of L1/L2 based inter-cell mobility for mobility latency reduction:
· Configuration and maintenance for multiple candidate cells to allow fast application of configurations for candidate cells [RAN2, RAN3]
· Dynamic switch mechanism among candidate serving cells (including SpCell and SCell) for the potential applicable scenarios based on L1/L2 signalling [RAN2, RAN1]
· L1 enhancements for inter-cell beam management, including L1 measurement and reporting, and beam indication [RAN1, RAN2]
· Note 1: Early RAN2 involvement is necessary, including the possibility of further clarifying the interaction between this bullet with the previous bullet
· Timing Advance management [RAN1, RAN2]
· CU-DU interface signaling to support L1/L2 mobility, if needed [RAN3]

Note 2: FR2 specific enhancements are not precluded, if any.
Note 3: The procedure of L1/L2 based inter-cell mobility are applicable to the following scenarios:
· Standalone, CA and NR-DC case with serving cell change within one CG
· Intra-DU case and intra-CU inter-DU case (applicable for Standalone and CA: no new RAN interfaces are expected)
· Both intra-frequency and inter-frequency
· Both FR1 and FR2
· Source and target cells may be synchronized or non-synchronized




In the previous meeting, the following agreements were made. Those which are relevant to this discussion paper are highlighted.

	Assumption: HO interruption time for L1/L2-based inter-cell mobility is the time from UE receives the cell switch command to UE performs the first DL/UL reception/transmission on the indicated beam of the target cell. FFS if TRS tracking after HO and CSI RS measurement should also be included, i.e. the time to use a high-performance beam (can be clarified further).
Assumption: To reduce HO interruption time, investigate e.g. solutions to reduce the time for UE reconfiguration (already in the WID), downlink and uplink synchronization after handover decision (other parts of dynamic switch not precluded).
Confirm to Support L1/L2-based inter-cell mobility for inter-DU scenario (as well as intra-DU scenarios).  
The design for intra-DU and inter-DU L1/L2-based mobility should share as much commonality as reasonable. FFS which aspects need to be different.
R2 assumes that L2 is continued whenever possible (e.g. intra-DU), without Reset, with the target to avoid data loss, and the additional delay of data recovery.
ICBM is one scenario considered for L1L2 mobility, but is not the only one, and is not a prerequisite for using L1L2 mobility.
RAN2 to consider preparation of target cell configurations capable of dynamic switching without need for full configuration.
Measurement delay can/may be considered in this work
Assume that we rely on L1 measurements to trigger L1L2 mobility (still measurement for preparation could be L3, FFS)
R2 will initially focus on PCell mobility. 
R2 assumption: Rel-18 L1/L2 mobility includes both non-CA (PCell only) and CA scenarios (PCell and SCell). This includes the following cases
a) the target PCell/target SCell(s) is not a current serving cell (CA  CA scenario with PCell change)
b) FFS the target PCell is a current SCell
c) FFS the target SCell is the current PCell.
DC scenarios are FFS (e.g. PSCell mobility may be a low hanging fruit FFS). 
Current options on the table: to configure a L1/L2 inter-cell mobility candidate cell:
a.	One RRCReconfiguration message for candidate target cell
b.	One CellGroupConfig IE for each candidate target cell
c.	One SpCellConfig IE for each candidate target cell




In the email discussion [3] the following proposals are made:

	Proposal 1	A L1/L2 inter-cell mobility target configuration is received within an RRC message before the L1/L2 mobility is triggered.

Proposal 2	RAN2 has the following understanding about the RRC models considered to model a L1/L2 inter-cell mobility target configuration:
	Model
	Pros
	Cons

	Model 1
(One RRCReconfiguration message (or FFS RRCReconfiguration IEs) for each candidate target configuration)
	· Full flexibility
· Support of all targeted scenarios
· Similarities with the existing CHO framework

	· Since only intra-CU scenario is considered, there may be no need to provide all configurations and field within the RRCReconfiguration message.
· Existing RRC procedures may heavily impacted (specification efforts may not be minimal).
· Delta signalling may be needed (and needs to be discussed how to achieve it).
· Potentially longer latency due to the execution of some RRC procedures (e.g., radio bearers, security, L1/L2 processing).


	Model 2
(One CellGroupConfig IE (FFS additional IEs) for each candidate target configuration)
	· Support for all targeted scenarios
· Smaller signalling overhead compared to e.g., model 1.
· Potentially reduced interruption time due to less time spent by the UE to execute non-necessary RRC procedures.

	· How to perform L2 reset needs to be clarified
· A new procedure for L1/L2 mobility may be needed (but some companies do not consider this necessarily a con).
· One CellGroupConfig for each L1/L2 mobility target configuration
· Configuration outside the CellGroupConfig may require a subsequent RRCReconfiguration message after the switch has happened.
· Delta signalling may be needed (and needs to be discussed how to achieve it).


	Model 3
(one SpCellConfig IE (and eventually SCellConfig IE) for each candidate target configuration)
	· The smallest signalling overhead compared to the other models
	· Target scenarios not fully supported (i.e., no support for the inter-DU case).
· How to perform L2 reset needs to be clarified
· Little flexibility compared to the other models
· Delta signalling may be needed (and needs to be discussed how to achieve it)




Proposal 3	A model in which one L1/L2 mobile target configuration is one SpCellConfig (or one SCellConfig) is not considered.

Proposal 4	RAN2 to continue the discussion on the RRC models by focusing only on Model 1 and Model 2 and possible stage-3 details of these models.
a.	Model 1: One RRCReconfiguration message (or FFS RRCReconfiguration IEs) for each candidate target configuration
b.	Model 2: One CellGroupConfig IE (FFS additional IEs) for each candidate target configuration
Each candidate target configuration is one configuration set include SpCell and (optionally) SCell(s).

Proposal 5	Whether to adopt a new terminology instead of “L1/L2-centric inter-cell mobility” should be discussed based on the WI progresses and company inputs.




2. Discussion

Until now, it seems that most companies have an understanding that the UE will be configured with one or multiple candidate target cells. 

In the case that only one candidate serving cell is configured, the target is essentially an RRC configuration (E.g. with delta configuration) and can easily be modelled as such. However, given that it has also been agreed to consider preparation of target cell configurations capable of dynamic switching without need for full configuration, this may have an impact on the choice of RRC model and solution in the case that multiple targets need to be supported. 

It seems clear that we do need to provide the support for multiple target configurations, since it may not be known at the time of configuration which target(s) will become the next serving cell(s) as this depends on UE mobility and radio conditions. This is why, for example, it’s possible to configure multiple neighbour cells for measurement and multiple target CHO configurations. It would be beneficial therefore to agree explicitly that multiple candidates can be configured. 

Proposal 1: Pre-configuration of multiple candidate target configurations will be supported.

With this in mind, and again considering minimising the configuration overhead, we need to consider how to support a delta configuration of the target cell compared to the source. In addition, since it is assumed that for certain cases (at least intra-DU) that some of the candidate configuration will be common, then we should consider how to configure this in an efficient way. 

If the RRC model is either one RRC reconfiguration message per candidate or one CellGroupConfig IE per candidate, then this implies that, for example, when 8 target candidate configurations are provided then 8 CellGroupConfig or 8 RRC reconfiguration messages need to be provided by the NW. 

However, this is unnecessary if several candidates share some common configuration. For example, if 4 of the candidate cells belong to one DU, and the other 4 to another DU, then it is possible that the CellGroupConfig (and SDAP, PDCP config, and potentially measurement config,) are common to the 4 candidates belonging to the same DU. In this case, the configuration needs to be provided only once. If the 4 candidates are provided in a list, we can provide the CellGroupConfig with the first entry in the list, and then refer to this by either providing a “NULL” IE or by referring to the index of the candidate entry in the list. The point is, it is not necessary to provide one CellGroupConfig (or one RRC reconfiguration message) per candidate if some of the information is common.

Proposal 2: If multiple candidate configurations can be provided, then these may be configured with some common configuration information to minimise overhead. For example, several candidate cells belonging to the same DU could be configured with the same CellGroupConfig and in this case it is not necessary to repeat the configuration for every candidate cell.

Based on the above, it is not necessary to have “one CellGroupConfig IE per candidate”, or “one RRC Reconfiguration message per candidate”, this would be unnecessary in many cases. If it is agreed to model based on RRC Reconfiguration or CellGroupConfig then it should be clarified that for model 1 each candidate has an associated RRC Reconfiguration message and for model 2 each candidate has an associated CellGroupConfig IE, not necessarily that one has to be provided per candidate. An even better way to say this is that each candidate target configuration is modelled as a RRCReconfiguration message or a CellGroupConfig. We understand that this is the intention rather than to prescribe that 32 CellGroupConfig need to be signalled for 32 candidates – rather the intention is to model a candidate based on cell group or RRC reconfiguration, and rule out a model based only on cell.

Proposal 3: Clarify models 1 and 2 as follows:
· Model 1: Each candidate target configuration is modelled as a RRCReconfiguration message (or FFS RRCReconfiguration IEs). 
· Model 2: Each candidate target configuration is modelled as a CellGroupConfig IE (FFS additional IEs). 

One potential approach to minimise overhead would be to allow the possibility to configure multiple target configurations, each with multiple serving cell options. 

We have the following 2 main options for structuring the candidate configuration in the case of 3 potential target SpCells belonging to the same DU (the 2 examples assume CellGroupConfig candidate configuration model, but the same applies in case we have RRC Reconfiguration candidate configuration model):

Option A: 
Every possible SpCell has a complete target configuration:
	
· Config 1: CellGroupConfig with cell 1 as SpCell and cells 2,3 as SCells
· Config 2: CellGroupConfig with cell 2 as SpCell and cells 1, 3 as SCells
· Config 3, CellGroupConfig with cell 3 as SpCell and cells 1, 2 as SCells




Option B:
One CellCellGroupConfig (or RRC Reconfiguration) which is provided with SpCell and SCell options for each target cell:
	
· Config 1 (includes CellGroupConfig)
· Cell 1 – SpCellConfig, SCellConfig
· Cell 2 – SpCellConfig, SCellConfig
· Cell 3 – SpCellConfig, SCellConfig





This way, the configuration may be more compact and would better support both intra-DU and inter-DU handover. The L1/2 trigger would need to indicate the configuration to apply, as well as the SpCell, and the active SCells. This could also be used to differentiate between an inter-DU handover (in which case the whole configuration including CellGroupConfig would be changed) or an intra-DU handover (in which case only the SpCellConfig and/or SCellConfigs would change). More details of the L1/2 triggers for these options are provided in [4].

Proposal 4: RAN2 to discuss whether a complete target configuration needs to be provided for every single target SpCell (Option A), or whether a target configuration can support multiple potential SpCells (Option B)

 
It was further suggested in the previous meeting, that it may be more straightforward to support a single hop (one handover), but multiple hops (multiple subsequent handovers without an RRC Reconfiguration) could be more challenging in terms of network preparation and configuration overhead and complexity. For the case of only one handover, then each candidate can be provided either as full configuration or as a delta configuration compared to the current cell, the same as legacy handover mechanisms.

If only one handover is supported, however, then any candidate configurations should be released upon handover and a new RRC Reconfiguration would be needed to set up the subsequent ones. This goes against the intention of the work item, because needing to perform RRC reconfiguration before every subsequent handover may not improve latency enough, particularly in FR2 and small cell scenario where handovers could be frequent. 

observation: If multiple hops are not supported, then each candidate configuration is a delta compared to the source cell configuration (same as legacy). RRC Reconfiguration would be needed after every handover to set up the next L1/2 candidate(s).
Proposal 5: The solution should be designed to support multiple hops without releasing configured candidates and requiring a new RRC Reconfiguration to set up candidates again after every handover (e.g. then UE maintains the list of candidate cells until explicitly released).

If multiple hops are supported, then the delta configuration aspect becomes a bit more complicated. To support delta configuration after multiple “hops” (i.e. cell handover across multiple pre-configured cells) the delta configuration for the target should also depend on the delta configuration of the source. One possibility would be that every target cell is configured with a delta configuration based on the original cell (the cell providing the pre-configuration) or on a reference configuration. For example, the UE may be configured with baseline_config when the PCell is cell1, and configA for candidate cellA, which is a delta configuration  from baseline_config, and configB for cellB, which is also a delta configuration from baseline_config. When the PCell changes to cellA, the UE applies configA. However, if the UE then have to change the PCell to cellB, configB can not be directly applied. Thus, the UE has to revert to the baseline_configuration (i.e., a full configuration) followed by the delta configuration configB. 

When a UE does a full configuration, it releases all current dedicated radio configuration except for the MCG C-RNTI, AS security configuration and radio bearer (signalling and data), and logged measurements (the following (TS 38.331, section 5.3.3.11). This has several undesirable implications like the loss of any buffered data (waiting first transmission or re-transmission) at RLC/MAC level, which will cause data transmission interruption and may also lead to data loss (e.g., if the discard timer has expired for a packet at PDCP level).  That is one of the reasons that full configuration is rarely used (in addition to signalling overhead), mostly only on RRC re-establishments where the UE has to restart the connection from scratch after a failure such as a Radio Link Failure (RLF) or during connection resumption from INACTIVE state in the scenario where the target node/cell where the UE is resuming the connection has some incompatibility with the source node/cell where the UE was sent to the INACTIVE state.

In addition, it has been agreed in the previous meeting that it is assumed that L2 is continued whenever possible (e.g. intra-DU), without Reset, with the target to avoid data loss, and the additional delay of data recovery. What this means is, at least for the intra-DU case, the RLC/PDCP and MAC reset may not be necessary. For the intra-DU case, there is no reason to reset the MAC (as is done with conventional L3 handover in order to cover all cases) if the MAC configuration is identical for both cells since the MAC resides in the DU part of the network. 

Based on the above, it would be better if the UE is able to compare source and target configurations without having to revert to a baseline (full) configuration to apply a new candidate cell delta configuration, regardless of whether we follow option A or B as described above. If proposal 2 is agreed, and multiple candidate cells can share common configurations (for the parts that are the same) then it also becomes possible to compare what the difference between candidate cells is, even after handover from the original cell/baseline configuration, and then apply the relevant delta configurations and execute the relevant procedures. For example, if a handover is performed from cell 1 -> cell 2 -> cell 3, and if cells 2 and 3 use the same/common MAC configuration, then the UE does not need to perform MAC reset or apply a different MAC configuration when moving from cell 2 to cell 3.

Proposal 6: If multiple hops are supported then a solution is needed for the UE to compare the source and target configurations in order to apply the delta configuration and determine which procedures to perform. For example, if source and target share a common MAC configuration then this could imply these cells belong the same DU and hence no MAC reset needs to be performed. 

3. Conclusion
In this paper we provide the following proposals regarding potential solution directions to consider in the design of L1/2 triggered handover in Release-18.


Proposal 1: Pre-configuration of multiple candidate target configurations will be supported.

Proposal 2: If multiple candidate configurations can be provided, then these may be configured with some common configuration information to minimise overhead. For example, several candidate cells belonging to the same DU could be configured with the same CellGroupConfig and in this case it is not necessary to repeat the configuration for every candidate cell.

Proposal 3: Clarify models 1 and 2 as follows:
· Model 1: Each candidate target configuration is modelled as a RRCReconfiguration message (or FFS RRCReconfiguration IEs). 
· Model 2: Each candidate target configuration is modelled as a CellGroupConfig IE (FFS additional IEs). 

observation: If multiple hops are not supported, then each candidate configuration is a delta compared to the source cell configuration (same as legacy). RRC Reconfiguration would be needed after every handover to set up the next L1/2 candidate(s).
Proposal 4: RAN2 to discuss whether a complete target configuration needs to be provided for every single target SpCell (Option A), or whether a target configuration can support multiple potential SpCells (Option B)

Proposal 5: The solution should be designed to support multiple hops without releasing configured candidates and requiring a new RRC Reconfiguration to set up candidates again after every handover (e.g. then UE maintains the list of candidate cells until explicitly released).

Proposal 6: If multiple hops are supported then a solution is needed for the UE to compare the source and target configurations in order to apply the delta configuration and determine which procedures to perform. For example, if source and target share a common MAC configuration then this would imply these cells belong the same DU and hence no MAC reset needs to be performed. 
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