	
3GPP TSG-RAN WG2 Meeting #119-e	R2-2207637
Online, 17 - 29 August, 2022

Agenda item:	8.4.2.1
Source: 	Huawei, HiSilicon
Title: 	L1/L2 mobility target performance enhancements
Document for:	Discussion and Decision
1.  Introduction
L1/L2 based inter-cell mobility is a direction of Rel-18 Mobility Enhancement, which aims at reducing the latency during handover [1]. In this contribution, we discuss the start and end points of the latency to be reduced, the different steps involved, their durations and how they could be reduced. 
2. Discussion
2.1 R18 L1/L2 mobility latency definition
In LTE Rel-14, the handover latency components was studied in TR 36.881 [2] for LTE L3 mobility. In the Rel-14 LTE study, handover latency was considered to be the time duration between the reception of the handover command and the sending of the reconfiguration complete message.
[1] considers that L3 mobility is triggered by a L3 measurement report and compares this with beam switching, for which the network relies on L1 measurement reports, on PUCCH or PUSCH.
For both L3 and L1 measurements, periodic reports are supported, but the reporting period ranges are very different: from 120 ms to 30 minutes for L3 measurements, from 4 slots to 320 slots for L1 measurements, with the largest value mostly aimed at larger subcarrier spacing, e.g. for 120 kHz subcarrier spacing, 320 slots is 40 ms.
Another difference is how frequently the UE performs measurements: for L3 measurements, the UE is only required to measure a neighbour cell every measurement period, which is a least 200 ms (see TS 38.133 [3] clause 9.2.9.5) but could be much longer, while the UE is required to meet accuracy requirements in every L1 report, just with a small computation delay (see TS 38.214 [4] clause 5.4).
In inter-cell beam management as specified in Rel-17, for a serving cell, the network can configure the UE to report L1 measurements for additional PCIs, which are neighbour cells from a L3 measurement perspective.
According to the above numbers, when an intra-frequency neighbour cell, whose PCI is in the list of "additional PCI", becomes better than the serving cell, this will be first detected and reported by L1 measurements, possibly more than 100 ms before any L3 measurement is performed.
Observation 1: L1 measurement reports can indicate that an additional PCI is better than the normal PCI far before any L3 measurement is even performed on the "neighbour cell" of this additional PCI.
Delaying mobility unnecessarily not only increases the risk of RLF, it also means non-optimal usage of radio resources, possibly using a more robust MCS than what would be feasible if using a neighbour cell. Therefore, the handover latency should include the delay between the time when the neighbour cell effectively becomes better than the serving cell and when handover is initiated.
Proposal 1a: The starting point of the handover latency is the time instant when the neighbour cell is becoming better than the serving cell. The handover latency includes the delay between this time instant and the handover initiation.
In L3 handover, the end of handover is the sending of the reconfiguration complete message. However, in L1/L2 mobility, there may not be such a message, which raises the question on when exactly the L1/L2 handover is complete.
In L3 mobility, the UE performs random access towards the target cell. If dedicated random access resources are used, the network knows that the handover is executed. Otherwise, the network needs to receive the UE ID to make sure which UE it is that accessed the network.
For L1/L2 mobility, if random access is performed towards the target cell, successful completion of random access using dedicated resources or of contention resolution if common resources are used, could be considered as completion of the handover.
If random access would not be used, some kind of uplink transmission would need to be taken as the end point of the handover.
Proposal 1b: The end point of the handover latency is the time instant when the network knows that the UE has accessed the target cell and is ready to process downlink assignment/uplink grants. 
2.2 Latency components/model
Since the general procedure of NR L3 mobility (without CHO or DAPS) is similar to the LTE procedure that was studied in in TR 36.881, we refer to the latency description framework of this report. We do not consider DAPS here because DAPS requires higher UE capability to receive from the source cell and the target cell simultaneously and we do not expect UEs will need this capability in L1/L2 mobility. We also do not consider autonomous execution of handover like in CHO here because we assume that L1/L2 mobility is a network-controlled handover mechanism.
We divide the L3 mobility procedure to the following six steps: 1) measurement and report, 2) handover decision/preparation, 3) handover command processing, 4) UE processing, 5) DL synchronization and 6) UL synchronization.
[image: ]Figure 1: Handover latency model of the NR L3 mobility.
The first step is not evaluated in the LTE TR. As discussed above, the range of periodic reporting for L3 measurements is from 120 ms to 30 minutes. L3 measurement reports are included in RRC messages transported over SRB1, using RLC acknowledged mode, and are sent regardless whether there is any motivation to trigger mobility or not. A long reporting period is clearly unsuitable to trigger mobility but a small reporting period would mean a large signalling overhead as compared to the number of handovers to be initiated.
Therefore, event-triggered reporting is assumed. Assuming there is no L3 filtering and no time-to-trigger (TTT), a single measurement result of a neighbour cell could be sufficient to trigger a handover. With a measurement period of 200 ms, on average it would take 100 ms to make the measurement. While some extra time would be need to encode and transmit the report, this extra time is probably less than 10 ms, so that the total time it takes is still roughly 100 ms.
The second step “handover decision” (including handover preparation) is also not evaluated in the LTE TR but since we calculate the latency from the measurement step, we can still consider the handover decision step after the network receives a measurement report. The UE context setup/modification procedure is completed in this step. Specifically, in intra-CU inter-DU L3 mobility, this step is UE Context Setup procedure executed by the CU and the target DU. In intra-DU L3 mobility, this step is UE Context Modification procedure executed by the CU and the DU. Assuming the CU initiates the above F1 procedure immediately after it receives the measurement report, then this step takes a round trip time in F1 interface. In TR 38.801 Annex A, the maximum allowed one way latency in F1 interface is 1.5~10 ms, so we take 5 ms as the one way latency and 10 ms as the round trip time.
The behaviour and typical duration of these steps are given in the table below.
Table 1: The UE/NW behaviour in NR L3 handover and typical duration.
	
	UE/NW behaviour
	Typical values

	Step 1
	The UE does RRM measurement and sends L3 report to the network.
	At least 100 ms on average, without L3 filtering and without TTT.

	Step 2
	The network completes UE Context Setup/Modification procedure (intra-CU case).
	10 ms (F1 round trip time), as shown in TR 38.801.

	Step 3
	The UE decodes the RRC message and reconfigures the serving cell.
	10 ms as defined in TS 38.331.

	Step 4
	The UE re-tunes RF/baseband and updates the security key and algorithm.
	20 ms as defined in TS 38.133 (FR1 to FR1, FR2 to FR2).

	Step 5
	The UE synchronizes to the DL of the target cell.
	Related to the SMTC of the target cell, approximately 10~20 ms.

	Step 6
	The UE waits for PRACH occasion and performs RACH to synchronize to the UL of the target cell.
	Approximately 10~20 ms.
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The total latency is 160 - 180 ms, in which the dominant component is step 1.
Observation 2: The largely dominant component of latency is performing L3 measurements, as L3 measurements are not that frequent.
Proposal 2: For the R18 latency model, the handover latency components include the UE measurement and report, the handover preparation/decision, handover command processing, UE processing, DL synchronization and UL synchronization (RACH).
2.3	Reducing latency
Below, we discuss the above components for L1/L2 mobility whose latency is to be reduced.
2.3.1 Measurement and report
As discussed above, using L3 measurements means, in the best case, on average 100 ms delay and in the dominant component of latency for mobility.
In the case of Rel-17 inter-cell beam management (ICBM), this step can be greatly reduced if the network uses L1 measurement reports to trigger mobility. If measurements are reported every 20 ms (i.e., average 10 ms), that would make on average a difference of 90 ms.
If the UE is configured with candidate cells for L1/L2 mobility, intra-DU mobility may not need to involve the CU, i.e. the DU could make the decision and send the L1/L2 mobility command directly and the latency would be greatly reduced. Even if the CU would need to be involved and assuming a latency of 5 ms (10 ms if it is CU-DU round trip time), that would still save 80 ms, i.e. divide the total time by 2.
Observation 3: For intra-DU mobility, using L1 measurements introduced for ICBM to trigger mobility can divide the latency by a factor 2, as compared with using L3 measurements.
Proposal 3: Considering the latency due to L3 measurements/reports, L1 measurements/reports should be used for R18 L1/L2 mobility.
There are some limitations though: the existing L1 measurements only support the case of synchronized cells and is only for intra-frequency measurements, while a DU may control cells that are not synchronized and may want to trigger inter-frequency mobility.
Proposal 4a: Ask RAN1 and RAN4 to support L1 measurements for inter-frequency cells for the R18 L1/L2 mobility purpose.
In Rel-17 ICBM, there is another limitation: the serving cell and cells associated with additional PCIs are managed by the same DU. In Rel-18 L1/L2 mobility, inter-DU handover is in the scope of the WID. This means L1 measurements for cells managed by different DUs needs to be supported.
Proposal 4b: Ask RAN1 and RAN3 to support L1 measurements for inter-DU cells, in addition to the intra-DU cells, for the R18 L1/L2 mobility purpose.
2.3.2 Handover preparation/decision
As discussed above, in intra-CU L3 handover in CU-DU split architecture, the handover decision step is UE Context Setup/Modification procedure executed by the CU and the DU, which consumes a round trip time of F1 interaction. And we assume the round trip time is 10 ms according to TR 38.801.
In Rel-18 L1/L2 mobility, the UE is provided with the target cell’s pre-configuration. In the pre-configuration phase, the UE context can be setup in the (target) DU before handover decision is made. In addition, if we use L1 measurement report, the DU is able to interpret the content of the report and may make the handover decision directly. Therefore, the UE Context Setup/Modification procedure delay can be saved, which is around 10 ms.
Observation 4: Around 10 ms latency can be saved if the UE Context Setup/Modification procedure for the target cell is completed in the pre-configuration phase.
Observation 5: In Rel-18 L1/L2 mobility, the UE Context Setup/Modification procedure for the target cell can be completed before handover decision.
2.3.3 Handover command processing
When the UE receives a L3 handover command, the UE decodes the ASN.1 and re-configures the serving cell. According to TS 38.331, the RRC procedure delay is around 10 ms. The ASN.1 decoding delay can be saved in L1/L2 mobility since we expect the target cell to be pre-configured and the decoding can be processed before receiving a L1/L2 handover command. Typically, processing of L1 or L2 (MAC CE) is faster.
While the difference is not that large, perhaps 4 ms instead of 10 ms, in case of a CU-DU architecture, there would also be additional delay for CU - DU interaction, so that the gain of using a L1/L2 handover command could be e.g. 10 ms.
A L1/L2 handover command cannot easily include as many parameters as a L3 handover command, because of its more limited size and flexibility, so it relies on pre-configuration of parameters for the target cell(s).
After a L1/L2 handover is executed (e.g., from cell 1 to cell 2 as shown in the figure below), it may be useful execute a subsequent handover (e.g., from cell 2 to cell 3) if another cell has become better. If there would be the need for an RRC reconfiguration before the next L1/L2 handover, this would increase the signalling and might delay that L1/L2 handover.
[image: ]     [image: ]
1) Cell1 to cell2 and then to cell3;      2) Cell1 to Cell2 and back to Cell1
Figure 2: Two examples of subsequent L1/L2 handover.
Proposal 5: Support the execution of multiple subsequent L1/L2 handovers without the need for an RRC reconfiguration, e.g. to reduce the latency during handover preparation and HO command processing for the subsequent mobility scenario (UE moving fast or moving back and forth).
2.3.4 UE processing
According to the TR 36.881 [2], the UE processing time during handover refers to the procedure of RF/baseband re-tuning and security update. In TS 38.133, the time for UE processing during handover can be up to 20 ms (FR1 to FR1, and FR2 to FR2) or 40 ms (FR1 to FR2, and FR2 to FR1).
The UE needs RF re-tuning time to warm up the RF component and needs baseband adjustment time to load/apply the new configuration. The requirement for this processing time can be discussed in RAN4 after RAN2 completes the preliminary procedure design ofL1/L2 mobility. However, for the security update, RAN2 can clarify whether the security key update is optional procedure in L1/L2 mobility. In the current L3 mobility, the security key can remain unchanged if the PDCP anchor is not changed after handover. As shown in the Rel-18 WID, intra-CU is the scenario we consider for L1/L2 mobility, which indicates the PDCP anchor is not changed. Therefore, we think Rel-18 L1/L2 mobility does not need to change the security key.
In such a case, there is no need for PDCP re-establishment. With respect to RLC re-establishment and MAC reset, they may also not be needed in the intra-DU case. This may avoid unnecessary retransmissions.
Proposal 6: RAN2 assume that the Rel-18 L1/L2 mobility procedure does not change the security key (i.e. it can only be done via RRC signalling).
2.3.5 DL synchronization
DL synchronization is the procedure in which the UE measures the downlink signals of the target cell and acquires the DL timing information of the target cell. RAN4 has two latency components for DL synchronization, which are the time for cell search and the time for fine tracking. The time for cell search can be saved if the target cell is a “known” cell and the time for fine tracking is related to the SMTC periodicity of the target cell.
Observation 6: The latency components during DL synchronization include time for cell search and time for fine tracking. Time for cell search can be saved if the target cell is a “known” cell and the time for fine tracking is related to the SMTC periodicity of the target cell.
We are considering whether the DL synchronization time can be reduced in some cases. We noticed that CA is a considered scenario for Rel-18 L1/L2 mobility, when the UE with CA moves within an area, it is possible that the target serving cell is a previous source cell, see below figure. In this case, the UE has known the full DL timing information of the target serving cell. In this case, the DL synchronization latency can be reduced to close to 0 ms.
Figure 3: An example of mobility with CA.
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Proposal 7a: Avoid the DL synchronization time towards the target PCell in scenarios where the UE is already DL synchronized with the target PCell, e.g. when the target PCell is a current SCell.
Proposal 7b: Ask RAN1 and RAN4 on the scenarios in which the DL synchronization delay can be reduced.
2.3.6 UL synchronization
In the legacy NR L3 mobility, the UE obtains the TA towards the target cell and completes the UL synchronization via the RACH procedure. With CFRA in 4-step RACH or CBRA in 2-step RACH, the UE can complete the RACH procedure by two steps (Msg1+Msg2 or MsgA+MsgB), which is faster than CBRA in 4-step RACH (Msg1 to Msg4). However, even with the CFRA in 4-step RACH or CBRA in 2-step RACH, the UE has to wait for the available PRACH occasion, send the preamble and wait for the RAR. The time for the RACH procedure is around 10~20 ms.
“Timing Advance management” is one objective in Rel-18 L1/L2 mobility, as shown in the WID [1]. We understand the TA management here refers to TA management on the candidate/target cell, in order to avoid RACH during handover and reduce handover latency.
Proposal 8: Consider procedures/solutions to avoid RACH during R18 L1/L2 mobility, at least in case the UL TA towards the target cell is available before mobility.
In LTE, RACH-less solutions were studied and specified to reduce the interruption time during handover. Two cases were agreed: one is the TA of the target cell equals to 0, and the other one is the target cell has the same TA with the source cell. In Rel-18 L1/L2 mobility, we can also consider these two cases to avoid RACH. In addition, since “TA management” is in the scope and lead by RAN1, we expect RAN1 will work on the solution to obtain TA of the candidate/target cell, which can enable RACH-less handover.
Observation 7: LTE RACH-less solution or further enhancement based on the RAN1 solution to obtain TA of the candidate cells can be considered.
Proposal 9: Ask RAN1 to work on solutions to obtain the TA towards the candidate target cell before L1/L2 handover.
2.4 Applicable scenarios
As described in the WID [1], both intra-DU case and intra-CU inter-DU case are considered in Rel-18 L1/L2 mobility. For intra-DU case, the design of the overall handover procedure would be simpler since the involved network nodes are less. Though more network nodes are involved in intra-CU inter-DU case, the above latency reduction analysis in Section 2.3 can also apply, e.g., using L1 measurement report, sending L1/L2 handover command. RAN2 can try to design a general procedure which is applicable to both intra-DU and intra-CU inter-DU cases, which allows fast handover in a wider area.
Proposal 10: Rel-18 L1/L2 mobility focuses on both intra-DU and intra-CU inter-DU cases.
Non-CA (UE only has PCell) and CA cases are both in the scope of the WID [1]. Non-CA case is a basic handover scenario that we have to consider. In addition, we need to consider CA case mobility to enable fast handover while maintaining high throughput. Regarding CA case mobility, there can be different cases, e.g.
a)	the target PCell / a target SCell is not a current serving cell;
b)	the target PCell is a current SCell;
c)	a target SCell is the current PCell.
The above cases are all possible. When designing the L1/L2 mobility procedure, RAN2 should consider these cases.
Proposal 11: Rel-18 L1/L2 mobility focuses on both non-CA (PCell only) and CA scenarios (PCell and SCell). This includes the following cases: 
a) the target PCell/target SCell is not a current serving cell;
b) the target PCell is a current SCell
c) the target SCell is the current PCell.
Regarding NR-DC scenario, we can check if the procedures for CA mobility are applicable. This can be considered after we finish the design for CA mobility.
Proposal 12: The NR-DC scenario can be handled as lower priority in Rel-18 L1/L2 mobility (e.g. to be discussed after there is progress on other scenarios).
3. Conclusion
In this contribution, we have the following proposals:
Observation 1: L1 measurement reports can indicate that an additional PCI is better than the normal PCI far before any L3 measurement is even performed on the "neighbour cell" of this additional PCI.
Observation 2: The largely dominant component of latency is performing L3 measurements, as L3 measurements are not that frequent.
Observation 3: For intra-DU mobility, using L1 measurements introduced for ICBM to trigger mobility can divide the latency by a factor 2, as compared with using L3 measurements.
Observation 4: Around 10 ms latency can be saved if the UE Context Setup/Modification procedure for the target cell is completed in the pre-configuration phase.
Observation 5: In Rel-18 L1/L2 mobility, the UE Context Setup/Modification procedure for the target cell can be completed before handover decision.
Observation 6: The latency components during DL synchronization include time for cell search and time for fine tracking. Time for cell search can be saved if the target cell is a “known” cell and the time for fine tracking is related to the SMTC periodicity of the target cell.
Observation 7: LTE RACH-less solution or further enhancement based on the RAN1 solution to obtain TA of the candidate cells can be considered.
Latency modelling:
Proposal 1a: The starting point of the handover latency is the time instant when the neighbour cell is becoming better than the serving cell. The handover latency includes the delay between this time instant and the handover initiation.
Proposal 1b: The end point of the handover latency is the time instant when the network knows that the UE has accessed the target cell and is ready to process downlink assignment/uplink grants. 
Proposal 2: For the R18 latency model, the handover latency components include the UE measurement and report, the handover preparation/decision, handover command processing, UE processing, DL synchronization and UL synchronization (RACH).
Latency to reduce:
Proposal 3: Considering the latency due to L3 measurements/reports, L1 measurements/reports should be used for R18 L1/L2 mobility.
Proposal 4a: Ask RAN1 and RAN4 to support L1 measurements for inter-frequency cells for the R18 L1/L2 mobility purpose.
Proposal 4b: Ask RAN1 and RAN3 to support L1 measurements for inter-DU cells, in addition to the intra-DU cells, for the R18 L1/L2 mobility purpose.
Proposal 5: Support the execution of multiple subsequent L1/L2 handovers without the need for an RRC reconfiguration, e.g. to reduce the latency during handover preparation and HO command processing for the subsequent mobility scenario (UE moving fast or moving back and forth).
Proposal 6: RAN2 assume that the Rel-18 L1/L2 mobility procedure does not change the security key (i.e. it can only be done via RRC signalling).
Proposal 7a: Avoid the DL synchronization time towards the target PCell in scenarios where the UE is already DL synchronized with the target PCell, e.g. when the target PCell is a current SCell.
Proposal 7b: Ask RAN1 and RAN4 on the scenarios in which the DL synchronization delay can be reduced.
Proposal 8: Consider procedures/solutions to avoid RACH during R18 L1/L2 mobility, at least in case the UL TA towards the target cell is available before mobility.
Proposal 9: Ask RAN1 to work on solutions to obtain the TA towards the candidate target cell before L1/L2 handover.
Applicable scenarios:
Proposal 10: Rel-18 L1/L2 mobility focuses on both intra-DU and intra-CU inter-DU cases.
Proposal 11: Rel-18 L1/L2 mobility focuses on both non-CA (PCell only) and CA scenarios (PCell and SCell). This includes the following cases: 
a) the target PCell/target SCell is not a current serving cell;
b) the target PCell is a current SCell
c) the target SCell is the current PCell.
Proposal 12: The NR-DC scenario can be handled as lower priority in Rel-18 L1/L2 mobility (e.g. to be discussed after there is progress on other scenarios).
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