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1   Introduction

This is a summary document, containing the overview of perceived impacts of remaining Rel-16 IAB work on the MAC specification, as captured in the companies’ submissions to this Agenda Item [1] – [6] and/or indicated during the pre-meeting email discussion “[Pre110-e][IAB] Summary of IAB User Plane open issues and corrections (AI 6.1.4)”. In addition, the IAB MAC rapporteur has submitted an open issues document [7] to this meeting, and there is considerable overlap between issues identified in [7] and individual companies’ submissions.

In the present document, there is a main section for each of the key areas, with some sections containing sub-sections. Each section or sub-section contains proposals drawn up by the rapporteur based on relevant submissions (taking into account guidance from the Chair on aiming for consensus) and/or discussion points where input from individual companies is expected. The revised proposals (based on companies’ input) are then given in the Conclusions section, for RAN2’s attention.

2   Remaining issues concerning SR triggered by Pre-emptive BSR

2.1   Cancellation of SR triggered by Pre-emptive BSR

As a reminder, at RAN2#109Bis-e, the following agreements were made:

· Apart from the already agreed cancellation condition (that Pre-emptive BSR shall be cancelled when a MAC PDU that contains the pre-emptive BSR MAC CE is sent), RAN2 will not standardize any additional Pre-emptive BSR cancellation conditions in Rel-16.

· Implementation-specific cancellation conditions for Pre-emptive BSR are not precluded.
· SR triggered by (the impossibility to send) Pre-emptive BSR shall be cancelled if a MAC PDU containing the relevant Pre-emptive BSR MAC CE is sent.

In [1] it is proposed to look at Pre-emptive BSR related SR cancellation further. More specifically, [1] notes that Pre-emptive BSR may be cancelled by implementation, and proposes that RAN2 should mandate that SR linked to such cancelled Pre-emptive BSR should also be cancelled. The rapporteur however does not see an immediate need for this – we do not preclude implementation-specific cancellation for SR triggered by Pre-emptive BSR, and therefore it stands to reason that any such SR may also be cancelled by implementation – but the need to mandate this (as proposed in [1]) is unclear. Perhaps it is nonetheless worth capturing the following (e.g. in meeting notes):

Proposal 1: Implementation-specific cancellation conditions for SR triggered by Pre-emptive BSR are not precluded.
	Company
	Comments on Proposal 1

	Nokia, Nokia Shanghai Bell
	Agree.

	Ericsson
	Given that a large part of the pre-emptive BSR is implementation-specific, we see no reason to preclude the cancellation of the SR triggered by pre-emptive BSR either. So, we agree with the proposal.

	LG
	Agree with the proposal and this can be captured in chairman’s note as suggested by rapporteur.

	Huawei
	Agree. No need of capture something in the spec. Chair notes should be sufficient to clarify.

	QC
	Agree. Some reasons as provided by other companies.

	Intel
	Agree. The triggered SR and the cancellation are not externally observable anyway.

	ZTE
	Agree

	CATT
	Agree and also think chair notes should be sufficient to capture it.

	Apple
	Agree. We can use the chair notes as is and no changes to the spec are needed here. 

	Futurewei
	Agree


[1] additionally claims that it is “meaningless” to transmit two separate SRs to the parent IAB-DU, and that therefore RAN2 should agree that, when two coexisting pending SRs are triggered by regular and Pre-emptive BSRs respectively, one of the pending SRs is cancelled, i.e. only one of the two is transmitted.

The rapporteur has a different understanding of multiple pending SRs. Forgetting about the Pre-emptive BSR for the moment, regular BSR procedure can also result in multiple pending SRs. We normally allow transmission of all of the pending SRs since they may be linked to different LCHs and therefore different SR configurations, meaning that UL resources may be allocated more rapidly if all the pending SRs are kept “alive”. It is unclear why the Pre-emptive BSR changes this, and therefore the rapporteur’s proposal is not to pursue this solution proposed in [1] – although naturally if there is support in RAN2 to discuss this further, we can do this in the upcoming meeting.

	Company
	Any comments on issues above

	Nokia, Nokia Shanghai Bell
	Agree with the rapporteur.

	Ericsson
	We do not see any issue here. Legacy SR/BSR operation should be independent of the pre-emptive BSR and SR operation. We do not want to start creating unnecessary dependencies between them. Thus, we agree with the rapporteur proposal.

	LG
	We don’t want to mix up SR triggered by regular BSR and SR triggered by Pre-emptive BSR. The reasonable way is to follow same principle as for BSR operation, i.e., there is no correlation between Pre-emptive BSR and regular BSR and these are handled independently. So, this optimization should not be pursued.

	Huawei
	No harm to send multiple SRs.

	QC
	Agree with rapporteur

	Intel
	Agree. Follow same the same principle as without pre-emptive BSR.

	ZTE
	Agree with rapporteur

	CATT
	Agree with rapporteur.

	Apple
	Agree to rapporteur’s comments.

	Futurewei
	Agree with rapporteur


2.2   Associating a LCH with SR configuration used by SR triggered by Pre-emptive BSR

In [2] it is noted that it is possible that a LCH need not be associated with an SR configuration, which is indeed the correct interpretation according to rapporteur’s understanding. [2] believes however that this poses a problem according to the following reasoning outlined in [2]:

1. We agreed that any SR configuration may be used for an SR triggered by Pre-emptive BSR;

2. It is possible that this SR configuration is not associated with any LCH;

3. SR configuration for SR triggered by Pre-emptive BSR should however be associated with at least one LCH, ideally those where we expect data to arrive.

The rapporteur has a different understanding from the one outlined above. Step 1 is correct, based on Rel-16 IAB work. Step 2 however needs some closer examination. A single SR configuration may be linked to multiple LCHs. One single LCH may on the other hand only be linked to zero or one SR configurations. But the specs do not give an example of an SR configuration not associated with any LCHs – although the specs do not preclude this scenario.

Regarding Step 3, when it comes to Pre-emptive BSR, we do not have LCH-level information; all we have is info on how much data is expected per LCG of the child IAB-MT. Therefore choosing any SR configuration still makes sense. If this SR configuration is not linked to any LCH, it can still be used to send SR, which is all we are interested in. In a nutshell, with Pre-emptive BSR, we do not link it to an SR configuration via a LCH (like we do for regular BSR) – the link is instead made directly and by implementation. Therefore the rapporteur’s proposal is not to pursue this issue further – although naturally if there is support in RAN2 to discuss this further, we can do this in the upcoming meeting.

	Company
	Any comments on issues above

	Nokia, Nokia Shanghai Bell
	Agree with the rapporteur.

	Ericsson
	We understand that the issue raised in [2] is an expected consequence of a certain implementation and configuration. Thus, this can be solved with proper implementation and configuration. Nothing needs to be specified. Thus, we agree with the rapporteur’s proposal.

	LG
	We think that the current agreement, i.e., “Associating a LCH with pre-emptive BSR is left to implementation” is sufficient and the smart IAB node implementation may choose SR configuration associating at least one LCH. So, the proposed restriction for SR configuration is not needed. 

	Huawei
	Agree with the rapporteur. Implementation can select the proper SR configuration.

	QC
	Rapporteur’s reasoning makes sense. 

	Intel
	Agree; nothing further is needs to be specified.

	ZTE
	Agree with rapporteur

	CATT
	Agree with rapporteur.

	Apple
	Agree with rapporteur

	Futurewei
	Agree with rapporteur


3   Guard Symbols MAC CE

As a reminder, a reply LS is expected from RAN1, in response to an LS sent by RAN2 at the previous meeting (RAN2#109Bis-e) and asking the following from RAN1:
RAN2 would very much appreciate it if RAN1 could inform RAN2 at their earliest convenience whether there is a requirement that Number of Guard Symbols should be applied to a specific cell, or if the Number of Guard Symbols applies across all the cells in the cell group.

Rapporteur’s understanding is that we should now wait for the reply LS. However, in [3] it is proposed that:

1. The number of desired/provided guard symbols should be indicated per specific cell. 

2. The cell information should be explicitly included in the guard symbol MAC CE.

Given that proposal under 1 above has been deferred to RAN1, the rapporteur feels that we should indeed wait for the reply LS. Proposal under 2 above can then (and only then) be revisited. Therefore rapporteur’s proposal is for RAN2 to do no further work on this issue until the reply LS from RAN1 is received.
Proposal 2: RAN2 to wait for reply LS from RAN1 on the issue of the remit and applicability of the Number of Guard Symbols MAC CE, before taking further action (if any action is required).

	Company
	Comments on Proposal 2

	Nokia, Nokia Shanghai Bell
	Agree.

	Ericsson
	Agree

	LG
	Agree with the proposal.

	Huawei
	Fine to wait. We copy the latest R1 agreement below just for information. 

Agreement 
Confirm to RAN2 that the Number of Guard Symbols can be indicated for a specific serving cell of an IAB-MT.
Additionally inform RAN2 of the following:
From a RAN1 perspective, the Guard Symbols MAC CE should support that the Number of Guard Symbols can be indicated for a specific serving cell of an IAB-MT. RAN1 also acknowledges that while in certain scenarios the Number of Guard Symbols could be the same for all the serving cells in the cell group, this condition is not a requirement.
The LS is endorsed in R1-2004784

	QC
	This is the last meeting and we want to finish up. RAN1 has spoken, and we know what to do. So, let’s go ahead and do it! 

	Intel
	Given the agreement (and agreed LS) it should be possible to proceed. 

	ZTE
	It is suggested to re-design guard symbol MAC CE with cell specific guard symbol number indication based on RAN1’s latest agreements and LS. 

	CATT
	Since RAN1 already have the agreements on the Number of Guard Symbols , which can be indicated for a specific serving cell of an IAB-MT, we need to follow and further discuss the design of guard symbol MAC CE.

	Apple
	Agree with proposal. 

	Futurewei
	We should follow RAN1’s agreement


4   LCID space issues

As explained in [7], at the RAN2#109Bis-e meeting in April, it was discussed whether to keep the reserved values in the 2-octet, IAB-specific eLCID space. This depends on two key issues:

· Whether the remaining number of eLCID values is big enough to address all individual BH RLC channels in the case of 1:1 mapping across the network; and

· Whether there is a need for reserved values.

Due to a decision previously made in RAN3 to use 14 bits to address the BH RLC channels, which is at variance with RAN2 decision to use 16 bits, the following was captured in RAN2#109Bis-e Chair’s notes:

- 
CHAIR: OK, we wait for R3 to rediscuss then, if there was no reason to change the earlier decided 16bits should be applied. Come bck later. 

In [4] it is proposed that the reserved LCID values for 2-octet, IAB-specific LCID extension are removed and used for extended logical channel IDs. [4] points out that RAN3 reverted to the old agreement (aligning themselves with RAN2 and confirming that the maximum number of BH RLC channels is 216). Additionally, [4] points out that the newly agreed one-byte LCID space extension can provide any special-purpose LCID values needed in the future. However, during the pre-meeting email discussion, opinion was voiced that we are allowed to use 32 legacy LCID values to identify BH RLC channels. This means we could keep the last 32 values of the 2-octet eLCID space as reserved, because even if those LCID values are changed to be BH LCH IDs, they may not be used for that purpose since there would be no need.

Therefore we have the following 3 options:

· Option 1: keep reserved values space as-is, i.e. keep all 128 reserved values;

· Option 2: keep 32 reserved values and reassign the remaining (128-32) to BH RLC channel ID space;

· Option 3: remove all reserved values and reassign all 128 values to BH RLC channel ID space.

	Company
	Indicate your preference (Option 1, 2 or 3)

	Nokia, Nokia Shanghai Bell
	Option 3. Although the legacy 32 LCIDs can also be used for BH RLC channels, we don’t want to preclude an option for using only the eLCID values for BH RLC channels.

	Ericsson
	Option 3. 

The only reason to have a 2-byte LCID length is to support 1-to-1 mapping. The reserved values were introduced just in case some unspecified need in the future. That could be MAC CEs. Since there is a general solution for MAC CEs, there is no reason to have reserved values. If we have reserved values, then we should discuss the range of it. Current suggested values are arbitrary and have no specific grounds. Any range value between 1 and 65.000 is equally good.

	LG
	We prefer option 3, but if majority wants option 2, we are also ok with option 2. 

	Huawei
	Option 2. 

Based on the R3 agreements, only 65536 values can be used for BH RLC and then correspondingly only 65536 values of LCID can be used for BH RLC. So, the 32 legacy LCID values and (65536-32) extended LCID values should be enough for the total 65536 BH RLC.

Even if CU wants to only use the extend LCID, (65536-32) should be more than enough in the realistic deployment. 

We are also fine to go with the majority view of option 3, if that is the case.

	QC
	We go with the majority view! 

	Intel
	Option 3

	ZTE
	Option 3

	CATT
	Option 3

	Apple
	We are ok with option 2 or 3 depending on whichever is a majority.

	Futurewei
	We are also fine to go with the majority view


5   Editorial issues

[5] makes the following observations:

1. That in section 6.1.3.1, we list Pre-emptive BSR MAC CE under the general umbrella of BSR MAC CEs; and

2. That in ibid. the description of the Buffer Size for the Pre-emptive BSR MAC CE could be enhanced (plus several smaller editorial changes).

The rapporteur tends to agree with item 1 above, and partly with item 2, and proposes that these are discussed as part of the offline discussions on next revision of running MAC CR.

[6] makes further observations to do with correcting perceived omissions, including the lack of mention of AI-RNTI in the MAC spec, the need to decide whether to clarify the prioritizing the IAB-specific RACH configuration in MAC or RRC specifications, and some miscellaneous editorial issues. Again, the rapporteur finds most of these suggestions are sensible, and that they can be further discussed as part of the during-the-meeting running MAC CR discussions.

Proposal 3: Issues raised in [5] and [6] can be discussed as part of the offline discussions during the meeting on next revision of running MAC CR.

As explained, discussion on specific issues raised in [5] and [6], plus any other related issues, will be done as part of the CR revision. Nevertheless companies can already share their views on issues touched upon in [5], [6] or raise any related issues of their own:

	Company
	Any comments on issues above

	Nokia, Nokia Shanghai Bell
	Agree with the proposal.

	Ericsson
	We agree that this type of proposal can be captured in the next CR prepared by the rapporteur. 

With regards [5], the first two changes are ok. However, we do not think we need a full new paragraph (third change).

Regarding [6], a note (P2) is not the appropriate mechanism to introduce requirements. Drafting guidelines outline that a note is informative and should not include requirements.

	LG
	For [5], we can discuss first two changes, i.e., “Pre-emptive BSR MAC CE consists of:” and “and Pre-emptive BSR format,”, but the last change may not be needed because the current wording is sufficient, i.e., “Pre-emptive BSR is identical to the Long BSR format.”

For IAB specific IAB RACH configuration in [6], if needed, we prefer RRC specification to clarify this. 

	Huawei
	Agree with the proposal. We can discuss this during the CR review.

For the clarification of IAB RACH, we are fine to clarify it either in MAC or RRC.

	Intel
	Agree

	ZTE
	Agree

	CATT
	Agree

	Apple
	Agree.

	Futurewei
	Agree with the proposal


With regards to Tdelta, the following is what we currently have in the endorsed running MAC CR (R2-2004126):

5.18.x
Timing offset adjustment for IAB

For IAB operation, in order to achieve time-domain synchronization across multiple backhaul hops, a timing adjustment Tdelta may be provided to an IAB-MT from its parent IAB-DU. This parameter is applicable only to IAB nodes. The Timing Delta MAC CE carries Tdelta, mapped to an index value Tdelta.

Upon reception of a Timing Delta MAC CE the MAC entity shall:

1> indicate to lower layers the index value of Tdelta.

During the pre-meeting email discussion, one company has raised a concern about the text immediately above. More specifically, this was the concern (word for word): “What does the MT’s lower layer (PHY) do with this? Tdelta is used by the DU to set its transmit time. So I think this would need to be conveyed to the DU somehow.” 
In rapporteur’s understanding, the concern is valid. The value of Tdelta should in fact be passed on from the IAB-MT receiving the Timing Delta MAC CE to the collocated IAB-DU. It would be unusual to say this explicitly in the specs since we do not specify the internal workings of an IAB node. The rapporteur therefore proposes the following:

Proposal 4: The following changes should be made to the section on Timing offset adjustment for IAB:

5.18.x
Timing offset adjustment for IAB

For IAB operation, in order to achieve time-domain synchronization across multiple backhaul hops, a timing adjustment Tdelta may be provided to an IAB node by its parent node. This parameter is applicable only to IAB nodes. The Timing Delta MAC CE carries Tdelta, mapped to an index value Tdelta.


1> 
	Company
	Comments on Proposal 4

	Nokia, Nokia Shanghai Bell
	Then we would not have the procedural description for the MAC CE upon receiving it which was anyway the intention of the current 5.18.x paragraph. Hence, we would propose to keep the procedural part and modify it, e.g.,:

Upon reception of a Timing Delta MAC CE the IAB node shall:

1> apply the index value of Tdelta as specified in TS 38.213 [6].

	Ericsson
	Agree.

	LG
	Agree with the concern for this change, but, with this update, this section specifies no MAC behavior and may not give important information. We think that it may have no problem to understand Timing offset adjustment without this section. So, in our view, removing section “5.18.x Timing offset adjustment for IAB” and adding a NOTE in section “6.1.3.21 Timing Delta MAC CE” to specify the above updated description should be considered.

	Huawei
	Based on the comments above, it seems we’d better to not delete “Upon reception….”

For IAB operation, in order to achieve time-domain synchronization across multiple backhaul hops, a timing adjustment Tdelta may be provided to an IAB node by its parent node. This parameter is applicable only to IAB nodes. The Timing Delta MAC CE carries Tdelta, mapped to an index value Tdelta.

Upon reception of a Timing Delta MAC CE the MAC entity shall:

1> indicate to lower layers the index value of Tdelta.


	Intel
	Agree with the concern (we brought it up 😊). We think the modification proposed by Nokia makes sense.

	ZTE
	Agree with Nokia’s modification.

	CATT
	Agree with Nokia’s modification.

	Apple
	Agree with the modified wording from Nokia. 

	Futurewei
	We are Ok to go either with the text revisions proposed by Nokia or those proposed by Huawei


6   Conclusions

…
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