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Introduction

This is a summary document, containing the overview of perceived impacts of remaining Rel-16 IAB work on the MAC specification (and other User Plane aspects – although the vast majority of the remaining issues is to do with the MAC layer), as captured in the companies’ submissions to this Agenda Item. Key areas of perceived impact are:

Finalizing Pre-emptive BSR;

Guard Symbols MAC CE(s) interpretation and remit;

Newly agreed eLCID (one-byte extension) space and its use for IAB-specific MAC CEs;

Miscellaneous issues (issues not easy to categorize and/or where there was only one submission per issue, but which are nevertheless captured in the summary).

The main identified issues match well the open issues document (please see R2-2002690) submitted to this meeting. In the present document, there is a main section for each of the above key areas, with some sections containing sub-sections. Each section or sub-section contains proposals drawn up by the rapporteur based on relevant submissions, and taking into account guidance from the Chair on aiming for consensus. The proposals are then repeated again in the Conclusions section, for RAN2’s attention.

Pre-emptive BSR 

Cancellation of SR triggered by Pre-emptive BSR

In the latest version of the NR MAC spec (TS38.321v16.0.0), no distinction is made between cancellation procedures for SRs triggered by Pre-emptive BSR and BSRs other than Pre-emptive BSRs. This is the relevant text from the spec (Section 5.4.4):

‘Except for SCell beam failure recovery, all pending SR(s) for BSR triggered according to the BSR procedure (clause 5.4.5) prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly. Except for SCell beam failure recovery, all pending SR(s) for BSR triggered according to the BSR procedure (clause 5.4.5) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission. Pending SR triggered prior to the MAC PDU assembly for beam failure recovery of an SCell shall be cancelled when the MAC PDU is transmitted and this PDU includes an SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of that SCell. If all the SR(s) triggered for SCell beam failure recovery are cancelled the MAC entity shall stop sr-ProhibitTimer of corresponding SR configuration.’

The rapporteur would like to make the following observations:

There are two conditions for cancelling the SR:

When the relevant BSR MAC CE is included in the transmitted MAC PDU; or

When the UL grant can accommodate all pending data.

The condition a) also works for Pre-emptive BSR (although, as pointed out in [1] and [2], a clarification is needed to the underlined text, since Pre-emptive BSR does not use a Long or Short BSR MAC CE (it uses its own format, which admittedly is identical to Long BSR).

The condition b) however is in rapporteur’s opinion a bigger problem (not raised in [1] but raised in [2]). If we make no changes, then the SR triggered by Pre-emptive BSR would be cancelled when the UL grant(s) can accommodate all pending data available for transmission. And we may not want that – what we would ideally like (in rapporteur’s understanding) is to make sure the Pre-emptive BSR is in fact transmitted in that case, since it is not linked to the currently pending data for transmission.

The rapporteur therefore proposes the following:

SR triggered by (the impossibility to send) Pre-emptive BSR is only cancelled if a MAC PDU containing the relevant Pre-emptive BSR MAC CE is sent.

	Company
	Comments

	Huawei, Hisilicon
	Fine with the proposal. 

	Ericsson
	This is ok and aligns with what we indicated in the previous meetings that legacy BSR/SR procedures should not be affected by the pre-emptive BSR and vice versa.

	Futurewei
	We propose to modify Proposal 1 slightly in light of the discussion of Proposals 3-5 below. Please see the proposed revision above.

	Lenovo
	Fine with the proposal.

	ZTE
	We agree with the proposal.


RAN2 to agree the following change to the MAC spec:

Except for SCell beam failure recovery, all pending SR(s) for BSR other than Pre-emptive BSR triggered according to the BSR procedure (clause 5.4.5) prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly. All pending SR(s) for Pre-emptive BSR triggered according to the BSR procedure (clause 5.4.5) prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and this PDU includes a Pre-emptive BSR MAC CE which contains expected change in buffer status up to (and including) the last event that triggered a Pre-emptive BSR (see clause 5.4.5) prior to the MAC PDU assembly. Except for SCell beam failure recovery, all pending SR(s) for BSR other than Pre-emptive BSR triggered according to the BSR procedure (clause 5.4.5) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission. Pending SR triggered prior to the MAC PDU assembly for beam failure recovery of an SCell shall be cancelled when the MAC PDU is transmitted and this PDU includes an SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of that SCell. If all the SR(s) triggered for SCell beam failure recovery are cancelled the MAC entity shall stop sr-ProhibitTimer of corresponding SR configuration.

	Company
	Comments

	Huawei, Hisilicon
	First, it is still our preference to not model Pre-emptive BSR as one kind of legacy BSR, given that they are actually two different MAC CEs although happen to share a same format.

Otherwise, the text proposal looks good to us. 

	Ericsson
	Okay. However, we prefer the approach taken by Huawei to separate the legacy BSR and pre-emptive BSR sections.

	Futurewei
	In light of the discussion of Proposals 3-5 below, we should add some text for cancellation of SR if pre-BSR is itself cancelled (e.g. per Proposal 5 below). Please see the proposed revision above 

	Lenovo
	Fine with the change.

	ZTE
	We are fine with the proposal.


Cancellation of Pre-emptive BSR 

At RAN2#109-e, the following was agreed:

Pre-emptive BSR shall be cancelled when a MAC PDU that contains the pre-emptive BSR MAC CE is sent. FFS other cancellation conditions, e.g. implementation specific. 

In [3] it is proposed that we should consider leaving the cancellation of Pre-emptive BSR to implementation. The reasoning behind this is that “we left the triggering of Pre-emptive BSR largely up to implementation. Therefore, we believe that the IAB node should similarly have the flexibility to cancel a Pre-emptive BSR based on IAB node implementation” [3].

The rapporteur would like to share his understanding on the triggering conditions, which are in his understanding not left “largely up to implementation” as claimed in [3]:

Whether Pre-emptive BSR is used or not is configurable;

If it is used, then there are only two triggering conditions as specified in TS38.321v16.0.0;

In other words, if an IAB node is configured to report Pre-emptive BSR, the triggering conditions are not left to implementation.

It was further rapporteur’s understanding that – while whether to use Pre-emptive BSR is configurable – if we do use it, we do need to send it (once triggered). Therefore the rapporteur proposes first of all for RAN2 to confirm this understanding:

RAN2 to confirm that a Pre-emptive BSR – if configured, and once triggered (according to two triggering conditions as specified in TS38.321v16.0.0) – shall be sent.

	Company
	Comments

	Huawei, Hisilicon
	According to the agreed wording in MAC specification:

If configured, Pre-emptive BSR may be triggered for the specific case of an IAB-MT if any of the following events occur:

-
UL grant is provided to child IAB node or UE;
-
BSR is received from child IAB node or UE.
Our understanding is that “may” in this sentence means that whether to trigger a Pre-emptive BSR in case of one of the conditions is up to IAB node’s implementation. It basically means that this behaviour is not to be tested. In this sense, our understanding is that it is also ok to allow an IAB node to first trigger a Pre-emptive BSR and cancel it by implementation when some event (e.g. the event in Proposal 5) happens 

	Ericsson
	RAN2 agreed that the IAB may trigger the pre-emptive in two situations, which are already captured in the specs. Capturing this proposal in the specs gives the necessary room for the IAB node to adapt the triggering and transmission of the BSR to the concrete situations in which it may be useful. RAN2 has not done any analysis about the benefits of the pre-emptive BSR; hence, in our understanding, mandating behaviors that might or might not bring any benefit is unjustifiable.

Currently, it is impossible to know if the MT triggered the pre-emptive BSR or not (may only indicate the possibility of doing) and, thus, specifying that it shall be sent if the trigger does not add any added value. 

Thus, we disagree with this proposal.



	Futurewei
	Our understanding is similar to that expressed by Huawei above. We have agreed what event(s) may trigger a pre-emptive BSR, but we have not agreed that a pre-emptive BSR must be sent if one of these two events occurs, but rather we have left the details to implementation.

Also, please see comments to proposal 5 below.

	Lenovo
	We prefer to align with the agreement, namely ‘may’ to be used.

	ZTE
	We disagree with this proposal. Before the previously triggered pre-emptive is sent, IAB node may receive the latest BSR from child IAB node which triggers a new pre-emptive BSR. In this case, it is not necessary to send the old pre-emptive BSR since new pre-emptive BSR is a long BSR which could be used to indicate the latest expected buffer status. Based on this observation, we think it is not reasonable to enforce the transmission of all the triggered pre-emptive BSR. 


If this is indeed the current understanding and intention, then the cancellation should in rapporteur’s view (as well as according to views explicitly expressed in [6]) also be governed by the specs:

RAN2 will not allow implementation-specific cancellation conditions of Pre-emptive BSR in Rel-16.

Otherwise, we would face (at least) two issues:

Extending this (implementation-based) flexibility to SR cancellation, which defeats the purpose of agreeing to find a normative solution for scheduling latency reduction in the first place, and requires further discussion; and

Failing to ensure consistency in multi-vendor environments.

	Company
	Comments

	Huawei, Hisilicon
	As clarified above, our understanding is that it is also ok to allow an IAB node to first trigger a Pre-emptive BSR according to the conditions specified and then cancel it by implementation when some event (e.g. the event in Proposal 5) happens.

	Ericsson
	As stated by other companies, a large part of the pre-emptive BSR is left to the implementation. Leaving cancellation up to implementation will not make this feature more or less consistent in multi-vendor environments. 

3GPP cannot prevent implementation-specific solutions. 3GPP specifies what the node shall/should/may do, but not a list of all the things it should not do. 

We see no reason to limit now the pre-emptive BSR implementations since this allows to better adapt this functionality to achieve the best performance. 

Thus, we disagree with this proposal.

	Futurewei
	It is completely logical that if the IAB node cancels a pending Pre-emptive BSR, then it should also cancel any associated SR (since the Pre-emptive BSR has been cancelled and will no longer be transmitted). We don’t see this as presenting any great difficulty for the specification. Please see revision to proposal 2 above.

	Lenovo
	After Pre-BSR is triggered, it is network implementation to cancel it based on the proposal 5.

	ZTE
	We disagree with this proposal. We agree with Ericsson that many aspects of pre-emptive BSR is based on implementation. It is not necessary to explicitly prohibit the implementation-specific cancellation.


In [4], a different direction is taken – trying to add additional normative conditions for Pre-emptive BSR cancellation. More specifically, [4] proposes that Pre-emptive BSR can be cancelled when all or high priority expected data has been received after Pre-emptive BSR triggering. ‘High priority’ data would need to be defined and agreed by RAN2 and this would take up considerable time and is in rapporteur’s view not essential – rapporteur views this as optimization. However, cancelling Pre-emptive BSR when all data that Pre-emptive BSR refers to is received (and Pre-emptive BSR is yet to be sent) does appear to make sense and the rapporteur would like to put it forward for RAN2 consideration:

RAN2 to discuss whether we should cancel a Pre-emptive BSR which has not yet been sent if all data this Pre-emptive BSR refers to is received by the node where the Pre-emptive BSR is triggered.

	Company
	Comments

	Huawei, Hisilicon
	As clarified above, we think it makes more sense to allow implementation to cancel the triggered Pre-emptive BSR. No additional normative text is needed.

	Ericsson
	Considering our comment for proposal 4, this type of behavior can be left to implementation if by doing this there is a better performance for a given network.

	Futurewei
	Indeed, the scenario identified in [4] is precisely the kind of possibility we had anticipated for cancelling a pre-BSR that has been triggered, but not yet sent.

In the e-mail discussion of the last e-meeting, we also discussed another variation of this scenario. It is possible that not all of the anticipated data volume to be reported by the pre-emptive BSR has arrived at the IAB node, but perhaps only part of this data has arrived at the IAB node. This might occur for example, if the IAB node had provided an uplink grant to its child before the transmission of the pre-emptive BSR towards its parent, but this uplink grant was not large enough to accommodate all of the data volume reported in the earlier BSR from its child node.

As explained in [4] the newly arrived data most likely would trigger the generation of a regular BSR towards the parent node. Hence, the data volume that would be reported by this regular BSR need not also be reported using a pre-emptive BSR. In this case, a reasonable implementation may be to cancel the pending pre-emptive BSR, and generate a new pre-emptive BSR to report only the difference between the data volume reported by the child node’s earlier BSR, and the volume of data already received (and to be reported to the parent using a regular BSR).

Seeing that there are many different scenarios that might be encountered which could warrant cancelling a pending pre-BSR, it seems prudent not to try to capture these exhaustively in the specification. Hence, our proposal to leave such cancellations to IAB node implementation.

	Lenovo
	As our comments for Q4, the proposal5 can be left for the implementation.

	ZTE
	It is suggested to leave it to implementation. No more cancellation conditions need to be discussed.


Editorial clarifications: whether to separate out Pre-emptive BSR into a separate section

For the moment, Pre-emptive BSR procedure is explained in the same section as “legacy” BSR (Section 5.4.5). Great care has been taken to make it clear which procedures and parameters apply only to Pre-emptive BSR. However, [5] proposes that Pre-emptive BSR should be captured in a separate section. This was already proposed at RAN2#109-e, but the proposal was rejected by RAN2.

While the rapporteur agrees with many of the observations made in [5], in reality the BSR section as it is right now (incorporating Pre-emptive BSR) is unambiguous and it is clear that Pre-emptive BSR only applies to IAB-MT, and which procedures and parameters apply only to Pre-emptive BSR. It is also unclear what is referred to exactly in [5] when the following is observed: “Separated section for pre-emptive BSR will minimize the impacts to legacy BSR procedure.” There has been no impact so far to the actual legacy BSR procedure itself. Perhaps what was meant is that editing becomes easier and disentangled.

Nevertheless it is perhaps worth discussing this again, just so it can be confirmed (or not, as the case may be):

RAN2 to confirm the current approach to capturing Pre-emptive BSR procedure as part of Section 5.4.5 on “legacy” BSR.

	Company
	Comments

	Huawei, Hisilicon
	First, we would like to clarify that it is not like a proposal which can be called “rejected” in the last meeting. We have indeed proposed this idea in the last meeting, but which was also supported by some companies. In the last meeting as we also commented in our comments at that time, due to the limited time to polish the CR at the end of the meeting, we accepted the CR as it was to make it agreed timely, as the general guidance in the last meeting was that the agreed CR does not need to be perfect.

The reason we propose it in this meeting is that we really think it makes a lot of sense to make the Pre-emptive BSR separate from the legacy BSR. As we clarified above, although they are sharing a common MAC CE format, Pre-emptive and legacy BSR are actually two separate MAC CEs, and their triggering/cancellation are basically independent. Making Pre-emptive BSR a part of legacy BSR would create some unnecessary linkage between the legacy BSR and the IAB specific Pre-emptive BSR, and makes it difficult to maintain the procedure of both kinds of MAC CEs. That was also why when we previously introduced “sidelink BSR” in LTE, we didn’t consider “sidelink BSR” a kind of legacy BSR and agreed to maintain them separately (this style has also been inherited in NR sidelink now).

Note that now is only the second release of NR, and we may have a lot of chances to revise legacy BSR procedure in future. It is really unnecessary to make other non-IAB people learn what is Pre-emptive BSR when revising the legacy BSR part.

	Ericsson
	We sympathize with the approach suggested by Huawei. A different section will make sure that nothing related to the legacy procedures is affected by the new pre-emptive BSR. Thus, we support the proposal from Huawei and we do not support this proposal.

	Futurewei
	We basically agree with the views expressed by Huawei in their above. Capturing Pre-emptive BSR in a separate section would help the clarity of the specification. Going forward, if additional changes are introduced to either the BSR or Pre-emptive BSR procedures, having these in separate sections would greatly facilitate and ease such revisions, without having to always analyze and carve out exceptions for these different MAC CEs.

	Lenovo
	Slightly prefer separate section. It could be clear.

	ZTE
	We also see some benefits of capturing the pre-emptive BSR relevant description in a separate section. 


Guard Symbols MAC CE

As a reminder, at the RAN2#109-e meeting in February, the following was agreed:

RAN2 will design one single fixed-length Guard Symbols MAC CE, containing values (or indices mapped thereto) of all 8 parameters introduced by RAN1.

It was additionally agreed that the cell information should not be signalled explicitly, as captured in the following Editor’s Note to TS38.321v16.0.0:

Editors Note: The cell information is not signalled explicitly i.e. it is not included in the Guard Symbol MAC CE. It is FFS whether the information received in the Guard Symbol MAC CE applies only to the cell on which it is received, or to the entire cell group (if configured).
All the submissions to the present meeting treating the Guard Symbols MAC CE(s) focus on the yellow-highlighted issue immediately above. In summary, 3 options are proposed:

Guard Symbol MAC CE applies to all the cells within the cell group: supported by 4 companies [7], [9], [11]

Guard Symbol MAC CE applies only to the cell on which it is received: supported by 2 companies ([8], plus support for this option raised by Qualcomm in the pre-meeting email discussion)

Revert existing agreement and explicitly include cell information needs in the Guard Symbols MAC CE: supported by 1 company [10]

Proponents of having an option to indicate different values of parameters for different cells within a cell group (Options 2 and 3 above) believe that the RAN1 agreement calls for this approach (something that is refuted by proponents of Option 1), and that different propagation delays for cells within a cell group mean that we need a per-cell granularity for the parameters in the Guard Symbols MAC CE(s) (this issue is considered to be negligible by proponents of Option 1). 

An additional issue has been raised in the run-up to the meeting (RAN2 email discussion [Pre109bis-e][IAB] Summary of 6.1.4 (IAB User Plane open issues and corrections)) concerning cell-specific duplexing constraints. More specifically, a claim has been made that some cells of the MT CG may actually be able to transmit/receive during the guard symbols period if they have large enough frequency spacing to the collocated DU cells, while others cannot since they have comparatively small frequency spacing to the collocated DU cells. The argument is therefore that guard symbols should be specified per each cell within a cell group. 

In rapporteur’s understanding, the need for guard symbols comes from the discrepancy between UL RX timing and DL TX timing within the IAB-DU. So, if cells within a cell group are controlled by one DU, the issues of cell-specific duplexing constraints raised above should not apply.

And finally, on top of this, the company that wishes to explicitly indicate the cell information in the Guard Symbols MAC CE (thereby reverting the existing agreement, as in Option 3) claims that this is required for cross-carrier scheduling [10].

Given the existing agreement that the cell information should not be signalled explicitly (and that only one company wishes to revert this agreement), and the numbers which speak in favour of Option 1, the rapporteur of the discussion proposes the following:

The information contained in the Guard Symbol MAC CE applies to the entire cell group.

	Company
	Comments

	Huawei, Hisilicon
	We think we should simply capture what has been agreed by RAN1, i.e. per-cell.

I don’t know how we can discuss it in RAN2 given that it is completely a RAN1 issue. To be honest, some of arguments above are not within my knowledge at least. Given that RAN1 has best knowledge of this issue and have already agreed the following:

Agreements:
Desired Guard Symbols and Provided Guard Symbols are provided per cell and use 3 bits for each of the 8 transitions to indicate the number of guard symbols.

In Rel-16, a range of 0-4 symbols are supported for each transition. Additional entries are reserved for future use

A new parameter GuardSymbol-SCS is also provided which indicates the reference SCS (FR1: {15kHz, 30kHz, 60kHz}, FR2: {60kHz, 120kHz}) to be used for the guard symbols.

I assume we should simply capture what was agreed by RAN1 to avoid any unnecessary discussion, like what we did for other RAN1 agreements.

This should be a basic principle for inter-WG cooperation in 3GPP. We should avoid do any unnecessary back-and-forth discussion between RAN1 and RAN2 if there is no critical issue identified.

	Ericsson
	This is something that should be discussed by RAN1 and RAN2 cannot decide on this matter. Nevertheless, RAN1 agreements were the following 

The RAN1 #99 agreement says (see highlighted):

Agreements:

Desired Guard Symbols and Provided Guard Symbols are provided per cell and use 3 bits for each of the 8 transitions to indicate the number of guard symbols.

•                    In Rel-16, a range of 0-4 symbols are supported for each transition. Additional entries are reserved for future use

•                    A new parameter GuardSymbol-SCS is also provided which indicates the reference SCS (FR1: {15kHz, 30kHz, 60kHz}, FR2: {60kHz, 120kHz}) to be used for the guard symbols.

If the guard symbols are provided per cell, it can be explicitly understood that the guard symbols apply to the respective cell and not to the whole group. Otherwise, the agreement should have been “are provided per cell group”. The guard symbols are applied to the cell which transmitted the command.

We disagree with the proposal.

	Futurewei
	No strong opinion about this topic. However, the safest thing to do would seem to be to simply follow RAN1’s agreement.

If the majority view within RAN2 that per cell indication of this parameter may not be needed, then it seems prudent to at least LS RAN1 before concluding on this topic.

	ZTE
	We disagree with this proposal. As we know, a cell group may consist of one or more TAGs. The IAB-MT UL/DL Tx timing of different TAGs are different. Correspondingly, various number of guard symbols shall be required/provided for different TAGs. If the information received in the Guard Symbol MAC CE applies to the entire cell group, the provided Guard symbol MAC CE shall indicate the number of guard symbols based on the worst case scenario. Based on this analysis, it is suggested that the information received in the Guard Symbol MAC CE applies only to the cell on which it is received. 


Based on submissions received, and if Proposal 7 is agreed, it would appear there is no further work required for RAN2. In other words, there are no proposals or intention in specifying how the parameters are chosen. The following is therefore additionally proposed:

RAN2 will not specify the information or procedure used to derive Guard Symbol MAC CE parameters which apply across all cells within a cell group.

	Company
	Comments

	Huawei, Hisilicon
	I assume no matter if Proposal 7 is agreed or not, there is no need to specify procedure to derive Guard Symbol MAC CE parameters.

	Ericsson
	We agree. This applies even if it is per cell.

38.213 currently states: 

====================

If an IAB-node is provided a value Tdelta from a serving cell, the IAB-node may assume that (NTA+NTA,offset)⋅Tc/2+Tdelta is a time difference between a DU transmission of a signal from the serving cell and a reception of the signal by the IAB-node MT when (NTA+NTA,offset)⋅Tc/2+Tdelta>0, where NTA and NTA,offset are obtained as for a "UE" in Clause 4.2. The IAB-node may use the time difference to determine a DU transmission time.

====================

Some updates may follow in RAN1 considers adequate. RAN1 has intentionally NO procedural information as RAN1 considers this a node internal implementation (see the highlights in the spec text); the IAB node is not required to act (in any specific way) and any IAB node action related to using T_delta information is up to the implementation. 

In any case, we do not think RAN2 should specify or add any information about the operation of the guard symbols as it is also not a RAN2 feature.

So, we agree with this proposal.

	Futurewei
	This does not seem to be within the scope of RAN2. Was there a proposal that we should define some procedure in RAN2 specs?

	ZTE
	It is suggest that RAN2 does not specify the information or procedure used to derive Guard Symbol MAC CE parameters. It should be within the scope of RAN1.


LCID space issues

The 5 submissions treating these issues focus on two key issues – these issues and key options are summarized in the Table below:

	Issue
	Proposed solutions

	Whether to keep the reserved values in the two-byte eLCID space
	Yes: [14], [15]

No: [12], [13], [1]

	What to do with the IAB-related MAC CEs
	Put them all in set2 of the one-byte eLCID space: [12], [13], [14], [15], [1]

Decide whether it is set2 or set1 of the one-byte eLCID space on case-by-case basis, based on priority and frequency: [15]


The split on the first issue seems fairly even. This issue is in rapporteur’s view. Additionally, since RAN3 have further limited the number of BH RLC channels to 2^14, and we will therefore have more IDs than we need to identify all BH RLC channels for the case of ‘full’ 1:1 mapping, the rapporteur feels it is ok to keep the reserved values in the two-byte eLCID space, and this would be rapporteur’s preferred proposal. However, there is some opposition to this so the most we can do right now is propose to discuss this issue further:

RAN2 to discuss whether to keep the reserved values in the two-byte eLCID space.

	Company
	Comments

	Huawei, Hisilicon
	No strong view, but slightly feel safe to keep the reserved values to allow flexibility in the future. 128 more logical channels do not seem critical and essential for the IAB use case.

	Ericsson
	The 2-byte eLCID was agreed for 1-to-1 mapping. There was no other reason. Thus, if RAN3 reduces the eLCID range to 2^14, the full range of values (2^14) should be used for 1-to1 LCIDs. The rest of the values (until 2^16) will just not be used. 

Thus, we do not think we need to reserve any values.

	Futurewei
	No strong opinion. Can go with majority view.

	Lenovo
	No strong view. But, we did not see the problem even some values are reserved.

	ZTE
	Since one-byte eLCID has reserved enough LCID values, it is not necessary to keep the reserved values in the two-byte eLCID space.


On the second issue, the situation is much clearer:

All of the MAC CEs introduced by the IAB WI shall have their identifiers selected from set2 of the one-byte eLCID space.

	Company
	Comments

	Huawei, Hisilicon
	Should be fine

	Ericsson
	Agree. We do not see any reason to have three different format sets for MAC CEs.

	Futurewei
	Agree with the proposal

	Lenovo
	Fine with the proposal.

	ZTE
	We are fine with the proposal.


One example of a suitable starting point to implement Proposal 10 is given in [14].

Miscellaneous issues

PDCP duplication support for DRB

[16] deals with PDCP duplication in IAB networks. The contribution points out that – for DRB duplication – the state can be dynamically controlled using a MAC CE; since (according to [16]) the parent node has no sufficient information to control the state of duplication, the contribution argues against support of PDCP duplication for DRBs.

In rapporteur’s understanding, IAB links should be sufficiently stable for SRB transmission, and SRB duplication may not be essential. This being said, if use of split SRB for IAB is agreed, adding duplication feature will not require much effort. As for the DRBs, reliability can be under control of NW, and duplication for the case of IAB may not be essential, as pointed out in [16].

This being said, it would appear that confirmation from RAN2 on these issues is required:

For the case of DC in IAB, RAN2 to discuss:
- whether split SRB should be supported;
- whether PDCP duplication for SRBs should be supported; and
- whether PDCP duplication for DRBs should be supported.
	Company
	Comments

	Huawei, Hisilicon
	We assume it is to discuss DRBs/SRBs of the IAB-MT rather than the UE. We think it is fine to support packet duplication as legacy if no IAB specific issue identified.

	Ericsson
	Data duplication was introduced in the framework of IIoT for URLLC. Low latency and high reliability. IAB networks may experience a delay that might not be suitable to support ultra-low latency applications. If this is to be supported in IAB, it needs to be studied the best way to achieve this. A candidate could be duplication; however, it has not been studied in this release. But, in general, we would not like to add new functionality which has not been discussed previously, only in one meeting and over email discussion. Duplication can be discussed for Rel-17.

	Futurewei
	We think split SRB and PDCP duplication for SRBs should be supported for IAB-MT SRBs.

No strong opinion whether PDCP duplication needs to be supported in Rel. 16 for IAB-MT DRB(s).

	Lenovo
	For split SRB, it should be supported in IAB since it can be used to support fast MCG link recovery. The MCG failure information may be transmitted to MN using split SRB1.

We slightly prefer to support duplication SRB and DRB in Rel-16 without enhancement since we have no time to further discuss duplication SRB and DRB for IAB. The enhancement of duplication for IAB can be discussed in Rel-17.

	ZTE
	We think split SRB and PDCP duplication of SRB may be supported. The data traffic generated by IAB-MT is mainly OAM traffic, it is not necessary to consider the PDCP duplication of DRB for IAB-MT. 


Remaining RACH issues

In addition to RACH-ConfigCommon (available to all UEs and IAB-MTs), RAN1 introduced RACH-ConfigCommonIAB specifically for IAB-MTs. RAN1 recommends that, if the IAB specific RACH configuration is not provided, that the IAB node will use the configured Rel-15 RACH configuration for IAB node initial access. [17] would like to ensure that the IAB specific RACH configuration is prioritized, if configured. [17] would like this to be clarified in the MAC or RRC spec. It is rapporteur’s understanding that this is already RAN1’s intention – but it should be ok for RAN2 to discuss whether this should also be captured in RAN2’s specs. 

In [17], a request is additionally made to clarify the case of Msg1 based SI request: if RACH-ConfigGeneric is not configured, in this specific case [17] points out that IAB-MT would use RACH-ConfigCommon for UE, rather than the RACH-ConfigCommonIAB for IAB (even if configured). This is different with the other RA case, where IAB specific RACH is prioritized. And finally, [17] would like to make an additional clarification that IAB-specific parameters will be applied to RACH-ConfigCommon for Rel-15 UE if the RACH-ConfigCommonIAB is not configured – in other words, that prach-ConfigurationPeriodScaling, prach-ConfigurationFrameOffset, prach-ConfigurationSOffset can be used/configured without dependence on RACH-ConfigCommonIAB.

RAN2 to confirm the following understanding, and discuss whether action is needed to capture all or some of the below in the RAN2 specs:
- the IAB specific RACH configuration is prioritized, if configured;
- for the case of Msg1-based SI request, IAB-MT should always use RACH-ConfigCommon if configured; and
- prach-ConfigurationPeriodScaling, prach-ConfigurationFrameOffset, prach-ConfigurationSOffset can be used/configured without dependence on RACH-ConfigCommonIAB.
	Company
	Comments

	Huawei, Hisilicon
	First to clarify our intention, for Msg1 based SI request, the IAB-MT should  use the same RACH-ConfigCommon resource as for the UE, rather than the RACH-ConfigCommonIAB (even if configured). Otherwise, separate RACH resources for Msg1 based SI request need to be allocated for IAB, which is unnecessary.

The last bullet is only for clarification, which can also be discussed with ASN.1 review.

	Ericsson
	P12.1: - the IAB specific RACH configuration is prioritized if configured

P12.2- - for the case of Msg1-based SI request, IAB-MT should use RACH-ConfigCommonIAB if configured; 

If IAB specific RACH is provided the IAB shall use the IAB specific RACH and not the UE configuration. Only when IAB specific RACH configuration is not provided, then it should use the UE configuration.

In no case, the IAB should use the UE configuration when the specific IAB configuration has been provided.

This can be captured in the ASN.1

P12.3 - prach-ConfigurationPeriodScaling, prach-ConfigurationFrameOffset, prach-ConfigurationSOffset can be used/configured without dependence on RACH-ConfigCommonIAB

Okay.

	Futurewei
	Agree with the proposal. It might be good to clarify the meaning/intent of the last bullet.

	Lenovo
	- the IAB specific RACH configuration is prioritized, if configured;

We are fine that RACH configuration for IAB should be prioritized.
- for the case of Msg1-based SI request, IAB-MT should always use RACH-ConfigCommon if configured; 

For SI request for normal UE, the dedicated preamble or dedicated occasion will be configured for SI-RequestConfig. If  RACH-ConfigGeneric is not configured, IAB-MT should use RACH-ConfigCommon for IAB rather than for normal UE.
- prach-ConfigurationPeriodScaling, prach-ConfigurationFrameOffset, prach-ConfigurationSOffset can be used/configured without dependence on RACH-ConfigCommonIAB.

It can be decided by RAN1.

	ZTE
	For the case of Msg1-based SI request, we think IAB-MT should use RACH-ConfigCommonIAB if configured. The RACH-ConfigCommonIAB should be considered first. It is the same as other situations. 


Introducing a section for handling of Tdelta MAC CE

In the current version of the MAC specification, we have a section on the Timing Delta MAC CE itself, but not a section describing related procedural aspects, such as the one we have for Guard Symbols MAC CE and most other MAC CEs closely related to work done in other WGs. [18] therefore proposes that a short section on procedural aspects for Timing offset adjustment for IAB should be introduced. It further proposes to place this section within overarching Section 5.18 in the NR MAC, which is typically used for the MAC CEs from other WGs.

RAN2 to discuss introducing a short section on procedural aspects for Timing offset adjustment for IAB.

	Company
	Comments

	Huawei, Hisilicon
	We should have a separate sub-clause for the procedure of a MAC CE.

	Ericsson
	In general, we would like to avoid double-bookkeeping. If this is a RAN1 feature, we expect RAN1 to cover the necessary aspects in their specs.

38.213 currently states: 

====================

If an IAB-node is provided a value Tdelta from a serving cell, the IAB-node may assume that (NTA+NTA,offset)⋅Tc/2+Tdelta is a time difference between a DU transmission of a signal from the serving cell and a reception of the signal by the IAB-node MT when (NTA+NTA,offset)⋅Tc/2+Tdelta>0, where NTA and NTA,offset are obtained as for a "UE" in Clause 4.2. The IAB-node may use the time difference to determine a DU transmission time.

====================

Some updates may follow in RAN1 considers adequate. RAN1 has intentionally NO procedural information as RAN1 considers this a node internal implementation (see the highlights in the spec text); the IAB node is not required to act (in any specific way) and any IAB node action related to using T_delta information is up to the implementation. 

In any case, we do not think RAN2 should specify or add any additional information.

	Futurewei
	The proposal is fine

	ZTE
	We think the detailed procedure description of Timing offset adjustment can be captured in RAN1 instead of RAN2. 


RAN2 to discuss moving the sections on Timing offset adjustment for IAB and Guard Symbols to 5.18.x.
	Company
	Comments

	Huawei, Hisilicon
	Fine to us.

	Futurewei
	No strong opinion

	
	


One example of a suitable starting point to implement Proposal 13 is given in [18].

Conclusions

In this summary tdoc being submitted to RAN2#109Bis-e, we presented the overview of key issues pertaining to the impacts of remaining Rel-16 IAB work on the MAC specification, as captured in companies’ submissions to this Agenda Item. Based on this overview, the majority views, and the focus on finalizing existing design without reversing decisions already made or introducing any new unnecessary functionality, the rapporteur has made the following proposals for RAN2’s consideration:

 SR triggered by (the impossibility to send) Pre-emptive BSR is only cancelled if a MAC PDU containing the relevant Pre-emptive BSR MAC CE is sent.

RAN2 to agree the following change to the MAC spec:

Except for SCell beam failure recovery, all pending SR(s) for BSR other than Pre-emptive BSR triggered according to the BSR procedure (clause 5.4.5) prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and this PDU includes a Long or Short BSR MAC CE which contains buffer status up to (and including) the last event that triggered a BSR (see clause 5.4.5) prior to the MAC PDU assembly. All pending SR(s) for Pre-emptive BSR triggered according to the BSR procedure (clause 5.4.5) prior to the MAC PDU assembly shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the MAC PDU is transmitted, regardless of LBT failure indication from lower layers, and this PDU includes a Pre-emptive BSR MAC CE which contains expected change in buffer status up to (and including) the last event that triggered a Pre-emptive BSR (see clause 5.4.5) prior to the MAC PDU assembly. Except for SCell beam failure recovery, all pending SR(s) for BSR other than Pre-emptive BSR triggered according to the BSR procedure (clause 5.4.5) shall be cancelled and each respective sr-ProhibitTimer shall be stopped when the UL grant(s) can accommodate all pending data available for transmission. Pending SR triggered prior to the MAC PDU assembly for beam failure recovery of an SCell shall be cancelled when the MAC PDU is transmitted and this PDU includes an SCell BFR MAC CE or truncated SCell BFR MAC CE which contains beam failure recovery information of that SCell. If all the SR(s) triggered for SCell beam failure recovery are cancelled the MAC entity shall stop sr-ProhibitTimer of corresponding SR configuration.

RAN2 to confirm that a Pre-emptive BSR – if configured, and once triggered (according to two triggering conditions as specified in TS38.321v16.0.0) – shall be sent.

RAN2 will not allow implementation-specific cancellation conditions of Pre-emptive BSR in Rel-16.

RAN2 to discuss whether we should cancel a Pre-emptive BSR which has not yet been sent if all data this Pre-emptive BSR refers to is received by the node where the Pre-emptive BSR is triggered.

RAN2 to confirm the current approach to capturing Pre-emptive BSR procedure as part of Section 5.4.5 on “legacy” BSR.

The information contained in the Guard Symbol MAC CE applies to the entire cell group.

RAN2 will not specify the information or procedure used to derive Guard Symbol MAC CE parameters which apply across all cells within a cell group.

RAN2 to discuss whether to keep the reserved values in the two-byte eLCID space.

All of the MAC CEs introduced by the IAB WI shall have their identifiers selected from set2 of the one-byte eLCID space.

For the case of DC in IAB, RAN2 to discuss:
- whether split SRB should be supported;
- whether PDCP duplication for SRBs should be supported; and
- whether PDCP duplication for DRBs should be supported.
RAN2 to confirm the following understanding, and discuss whether action is needed to capture all or some of the below in the RAN2 specs:
- the IAB specific RACH configuration is prioritized, if configured;
- for the case of Msg1-based SI request, IAB-MT should always use RACH-ConfigCommon if configured; and
- prach-ConfigurationPeriodScaling, prach-ConfigurationFrameOffset, prach-ConfigurationSOffset can be used/configured without dependence on RACH-ConfigCommonIAB.
RAN2 to discuss introducing a short section on procedural aspects for Timing offset adjustment for IAB.

RAN2 to discuss moving the sections on Timing offset adjustment for IAB and Guard Symbols to 5.18.x.
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