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Introduction
In previous RAN1 meetings, the following agreements have been made:
Agreement #1: (RAN1#90b)
· A beam recovery request can be transmitted if the number of consecutive detected beam failure instance exceeds a configured maximum number
· (Working assumption) If hypothetical PDCCH BLER is above a threshold, it is counted as beam failure instance
· Note: Beam failure is determined when all serving beams fail
· The candidate beam can be identified when metric X of candidate beam is higher than a threshold
· FFS: metric X
· 1 or 2 threshold values are introduced
· If 2 thresholds are introduced, one is for SSB and the other is for CSI-RS
· One of the following alternatives will be down-selected in RAN1#91
· Alt-1: Fixed value
· Alt-2: Configurable value by RRC signaling
· RAN2 should specify the RRC signaling to configuration of the threshold
· Note: for beam failure detection, the UE should aware the transmission power offset between CSI-RS and DMRS of PDCCH
· FFS other details.
Agreement #2:
For a UE, only periodic CSI-RS or SSB which is spatially QCL’ed with PDCCH DMRS is used for beam failure detection
Support explicit configuration for the periodic CSI-RS for beam failure detection
If this configuration is not made, the default mode is the following:
UE expects at least one of periodic CSI-RS or SSB is spatially QCL’ed to PDCCH DMRS

In this contribution, we identify open issues in the various steps of the beam recovery procedure. We then discuss the operation of the agreed timer, and contention-based access. Furthermore, we provide an update of the RRC parameter list. A text proposal describing the changes is also provided. 
[bookmark: _Ref178064866]Discussion
Procedure overview
Beam failure detection
Agreement #1 introduces the notion of a beam failure instance, which occurs when the BLER of a hypothetical PDCCH exceeds a certain threshold. This is also described in [1]. Then, beam failure occurs after a number of consecutive beam failure instances, implying that the beam failure instances are counted. However, this counting is not present in [1] or [2]. Clearly, this counting needs to be implemented in one of these specifications.
In principle, the counting could be implemented in either [1] or [2]. However, RAN1 specifications are generally state-less, whereas counters are quite common in RAN2 specifications. Therefore, it is more natural to include the counter in [2]. Hence, we propose
[bookmark: _Toc492554353][bookmark: _Toc492554531][bookmark: _Toc503533862]Send an LS to RAN2 to include the beam failure instance counting in MAC.

[bookmark: _GoBack]Agreement #2 describes the beam failure detection RSs, whereas [1] introduces the set . Agreement #2 explains that the set of beam failure detection RSs can be determined in two ways:
· By explicit configuration of a periodic CSI-RS
· By implicit configuration derived from the QCL properties of the PDCCH DMRS

The same two options for determining are described in the first paragraph of section 6 in [1]. From agreement #2, we can also note that only in the default mode, the UE may expect that at least one periodic CSI-RS or SSB is spatially QCL with the PDCCH DMRS. When the set  of beam failure detection RSs is explicitly configured, the UE cannot make that assumption, but will still be required to perform beam failure detection based on the beam failure detection RSs. The background for the lack of such a spatial QCL assumption is to allow for beam management without beam indication.

In our understanding, in [1] is identical to the set of beam failure detection RSs.
According to agreements, beam failure occurs when the UE detects that the quality estimated from all beam failure detection RSs fall below a certain threshold. However, the current text in [1] describes a somewhat different condition:
Extract from section 6 in [1]:

For the set , the UE shall assess the radio link quality only according to periodic CSI-RS resource configurations or SS/PBCH blocks that are quasi co-located, as described in [6, TS 38.214], with the DM-RS of PDCCH receptions DM-RS monitored by the UE.

The extract describes that the monitoring is only performed on a subset of the RSs in .  This is not consistent with the agreement that beam failure is triggered based on the quality of all beam failure detection RSs. We propose that this is clarified in [1]:

[bookmark: _Ref503508243][bookmark: _Toc503533863]Clarify that the UE evaluates the radio quality for all elements in the set .
We provide a text proposal in the appendix. 
Candidate beam identification
In candidate beam identification, the UE should identify a beam, which can then be used to access the system. To identify a beam, the UE evaluates a configured set of RSs with respect to a specific criterion. 
For initial access, the UE performs a very similar procedure: for the set RSs (SSBs), the UE should identify which beam can be used to access the system.
Both procedures are described in [1], but the descriptions are different: For initial access (section 8): 
Prior to initiation of the physical random access procedure, Layer 1 shall receive from higher layers a set of SS/PBCH block indexes and shall provide to higher layers a corresponding set of RSRP measurements.
For beam recovery (section 6): 


The UE shall provide to higher layers information identifying a periodic CSI-RS configuration index or SS/PBCH block index   from the set  .


For initial access, the selection among the possible SS/PBCH blocks is performed by higher layers, whereas for beam recovery, it is performed by L1.
Since the functionality is UE-internal, a proper implementation will probably result in identical functionality for beam selection during initial access and beam recovery, but it is unfortunate that the text describing the two procedures are different. Of the two variants, we have a slight preference for that the selection is performed at higher layers, based on a set of L1 RSRP values, i.e., the initial access formulation, since the selection may involve some intelligence in the UE, which is typically implemented in higher layers. Hence, we propose  
[bookmark: _Ref503508716][bookmark: _Toc503533864]Update section 6 in [1] so that L1 delivers a set of L1 RSRP values to higher layers.
A text proposal is provided in the appendix. 
Transmission of beam failure recovery request
When the UE has identified a suitable candidate beam, it transmits beam failure recovery request using PRACH. If the UE does not receive any response in a certain time window, it retransmits the PRACH preamble. The UE will perform up to PreambleTransMax-BFR  PRACH transmissions. So far, RAN1 has not agreed what happens once the the number of transmissions has been exhausted. 
Also in this case, we can compare with the corresponding functionality for initial access and contention-free access. In these cases, higher layers in the UE will declare radio link failure once all the transmissions have been performed. We feel that it is quite relevant to reuse the same procedure also for beam recovery:
[bookmark: _Ref503510841][bookmark: _Toc503533865]When the maximum number of beam failure recovery request transmissions have been performed, the UE will declare radio link failure. 
Reception of beam failure request response
Prior to beam failure, the UE monitors a certain CORESET (CORESET A) for PDCCH reception. Then, RAN1 has agreed that the UE is required to monitor a dedicated CORESET (CORESET B) after the transmission of a beam failure recovery request until the UE receives a response to the beam failure recovery request. However, RAN1 has not yet agreed about the monitoring of CORESET A during different parts of the beam recovery procedure.
In general, monitoring a CORESET and the associated control channel is a very basic principle in NR, just as in LTE. In LTE, a UE in RRC_CONNECTED mode is always required to monitor the PDCCH for, e.g., scheduling grants. The only two exceptions are during measurement gaps and outside the ON durations in DRX.
[bookmark: _Toc503536196]In LTE, the only situations when the UE is not required to monitor its allocated PDCCH is during the non-active time in DRX and during measurement gaps. In all other subframes, the UE is required to monitor its allocated PDCCH. 
In particular, we note that the UE is still required to monitor the PDCCH when the T310 timer is running, i.e., when the UE considers itself out-of-sync. Thus, the situations when the UE is allowed to stop monitoring the PDCCH is very limited. This stringent requirement is motivated by that the NW should be able to always reach the UE. So far, no additional exceptions to this rule have been included in the NR specification. We suggest to clarify this for beam recovery: 
[bookmark: _Toc503533866]During the entire beam recovery procedure, the UE is required to monitor its allocated CORESET(s) (and all the associated search spaces) in addition to the beam recovery CORESET.
The beam failure recovery timer
During the development of the beam recovery functionality, RAN1 decided there should be a timer. However, the details of the timer are still to be settled: when is the timer started, when is the stopped, and what happens when the timer expires. 
We note that it is possible to configure a maximum number of transmissions for the beam failure recovery request transmission through the parameter PreambleTransMax-BFR. Hence, the NW has some control of the length of the beam failure recovery request transmission part of the beam recovery procedure. In contrast, there is currently no way to control the duration of the candidate beam identification part:
[bookmark: _Ref503352607][bookmark: _Toc503536197]There is currently no way to control the duration of the candidate beam identification part of the beam recovery procedure.
Based on Observation 2, we conclude that the beam recovery timer should cover the duration of the candidate beam identification phase, so that UEs do not spend unnecessarily long time in searching for new candidate beams. From this, we propose
[bookmark: _Toc503533867]The beam recovery timer is started when beam failure is declared.
If the timer starts when beam failure is declared, there is a possibility to let the UE avoid long durations for candidate beam search. 
Since we concluded that the timer should protect the candidate beam identification, we further propose
[bookmark: _Toc503533868]The beam recovery timer is stopped when at least one candidate beam has been identified.
An alternative stopping condition would be when a beam failure recovery request response is detected, i.e., when the UE has sent a PRACH and the NW has responded. The motivation for such a procedure would be that the timer would supervise the whole beam recovery procedure. However, with this alternative stopping condition, there is a risk that the procedure is interrupted when the UE has identified a candidate beam, and started transmitting PRACH. Here, we would interrupt the procedure in a situation where it is actually quite likely that it will be successful. And if it is not successful, it will anyway be interrupted when the UE has performed its maximum number of UL transmissions. 
The remaining issue is what happens when the timer expires. At this point in time, the UE knows there is no candidate beam with sufficient quality. The situation resembles the situation in LTE when the T310 timer is running: the UE considers itself out-of-sync relative to its serving cell. In LTE, the UE is basically only waiting for that the serving cell will become good again. In many cases, this is actually a successful strategy: the out-of-sync condition is in many cases caused by a fading dip, which the UE may escape.
For beam recovery, we propose to adopt a similar mechanism as in LTE: the UE will wait for the current cell to improve. The UE will reset the beam failure instance counter and then go back and again monitor the beam failure detection RS:
[bookmark: _Toc503533869]When the beam recovery timer expires, the beam failure instance counter is reset, and beam failure detection monitoring is resumed.
There is now a possibility that beam failure will be triggered again, and a candidate beam search would again be performed. If the UE finds a new beam during these subsequent candidate beam searches, beam failure recovery would be triggered. 
An alternative action on timer expiry would be to declare RLF. Such a scheme would directly invalidate the functionality of the T310 timer, which was introduced to delay the RLF. Note that it is quite likely that the T310 timer is running during the beam recovery procedure. 
Contention-based random access for beam recovery
RAN1 has only agreed to use contention-free (CF) access during beam recovery. In parallel, RAN2 is considering contention-based (CB) access for beam recovery. Here we note that CB access is, of course, already present in the standard for other purposes, and all UEs will implement CB access:
[bookmark: _Toc503536198]CB access is already included in the specification, and will be implemented in all UEs. 
The main advantage with CB access over CF access is that there is no need to assign a dedicated PRACH preamble to each UE. Note that an NR cell may need to support several thousand UEs in RRC_CONNECTED mode. Allocating a dedicated PRACH preamble to each UE then becomes prohibitive.
[bookmark: _Toc503536199]An NR cell may need to support several thousand UEs in RRC_CONNECTED mode. 
One related question is how CF and CB access relate. Sometimes, it is suggested that CB access can be used as a fallback: when CF fails, the UE would apply CB, which may then succeed. However, with a reasonable configuration of the contention-free mode, this would not happen: as long as the RSs used for candidate beam identification are the same, the candidate beam identification procedure is the same. Thus, there is little point in adding CB as a fallback to CF.
In conclusion, we believe that having contention-based access as a configuration option in beam recovery is valuable, and the associated specification effort is really minor: 
[bookmark: _Toc503533870]Specify also a contention-based mode for beam recovery, where the selection between contention-free and contention-based beam recovery is controlled by the parameter link-reconfiguration-request. 
Naming
The beam recovery procedure is described in section 6 in [1]. During the review of the specification, there has been some comments about the naming used in that section. Two main issues have been brought up:
1. The notion of “beam”. Some companies feel that the term beam recovery should be included, since that has been used during the RAN1 discussions, while others feel that “beams” should not be used in the specification at all.
2. The wording in the title (“Link reconfiguration procedures”) seem to indicate that a higher layer procedure.
On issue 1, in our understanding, “beam” should not be used in the specification. Firstly, the specification is typically written from the point of view of the UE, and beams are transparent to the UE: the UE only sees reference signals. Secondly, the procedures are applicable also in situations where the NW does not generate beams in any reasonable sense. For instance, one beam failure detection RS can be transmitted from one TRP in a multi-TRP scenario. Hence, the term “beam” should not be introduce in [1]. Currently, parameter names include the term “beam”, and it may be advantageous to change these parameter names as well.
On issue 2, as the title seems to indicate a higher layer procedure, we suggest changing it, and also giving it a more descriptive name. What the UE actually does is that it informs the NW that its current QCL association is no longer valid. As QCL is frequently used in section 6, as in other parts of the specification, we propose that 
[bookmark: _Ref503355264][bookmark: _Toc503533871]Change the heading of section 6 in [1] to “QCL association update procedure”
The suggestion in Proposal 9 is included in the text proposal in the appendix.
[bookmark: _Ref503208623]Summary of changed RRC parameters for beam recovery
During RAN1#91, a list of RRC parameters was assembled for beam recovery. During the review procedure, it has been identified that some of these parameters are incorrect. In this subsection, we list the parameters and the required changes:
Unnecessary parameters
	Parameter name
	Comment
	

	RACH-resource-mask-BFR
	The parameter is present in the LTE specification to define the RACH resource, but not in the corresponding definition in NR for initial access
	


[bookmark: _Toc503533872]Remove RACH-resource-mask-BFR from the RRC parameter list.
Missing parameters
The current parameters are missing. Some of the parameters may reuse the corresponding parameter values used for initial access, but in that case, this needs to be clarified. 
	Parameter name
	Comment
	Corresponding parameter name for initial access

	prach-Msg1SubcarrierSpacing-BFR

	The subcarrier spacing used to transmit the PRACH
	prach-Msg1SubcarrierSpacing

	prach-FDM-BFR

	The number of RACH occasions in the frequency domain
	prach-FDM

	[bookmark: _Hlk503358259]ra-SearchSpace-BFR
	The search space for the beam recovery request response
	ra-SearchSpace



[bookmark: _Toc503533873]Add the parameters prach-Msg1SubcarrierSpacing-BFR, prach-FDM-BFR and ra-SearchSpace-BFR to the RRC parameter list.

Modification needed
	Parameter name
	Comment
	Suggested change

	link-reconfiguration-request
	Value range needs to change from {PRACH, PUCCH} since PUCCH is not supported
	Value range: {CFRA,CBRA,none} 


[bookmark: _Toc503533874]Update the value range of the RRC parameter link-reconfiguration-request.
Conclusions
In this contribution, we made the following observations:
Observation 1	In LTE, the only situations when the UE is not required to monitor its allocated PDCCH is during the non-active time in DRX and during measurement gaps. In all other subframes, the UE is required to monitor its allocated PDCCH.
Observation 2	There is currently no way to control the duration of the candidate beam identification part of the beam recovery procedure.
Observation 3	CB access is already included in the specification, and will be implemented in all UEs.
Observation 4	An NR cell may need to support several thousand UEs in RRC_CONNECTED mode.

We make the following additional proposals:
Proposal 1	Send an LS to RAN2 to include the beam failure instance counting in MAC.

Proposal 2	Clarify that the UE evaluates the radio quality for all elements in the set .
Proposal 3	Update section 6 in [1] so that L1 delivers a set of L1 RSRP values to higher layers.
Proposal 4	When the maximum number of BFRR transmissions have been performed, the UE will declare radio link failure.
Proposal 5	During the entire beam recovery procedure, the UE is required to monitor its allocated CORESET(s) (and all the associated search spaces) in addition to the beam recovery CORESET.
Proposal 6	The beam recovery timer is started when beam failure is declared.
Proposal 7	The beam recovery timer is stopped when at least one candidate beam has been identified.
Proposal 8	When the beam recovery timer expires, the beam failure instance counter is reset, and beam failure detection monitoring is resumed.
Proposal 9	Specify also a contention-based mode for beam recovery, where the selection between contention-free and contention-based beam recovery is controlled by the parameter link-reconfiguration-request.
Proposal 10	Change the heading of section 6 in [1] to “QCL association update procedures”
Proposal 11	Remove RACH-resource-mask-BFR from the RRC parameter list.
Proposal 12	Add the parameters prach-Msg1SubcarrierSpacing-BFR, prach-FDM-BFR and ra-SearchSpace-BFR to the RRC parameter list.
Proposal 13	Update the value range of the RRC parameter link-reconfiguration-request.

[bookmark: _In-sequence_SDU_delivery]References
[bookmark: _Ref503184622]3GPP TS 38.213 V15.0.0: NR; Physical layer procedures for control
[bookmark: _Ref503207547]3GPP TS 38.321 V15.0.0: NR; Medium Access Control (MAC) protocol specification

Appendix: Text proposals for 38.213, section 6
Text proposal resulting from Proposal 2:
[bookmark: _Toc499057715]>>>>>>>>>>>> Start text proposal 1 >>>>>>>>>>>>


The physical layer in the UE shall assess the radio link quality according to the set  of resource configurations against the threshold Qout,LR [10, TS 38.133]. The threshold Qout,LR corresponds to the default value of higher layer parameter RLM-IS-OOS-thresholdConfig and Beam-failure-candidate-beam-threshold, respectively. For the set , the UE shall assess the radio link quality only according to periodic CSI-RS resource configurations or SS/PBCH blocks that are quasi co-located, as described in [6, TS 38.214], with the DM-RS of PDCCH receptions DM-RS monitored by the UE. The UE applies the configured Qin,LR threshold for the periodic CSI-RS resource configurations. The UE applies the Qout,LR threshold for SS/PBCH blocks after scaling a SS/PBCH block transmission power with a value provided by higher layer parameter Pc_SS.
>>>>>>>>>>>> End text proposal 1 >>>>>>>>>>>>

Text proposal resulting from Proposal 3:
>>>>>>>>>>>> Start text proposal 2 >>>>>>>>>>>>



The UE shall provide to higher layers information identifying a periodic CSI-RS configuration index or SS/PBCH block index   from the set  . On request from higher layers, Layer1 shall provide a set of RSRP measurements for each reference signal in the set .
>>>>>>>>>>>> End text proposal 2 >>>>>>>>>>>>
Text proposal resulting from Proposal 10:
>>>>>>>>>>>> Start text proposal 3 >>>>>>>>>>>>
6	Link reconfiguration QCL association update procedures
>>>>>>>>>>>> End text proposal 3 >>>>>>>>>>>>
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