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1
Introduction
In this contribution we discuss the concept of punctured scheduling paradigms as a possible solution to have efficient multiplexing of eMBB and low latency communication (LLC) traffic such as e.g. URLLC [1]. In Section 2, we start by first outlining the considered problem and the associated resource allocation dilemmas, followed by an initial proposal for punctured scheduling in the downlink transmission direction. Furthermore, potential methods to recover the damaged data from the user having experienced parts of its transmission being punctured are discussed. The contribution is concluded in Section 3 by summarizing our observations and proposals.
2
Punctured scheduling consideration
2.1 
Problem formulation
Let us consider the case where eMBB and LLC traffic are multiplex on the same shared carrier in the downlink. We assume that the dominant part of the aggregated offered traffic to the cell is from eMBB, while a smaller portion is LLC data. The LLC traffic arrives at the Base Station (BS) as small to medium size packet bursts that must be scheduled immediately on the downlink shared radio channel with short transmission times, and typically does not tolerate scheduling queuing delays at the BS. On the other hand, the eMBB traffic is typically scheduled on a best-effort basis with longer transmission times to have higher spectral efficiency. However, some eMBB data flows may naturally also have associated QoS requirements such as a minimum guaranteed data rate that the BS scheduler aims at fulfilling, as well as optimizations related to overcoming e.g. slow start TCP effects, etc.
Given this setting, the question is how to handle in the most efficient way the radio resource allocation (i.e. scheduling) of eMBB and LLC data? The simplest option would be to reserve part of frequency resources of the downlink shared channel for LLC transmissions, such that there are always guaranteed available resources for such transmissions when data arrives at the BS. The remaining radio resources are freely used for eMBB transmissions. However, the problem with this solution is that instantaneous arrival of LLC data at the BS is a random process with potentially high variance, and fast time-variability (could even be a non-stationary process). This essentially means that the BS will have to (over) reserve resources for LLC transmissions, that in many cases are not being used due to the time-variant behaviour of the arrival of LLC data. Unused radio resources (assuming there is pending eMBB data for transmission in the BS) is equivalent to lost capacity. Therefore, it is also well-known that dividing a pool of resources into two (semi-statically configured) resource domains for serving different types of time-variant traffic results in a trunking efficiency loss. It is much more efficient to dynamically share the full pool of resources. This is also why it was agreed in RAN1#86bis that:

NR should support dynamic resource sharing between different latency and/or reliability requirements for eMBB/URLLC in DL.
And at RAN1#87, the following was furthermore agreed: 

· For DL, dynamic resource sharing between URLLC and eMBB is supported by transmitting URLLC scheduled traffic

· URLLC transmission may occur in resources scheduled for ongoing eMBB traffic

2.2 
Punctured scheduling concept considerations
The basic principles of the proposed punctured scheduling concept is pictured in Figure 1. Here UE #1 (with eMBB traffic) is scheduled by the BS for transmission on the downlink shared radio channel. The former is facilitated by the BS sending a scheduling allocation (transmitted on physical layer control channel) followed by the actual transmission of the transport block. During the scheduled transmission time of the transport block for UE #1, the downlink shared channel for this transmission is in principle monopolized by the UE. As illustrated in Figure 1, it may happen that LLC data for UE #2 arrives at the BS shortly after the transmission towards UE #1 has started. In order to avoid having to wait for the completion of the transport block transmission to UE #1, we instead propose to immediately transmit the LLC data to UE #2 by puncturing (i.e. over-writing) part of the ongoing transmission to UE #1. The advantage of this solution is that the latency of the data to UE #2 is minimized. The cost for this advantage is in the performance of the transmission towards UE #1. Depending on how large a fraction of the resources for the transmission towards UE #1 is punctured, UE #1 may still be able to correctly receive the data due to the benefits of efficient forward error correction (FEC). However, for many cases, it may also result in failed decoding of the transport block at UE #1. In the subsequent section, we discuss possible methods for recovering from such error cases.
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Figure 1: Sketch of the basic principles of punctured scheduling on the downlink shared data channel.
It should be noted from the sketch in Figure 1 that the transmission of the data towards UE #1, as well as the puncturing data towards UE #2, do not necessarily require multiplexing of different physical layer numerologies. Hence the punctured scheduling concept is applicable also for cases where the physical downlink shared channel is using a single and unique numerology (i.e. subcarrier spacing, symbol time, cyclic prefix, etc.). Secondly, the time-resolution of the punctured scheduling shall naturally follow the frame structure design. As a few examples, the time-resolution for scheduling LLC data could be slot or mini-slot, etc. 
Observation: The mechanisms where an ongoing downlink transport block transmission to UE #1 is punctured by a shorter LLC transmission to UE #2 on the physical downlink shared channel on e.g. mini-slot time-resolution is by default supported by gNB scheduler implementation.

Note that this Observation is in line what was agreed at RAN1#87, namely that “For DL, dynamic resource sharing between URLLC and eMBB is supported by transmitting URLLC scheduled traffic, URLLC transmission may occur in resources scheduled for ongoing eMBB traffic”.

2.3 
Recovery of “damaged” data due to puncturing
As discussed in Section 2.2 (and illustrated in Figure 1), part of the transmission towards UE #1 is damaged by the puncturing transmission towards UE #2. If the transmission towards UE #1 is a first HARQ transmission, UE #1 may fail to correctly decode the transmission, and hence feed back a negative acknowledgement (NACK) to trigger a HARQ retransmission. If UE #1 is not made aware of the puncturing for the first transmissions, it will attempt HARQ soft combining of the first transmission and second transmission (i.e. first HARQ retransmission), including the damaged data. The latter is naturally sub-optimal, although the UE #1 may still be able to correctly decode the HARQ retransmission. Let us first consider the case where the transmission experiencing the puncturing is a first transmission. For such cases, the following options for efficient recovery are proposed:

· Option #1: When scheduling the HARQ retransmission (of the punctured data transmission), the eNB indicates as part of the scheduling grant (i.e. via the physical layer control channel) the part of the original transmission that was punctured, such that the UE can take this into account in the HARQ soft combining process.

· Option #2: When scheduling the HARQ retransmission (of the punctured data transmission), the eNB only retransmit the part that was punctured. The eNB indicates this as part of the scheduling grant (i.e. via the physical layer control channel), such that the UE can take this into account in the HARQ soft combining process.

· Option #3: Immediately after transmission of the transport block that was punctured, the eNB send the punctured data part of the UE without awaiting any HARQ feedback. 
In relation to the above options, the following aspects related to the UE decoding operations and HARQ shall be kept in mind. When the UE attempts decoding a transmission (but fails), it stores the soft value information for later HARQ soft combining when the corresponding HARQ retransmission is received. It should be noted that there is a deterministic (known) mapping from the resource element sub-space to the corresponding soft values, so although the punctured scheduling happens in the resource element sub-space, Options 1 to 3 are still feasible. The fomer is true for effective base encoding rates of down to approximately 1/3, while it is more problematic for very low encoding rates of e.g. 1/9 where information from many resource elements, are mapped to the same soft value. Hence, the proposed Options 1 to 3 are only feasible for the typically used encoding rates employed for eMBB transmissions, while being more problematic for the rare exception cases of e.g. using encoding rates of 1/9. One could also argue that an eMBB transmission send with 1/9, can in most cases tolerate such puncturing and still be able to correctly decode the transmission.
Applying these options will improve the performance by lowering the cost of applying punctured scheduling. Option #1 will improve the HARQ soft combinig performance by not including combining of the noisy (i.e. punctured) data part. Option #2 will save transmission resources for the HARQ retransmission, as only re-sending the part of the original retransmission that was damaged (i.e. punctured). Option #3 is similar as option #2, but with the enhancement that the damaged data is retransmitted immediately without first awaiting HARQ NACK. Among these options, we rate Option 1 as being the safest and most attractive solutions as it offers full HARQ combinig gain (i.e. from retransmitting the full HARQ retransmission), while still providing a simple recovery mechanis as the UE is informed of the damaged data of the original transmission.  
While all of the above mentioned recovery mechanisms concentrate on the case where a first transmission was punctured, it may also happen that an ongoing HARQ retransmission is punctured. For such a scenario, energy and non-corrupted (i.e. non-punctured) information is available from the first HARQ transmission. Hence, even if part of the HARQ retransmission is corrupted, it in most cases represent sufficiently useful information to result in correctly decoding of the HARQ transmission. Hence, for now, we suggest to only consider recovery mechanisms for cases where a first transmission is subject to puncturing. 
Proposal: In cases where the gNB receive a NACK for punctured downlink transmission, the gNB should inform the UE via the scheduling grant (NR-PDCCH) of the damaged transmission part of the first transmisson when scheduling the HARQ retransmission.
2.4 
Examples of performance benefits
In order to further exemplify the proposed concept, the figure below shows a time-frequency downlink radio resource allocation trace, where urgent LLC transmissions (marked with red) are puncture existing ongoing MBB transmissions. This is an example from a system level simulation.
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Figure 2: Sketch punctured scheduling resource allocations on the downlink shared data channel.
On a further note, the next figure shows the examples of latency distributions. Here it is seen that when using punctured scheduling for LLC, the shortest latency is achieved. The figure also include the 8 ms HARQ RTT latency possible with legacy LTE. Figure 3 should only be regarded as an example. Results will need to be further updated in line with future frame structure designs, as well as details of the punctured scheduling functionality.
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Figure 3: Examples of latency distributions.
3
Conclusion
In summary, we conclude the contribution as follows:
Observation: The mechanism where an ongoing downlink transport block transmission to UE #1 is punctured by a shorter LLC transmission to UE #2 on the physical downlink shared channel on e.g. mini-slot time-resolution is by default supported by gNB scheduler implementation.

Proposal: In cases where the gNB receive a NACK for punctured downlink transmission, the gNB should inform the UE via the scheduling grant (NR-PDCCH) of the damaged transmission part of the first transmisson when scheduling the HARQ retransmission.
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