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1	Introduction
[bookmark: _Hlk525601705][bookmark: _Hlk525602213]For the Industrial IoT (IIoT) work item (WID revised in RAN#85 [1]), considering intra-UE prioritization, the following item is included as one of the objectives:
· Specify enhancements to address resource conflicts between dynamic grant (DG) and configured grant (CG) PUSCH and conflicts involving multiple CGs [RAN2, RAN1].
· Specify PUSCH grant prioritization based on LCH priorities and LCP restrictions for the cases where MAC prioritizes the grant [RAN2].
The outcome from IIoT SI including different scenarios of intra-UE prioritization and potential solutions was captured in TR38.825 [2].
Besides, for semi-persistent scheduling, the following items are listed in the work item description:
· Support for multiple simultaneous active semi-persistent scheduling (SPS) configurations for a given BWP of a UE. [RAN2, RAN1].
· Support for shorter SPS periodicities than the existing ones [RAN2, RAN1].

In this contribution, we will discuss the above-mentioned items. Particularly, Section 2 discusses PUSCH resource collision (1) between UL configured grant and dynamic grant (Scenario 2 in [2]); and (2) between multiple CGs; whereas Section 3 provides our views on (1) HARQ-ACK feedback for one or multiple DL SPS configurations and (2) collisions and conflicts between multiple SPS configurations. In Section 4, we discuss the remaining aspects of SPS activation/release. 
Other intra-UE multiplexing/prioritization scenarios are covered in our companion contributions [3] [4].  
[bookmark: _Toc415085486][bookmark: _Toc503902285]2	Discussion on Resource Conflict between UL Grants
As described in [2], in scenario 2, “a UE receives a dynamic grant for uplink transmission, the associated PUSCH of which overlaps in time with reserved uplink resources activated by either Type-1 or Type 2 configured grant.” Below are the most recent relevant agreements.
Relevant agreements in RAN2#107 meeting include:
· same prioritization solution for CG vs CG conflict and CG vs DG conflict
· Extend LCP restrictions by allowing restrictive mapping between an LCH and certain CG configurations.
· LCP restriction enhancements for DG to take into account reliability is needed, details FFS. 
· no need to define UE processing time in MAC
· The same UE prioritization behaviour should be applied for resource conflicts between new transmissions or a new transmission and a retransmission.
· RAN2 assumes that MAC PDU recovery method in grant prioritization could be reused for PUSCH vs SR conflict.
· The case of highest priorities of two conflicting grants are equal is handled according to the following: for CG DG conflict, DG is prioritized, other cases FFS to what extent to specify.
· For the case when no PDU has been generated at all yet, and there is two grants where one will be de-prioritized (and there is data available for both grants).  One PDU is generated.
Agreements from RAN1#98bis:
· 2-level PHY priority of DG PUSCH at least for PHY-layer collision handling is determined by a PHY indication/signaling.
· 2-level PHY priority of CG PUSCH at least for PHY-layer collision handling is determined by an explicit indication (as a new RRC parameter) in each CG configuration for Type 1 and Type2 CG PUSCH.
· For intra-UE collision handling at the PHY layer, in case a high-priority UL transmission overlaps with a low-priority UL transmission, drop the low-priority UL transmission under certain constraint (particularly timeline).
· The UL transmission is a positive SR, HARQ-ACK, PUSCH or P/SP-CSI on PUCCH.
· For handling the overlapped UL transmissions among low PHY priority channel/signals, reuse the Rel-15 mechanism.
Agreements from RAN2#107bis:
· RAN2 think it would be useful to introduce a new LCP restriction in the following way: The DCI that is scheduling PUSCH may include a specific indication. LCH configuration in RRC contains information on whether the LCH can utilize grant with this indication or not. R2 intends that this mechanism can be used to differentiate grants for traffic that requires high reliability.
During RAN2#107bis meeting, RAN2 has sent an LS to RAN1 in R2-1914214 and requested RAN1 to support the indication included in RAN2 agreement for the purpose of enhanced LCP restriction. Even though RAN2 has focused more on reliability indication, in our view, the priority indication agreed in RAN1#98bis can serve the purpose of enhanced LCP restriction in RAN2, due to the following reasons:
· Even though people may argue that high priority at PHY may not always be equivalent to high reliability, there is a very strong correlation between these two. High priority at PHY (which requires PHY to prioritize the transmission) is more directly connected with low latency, but it is typically connected with high reliability as well. For URLLC traffic for which the latency budget does not allow any retransmission, both low latency and high reliability are required for the one-shot transmission. For URLLC traffic that allows one (or two, which is not typical) retransmission, the reliability requirement for each HARQ transmission is still quite high, e.g. 10^-2 to 10^-3, which is still considered as high reliability (compared to typical 10% BLER for eMBB). Intuitively it also does not make much sense to transmit data without reasonable reliability requirement but require no/minimum delay in delivering the data.
· Regardless of the intention of the indication, it will be implemented as an LCP restriction in MAC. As long as a mechanism is provided to implement such an LCP restriction, the gNB can use it in a way that it reflects high reliability. In this sense, the specifications only need to provide the tool, and by gNB implementation it can be used as a high reliability indication.
· This also avoid the introduction of two separation indications at PHY that serve the same purpose in most cases.
In our view, LCH mapping restriction should be enhanced such that high priority traffics are exclusively served by high priority grants, while low priority traffics are exclusively served by low priority grants (More detailed discussion about MAC behavior can be found in [5]). However, this is a decision for RAN2 to make.  From RAN1 point of view, there is no need to introduce another indicator. 
Proposal 2-1: Priority indication for PUSCH introduced in RAN1 is used in RAN2 for the purpose of defining new LCP restriction. Send an LS reply to RAN2.

In RAN1, ways to handle overlapping UL transmissions are agreed for the following cases: (1) the overlapped UL transmissions are with low priority; and (2) the overlapped UL transmissions are with different priorities. Below our discussion is for the cases where the overlapped UL grants are with high priority. Based on RAN2 agreements, especially “For the case when no PDU has been generated at all yet, and there is two grants where one will be de-prioritized (and there is data available for both grants).  One PDU is generated.”, it is clear that the prioritization between two conflicting grants is done in RAN2. In line with MAC layer prioritization, only one MAC PDU is generated and delivered to PHY at a time. In case after one MAC PDU is delivered to PHY first, there is a new MAC PDU coming later, the later one is with higher priority. Therefore, there is no need for PHY to additionally define prioritization rule among overlapping high priority PUSCHs since the latter MAC PDU is always with higher priority. 
As covered in RAN2 agreement “same prioritization solution for CG vs CG conflict and CG vs DG conflict”, the same solution applies no matter the grant is CG or DG based. 
Considering the case where both colliding grants are with high priority at PHY, with MAC layer prioritization, as discussed above, resource collision can take place in PHY when one MAC PDU was already delivered to PHY for transmission and another MAC PDU with higher LCH priority comes at a later phase. Therefore, how to handle the impacted earlier PUSCH is one issue to be solved. In case MAC already requested PHY to transmit a PUSCH and then MAC sends another request to transmit a later PUSCH that overlaps with the earlier PUSCH, the UE cancels (including stopping) the transmission of the earlier PUSCH (i.e. not resume the canceled PUSCH transmission in line with the agreement on inter-UE multiplexing enhancements) as early as possible but no later than the first symbol of the later PUSCH.
Therefore, we propose:
[bookmark: _Hlk21348136]
Proposal 2-2: For both CG vs CG conflict and CG vs DG conflicts with high PHY priority, the PUSCH transmission of a later MAC PDU delivered to PHY is prioritized over the PUSCH transmission of a MAC PDU delivered to PHY earlier. The UE cancels (including stopping) the transmission of the deprioritized PUSCH as early as possible but no later than the first symbol of the prioritized PUSCH transmission.

3	Discussion on HARQ-ACK Enhancements for SPS
[bookmark: _Hlk7450168]In RAN1#97, RAN1 started discussing multiple semi-persistent scheduling (SPS) configurations and short SPS periodicities for NR IIoT based on the RAN2 agreements in an LS to RAN1 in [6]: 
	[bookmark: _Hlk7450041]R2 assumes that the maximum number of active SPS configurations for a given BWP of a serving cell in the specification is 8 or 16 (FFS).
[bookmark: _Hlk6993308]R2 assumes short SPS/CG periodicities and/or multiple SPS/CG configurations and/or combination thereof could be used to mitigate the periodicity misalignment between the TSN periodicity and CG/SPS periodicity. Other solutions not precluded, e.g. to address resource consumption. 
Will support “short” SPS periodicities, at least down to 0.5ms
Ask R1 on feasibility, and additionally the feasibility to go down to even lower values, e.g. 2 symb.  
R2 assumes that activation/deactivation is done by DCI. 
RAN1 should address activation/deactivation DCIs related with configured grant Type 2 and SPS in the case of multiple configurations
When multiple UL CG or DL SPS configurations is configured, an offset for each configuration is needed for the calculation of the HARQ process ID



This led to the following related RAN1#97 agreements [7]: 
Agreements:
Regarding Q2 in LS from RAN2, the following is captured:
· RAN1 discussed the feasibility of support of shorter periodicities for DL SPS, it is feasible to support periodicity down to 1 slot for all SCSs and single SPS configuration with certain constraints related to HARQ-ACK feedback and combinations of DL & UL SCSs

Conclusion:
· RAN1 will continue to further investigate whether or not it is feasible to support periodicities shorter than 1 slot for SPS.



HARQ-ACK feedback for DL SPS and SPS periodicities were discussed in RAN1#98 meeting, and the following agreements and conclusions were reached [8]:
Agreements:
For cases where only HARQ-ACK feedback for SPS PDSCHs shall be reported (i.e. no dynamic PDSCH HARQ-ACK), support more than one bit of HARQ-ACK feedback for SPS PDSCH without an associated grant in a PUCCH resource ​
· FFS applicability to all PUCCH formats​
· FFS the number of bits, e.g., the # of configured/activated SPS configurations, etc.​
· FFS how to construct both type-1 and type-2 HARQ-ACK codebook for cases where HARQ-ACK feedback for SPS PDSCH is multiplexed with dynamic PDSCH HARQ-ACK 

Conclusion:
· There is no consensus on support of DL SPS periodicity shorter than 1 slot in Rel-16.

This discussion was followed up in RAN1#98bis where the following agreements was reached [10]:
Agreements:
For cases where HARQ-ACK feedback for SPS PDSCH is multiplexed with HARQ-ACK feedback for dynamic scheduled PDSCH, the PUCCH resource to be used is determined by reusing rel-15 mechanism. 
Agreements:
For cases where only HARQ-ACK feedback for SPS PDSCHs shall be reported (i.e. no dynamic PDSCH HARQ-ACK), PUCCH formats 2/3/4 are applicable in addition to PUCCH formats 0/1. 
Agreements:
For cases where only HARQ-ACK feedback for SPS PDSCHs without associated DL assignment shall be reported (i.e. no dynamic PDSCH HARQ-ACK), the number of PRBs for the PUCCH transmission is determined by reusing rel-15 mechanism in Subclause 9.2.3 (UE procedure for reporting HARQ-ACK) of 38.213. 
· The maximum code rate per PUCCH format is reused from the parameter associated with the identified HARQ-ACK codebook for SPS PDSCH

Agreements:
For cases where only HARQ-ACK feedback for SPS PDSCHs without associated DL assignment shall be reported (i.e. no dynamic PDSCH HARQ-ACK), 
· Multiple PUCCH resources are configured common for all SPS configurations per HARQ-ACK codebook. The actual PUCCH resource to be used among PUCCH resources is determined based on HARQ-ACK payload size
· Number of PUCCH resources is up to 4
FFS details (e.g., threshold for determining PUCCH resource)

Agreements:
For cases where only HARQ-ACK feedback for SPS PDSCHs without associated DL assignment shall be reported (i.e. no dynamic PDSCH HARQ-ACK), PUCCH resource i is selected if HARQ-ACK payload size (not including CRC) is in the range of {Ni,min, …, Ni,max} bits, where the number of PUCCH resources in the selection is from 0 up to 3. 
· N0,min=1, N0,max=2
· For i≠0
· Ni,max is configured by RRC; if not configured, Ni,max is 1706.
· Ni,min is equal to Ni-1,max+1 
Note: The above mechanism is equivalent to rel-15 procedure when a single PUCCH resource is configured per PUCCH resource set.



In this section, we will discuss the remaining issues related to HARQ-ACK feedback in order to support multiple SPS configurations.
3.1	HARQ-ACK codebook construction
Type-1 HARQ-ACK codebook: 
The Release-15 semi-static Type-1 codebook has a size that is determined based on the number of serving cells, the higher-layer configured dl-DataToUL-ACK values and the entries of the TD-RA table after pruning overlapping/non-compatible allocations. 
For one or multiple SPS configurations with periodicities of integer number of slots, including those supported in Rel-15 (≥ 10 ms), each SPS PDSCH occasion is always present in the configured TD-RA table and thus it is straightforward to reuse Rel-15 procedure to determine the HARQ-ACK bit position of a SPS PDSCH in the HARQ-ACK codebook. We have not identified any limitation for supporting HARQ-ACK feedback for more than one SPS occasion in a slot in case of multiple SPS configurations (including the case with collisions between different SPS configurations). Note that additional aspects/enhancements related to collisions between different SPS configurations are discussed in sub-section 3.2.
Observation 3-1:  HARQ-ACK feedback for one or multiple SPS configurations on a serving cell can be already supported with Release-15 Type-1 HARQ-ACK codebook conditioned that the configured SPS periodicities are an integer multiple of a slot. This applies to both the case with and without associated downlink assignment (dynamic PDSCH).

Type-2 HARQ-ACK codebook: 
A Type-2 HARQ-ACK codebook should contain one bit of HARQ-ACK feedback for each SPS PDSCH reception with PDSCH-to-HARQ-timing-indicator indicating the same slot, in addition to the HARQ-ACK bits corresponding to dynamically-indicated PDSCH. Two options, as also pointed out in [10], can be considered for constructing the Type-2 HARQ-ACK codebook:
· Option 1. Only HARQ-ACK bits used for indicating SPS PDSCH occasions without an associated DCI are placed in the end of the Type-2 HARQ-ACK codebook.
· Option 2. All HARQ-ACK bits related to SPS are placed in a SPS HARQ-ACK sub-codebook. This includes SPS PDSCH with and without an associated DCI as well as SPS releases. 
While the difference between the two options is not major, we consider Option 1 to be best aligned with R15 Type-2 HARQ-ACK codebook operation as it utilizes the occasions with an associated DAI, and it results in a smaller payload size for some cases. Therefore Option 1 is preferred.
Then it remains to be determined how to order the HARQ-ACK bits for the SPS PDSCH occasions which do not have an associated DCI. Here three options can be considered:
· Option A. Order by SPS configuration index and then iterate for each active serving cell.
· Option B. Order by SPS indicated K1 value and then iterate for each active serving cell.
· Option C. Order by PDSCH time domain resource in the serving cell, and then iterate for each active serving cell.
As Option B might cause ambiguity if the same K1 value is used by more than one SPS configurations, we do not prefer this option. We consider the differences between Option A and Option C to be minor, as they will produce the same number of HARQ-ACK bits when only the active SPS configurations are being indicated. We consider Option A to be the simpler of the two and therefore this is our preference. 
Proposal 3-1: Type 2 HARQ-ACK codebook for multiple SPS configurations is constructed as follows:
· For cases where only HARQ-ACK feedback for SPS PDSCHs without associated DL assignment shall be reported, Type-2 HARQ-ACK codebook is constructed with one bit for each SPS PDSCH occasion. 
· For cases where HARQ-ACK feedback for SPS PDSCHs without associated DL assignment is multiplexed with HARQ-ACK for dynamic PDSCH (including SPS PDSCH with an associated DL assignment and SPS release), the HARQ-ACK bits related to SPS without an associated DCI are placed in the end of the codebook, with one bit for each SPS occasion.
· For both cases, the HARQ-ACK feedback bits for SPS PDSCH without an associated DCI are ordered by SPS configuration index first and then iterated per active serving cell. 
3.2	Collisions between different SPS configurations
With multiple active SPS configurations on a DL serving cell, time-domain overlapping of different SPS PDSCH may occur. In this case, the use of a dynamic grant to override the colliding SPS occasions can be utilized to resolve the situation. Here, the dynamic granted resources could indicate resources equivalent to the sum of the resources occupied by the SPS occasions.  
Dynamic grant overriding the colliding SPS occasion is supported in Rel-15. However, from the CR [12] to R15 specifications agreed in RAN1#98bis it is stated that “… PDCCH scheduling the PDSCH with C-RNTI or MCS-C-RNTI ends at least 14 symbols before the start of the PDSCH with CS-RNTI without the corresponding DCI …”. We believe that for R16, the requirement of 14 symbols, is too restrictive to allow a dynamic PDSCH to be scheduled on overlapping SPS PDSCH allocations, considering that this is for the support of URLLC. Given that there should not be no preparation needed for decoding SPS, as long as the UE decodes the DCI before SPS starts, there should not be any interruption required in UE processing. In this sense, the required number of symbols only needs to consider the DCI decoding time, and it should be smaller than PDSCH processing time N1.
Proposal 3-2: In Rel-16, allow a dynamic PDSCH to override an SPS PDSCH allocation if the PDCCH scheduling dynamic PDSCH ends at least X (X < N1) symbols before the start of the SPS allocation. 
· FFS the exact value of X 
As an alternative or in addition to allowing dynamic PDSCH to override SPS PDSCH, a network defined rule for addressing SPS collision can be considered. The purpose of such rule is to reduce DCI overhead needed to resolve the collision and eliminate the risk that the DCI is not detected by the UE. Such rule, to ensure that the UE and gNB have the same understanding on which SPS resource shall be decoded and used for transmission, respectively, can be based on new SPS priorities. 
Observation 3-2: In case of time-domain overlapping of different SPS PDSCH occasions, SPS priority rules are required to allow effective transmission/decoding on one of the conflicting SPS occasions. 
To be effective, the priority for an SPS allocation should be clear to both UE and gNB and should work for any number of SPS allocations colliding. Candidate options are:

· Option 1. By SPS configuration ID, i.e. lowest ID has highest priority. Each configuration will, by definition, have a unique ID, which is obvious to use for priority indication as well.
· Option 2. By explicit configuration by RRC, i.e. a priority value is configured along with the SPS configuration. This option provides more flexibility than Option 1 as later configured SPS configurations (e.g. having a higher SPS ID) can be assigned with a higher or lower priority level than earlier configured SPS configurations (with smaller SPS ID).

Proposal 3-3: An SPS configuration is associated with an explicit configurable priority which is used to handle collisions of SPS occasions, and the one with the highest priority is processed by the UE. In case of more than one colliding SPS occasion with the highest priority from the set of colliding SPS occasions, the UE does not process any of the SPS occasions.

4	Remaining SPS activation / release aspects
During RAN1#98bis, the following agreement was made: 
Agreements:
Confirm the following working assumption:
	Working assumption:
Support joint release in a DCI for two or more SPS configurations for a given BWP of a serving cell
· Reusing the joint release mechanism as that defined for UL type 2 CG



No further progress has been made, but the details of CG activation were agreed during RAN1#98bis. We suggest applying the same principles also for SPS activation / release by agreeing to the following proposal: 
Proposal 4-1: Apply the principles of CG configuration indication for activation / release also to SPS:
· Support DCI formats 1_0, 1_1 and 1_2 for Rel.16 SPS activation.
· Support DCI formats 1_0, 1_1 and 1_2 for Rel.16 SPS release.
· M is determined by the bit length of the HPN field for each DCI format for activation and release of SPS. 
· The HPN field of the DL DCI format with CRC scrambled by CS-RNTI is used to indicate which configuration is to be activated and/or which configuration(s) is/are to be released.
Looking at the new DCI format 1_2, the size of the MCS field and the applicable MCS overall is currently not clear, as related agreements are still pending. For DCI formats 1_0 and 1_1 clearly the Rel-15 principle of using the MCS table given by SPS config and selecting the MCS from that table through the MCS field in the DCI format can be applied. For the new DCI format 1_2 with potentially smaller MCS field size this is not directly applicable as the MCS entries for the new format (and not just the MCS table) may be higher layer configured. We therefore suggest for the new DCI format 1_2 to follow the Rel-15 principle if the MCS field size has 5 bits, whereas in case the MCS field size is smaller than 5 bits, the MCS of DCI format 1_2 is applied directly. The same problem is also existing for SPS retransmissions (i.e. CS-RNTI with NDI=1) and the same handling is to be used there as well as for SPS PDSCH activated through DCI format 1_2.
Proposal 4-2: The MCS for PDSCH scheduled with DCI format 2_4 using CS-RNTI and SPS PDSCH when activated through DCI format 1_2 is defined as follows: 
· If the MCS field size of DCI format 1_2 is 5 bits, follow the Rel-15 behavior, i.e. the MCS table according to SPS-Config is applied and DCI format 1_2 defines the applicable entry from that MCS table. 
· Otherwise, the same MCS as for dynamically-scheduled PDSCH using DCI format 1_2 is applied. 

5	Conclusions
In this contribution, we discussed the issues related the conflicting between UL grants (CG vs DG and CG vs. CG). Based on the related discussion, we have the following proposals:
· Proposal 2-1: Priority indication for PUSCH introduced in RAN1 is used in RAN2 for the purpose of defining new LCP restriction. Send an LS reply to RAN2.

· Proposal 2-2: For both CG vs CG conflict and CG vs DG conflicts with high PHY priority, the PUSCH transmission of a later MAC PDU delivered to PHY is prioritized over the PUSCH transmission of a MAC PDU delivered to PHY earlier. The UE cancels (including stopping) the transmission of the deprioritized PUSCH as early as possible but no later than the first symbol of the prioritized PUSCH transmission.


Another aspect which we discussed in this contribution is related to SPS operation: HARQ-ACK operation and conflicts among multiple SPS configurations. Based on the discussion, we have the following proposals and observations:
· Observation 3-1:  HARQ-ACK feedback for one or multiple SPS configurations on a serving cell can be already supported with Release-15 Type-1 HARQ-ACK codebook conditioned that the configured SPS periodicities are an integer multiple of a slot. This applies to both the case with and without associated downlink assignment (dynamic PDSCH).

· Proposal 3-1: Type 2 HARQ-ACK codebook for multiple SPS configurations is constructed as follows:
· For cases where only HARQ-ACK feedback for SPS PDSCHs without associated DL assignment shall be reported, Type-2 HARQ-ACK codebook is constructed with one bit for each SPS PDSCH occasion. 
· For cases where HARQ-ACK feedback for SPS PDSCHs without associated DL assignment is multiplexed with HARQ-ACK for dynamic PDSCH (including SPS PDSCH with an associated DL assignment and SPS release), the HARQ-ACK bits related to SPS without an associated DCI are placed in the end of the codebook, with one bit for each SPS occasion.
· For both cases, the HARQ-ACK feedback bits for SPS PDSCH without an associated DCI are ordered by SPS configuration index first and then iterated per active serving cell. 

· Proposal 3-2: In Rel-16, allow a dynamic PDSCH to override an SPS PDSCH allocation if the PDCCH scheduling dynamic PDSCH ends X (X < N1) symbols before the start of the SPS allocation. 
· FFS the exact value of X 

· Observation 3-2: In case of time-domain overlapping of different SPS PDSCH occasions, SPS priority rules are required to allow effective transmission/decoding on one of the conflicting SPS occasions. 

· Proposal 3-3: An SPS configuration is associated with an explicit configurable priority which is used to handle collisions of SPS occasions, and the one with the highest priority is processed by the UE. In case of more than one colliding SPS occasion with the highest priority from the set of colliding SPS occasions, the UE does not process any of the SPS occasions.

Moreover, we discuss some remaining aspects on SPS activation/release/re-transmission which can be summarized with the following related observations and proposals: 
· Proposal 4-1: Apply the principles of CG configuration indication for activation / release also to SPS:
· Support DCI formats 1_0, 1_1 and 1_2 for Rel.16 SPS activation.
· Support DCI formats 1_0, 1_1 and 1_2 for Rel.16 SPS release.
· M is determined by the bit length of the HPN field for each DCI format for activation and release of SPS. 
· The HPN field of the DL DCI format with CRC scrambled by CS-RNTI is used to indicate which configuration is to be activated and/or which configuration(s) is/are to be released.

· Proposal 4-2: The MCS for PDSCH scheduled with DCI format 2_4 using CS-RNTI and SPS PDSCH when activated through DCI format 1_2 is defined as follows: 
· If the MCS field size of DCI format 1_2 is 5 bits, follow the Rel-15 behavior, i.e. the MCS table according to SPS-Config is applied and DCI format 1_2 defines the applicable entry from that MCS table. 
· Otherwise, the same MCS as for dynamically-scheduled PDSCH using DCI format 1_2 is applied. 
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