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Introduction
The first part of this contribution addresses the remaining open issues on the configuration flexibility of sub-slot based HARQ-ACK transmissions and multiple HARQ procedures, as well as the signaling method used for codebook indication.
The other part of the contribution relates to the remaining open issues of intra-UE prioritization. 
Multiple HARQ-ACK feedback per slot
On sub-slot partitioning the following agreements have been made:
	Agreements RAN1#98:
At least one sub-slot configuration for PUCCH can be UE-specifically configured to a UE.
· At least support following two sub-slot configurations for PUCCH: “2-symbol*7” and “7-symbol*2”.
· FFS other configurable sub-slot configurations, e.g. 4, 14 sub-slots in a slot.
· For the above two sub-slot configurations (“2-symbol*7” and “7-symbol*2”), support a single configuration for PUCCH resource following R15 applicable for all the sub-slots in a slot.
· FFS whether or not to additionally support that PUCCH resource configuration can be different for different sub-slots
· FFS for other sub-slot configurations, if any.
· FFS: If a PUCCH resource across sub-slot boundary is supported.
Agreement RAN1#98bis:
Any sub-slot PUCCH resource is not across sub-slot boundaries. 



Half-slot partitioning provides sufficient segmentation in most of the ultra-low latency scenarios while also allows using reliable PUCCH formats of several symbols, with the option of frequency hopping. When the packet-arrival variations and latency targets require so, two-symbol sub-slots can be configured to ensure the latency requirement is still met. However, since the maximum length of PUCCH is two symbols in this case (as overlapping with sub-slot boundary is forbidden), robustness is limited. Applying half-slots and allowing complementary codebook-less HARQ could be the optimal solution. Yet, the scenario is unlikely where (i) extremely short latency and (ii) short inter-packet-arrival times are conflicting targets, (iii) reliability rules out the configuration of two-symbol sub-slots, and (iv) the half-slot partitioning would impede reaching the target latency rather than the UE processing timeline and other scheduling constraints.  

Proposal 1: No need to support sub-slot configurations other than the already agreed options (“2-symbol*7” and “7-symbol*2”). Support complementary codebook-less HARQ instead to counter inter-packet-arrival time variations if needed.

The agreed extensions to the Rel-15 PUCCH resource indication method ensure sufficiently fine distribution of PUCCH resources in time even if half-slot partitioning is configured. There is no need for different configuration per sub-slot.

Proposal 2: No need for additionally support that PUCCH resource configuration can be different for different sub-slots.
Support of HARQ-ACK feedback for mixed URLLC and eMBB traffic in a UE
Multiple HARQ procedures 
	
Agreements (RAN1#98):
When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, following can be separately configured for different HARQ-ACK codebooks:
· PUCCH-SpatialRelationInfo
· Sub-slot configuration (only applied for the sub-slot-based HARQ-ACK codebook)
FFS whether or not to support the case when there are at least two HARQ-ACK codebooks configured with sub-slots, with the same or different sub-slot configurations

RAN1#98bis

Agreement:
When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, PDSCH-HARQ-ACK-Codebook is separately configured.

Agreements:
R16 supports up to two HARQ-ACK codebooks with different priorities to be simultaneously constructed, including: 
· One is slot-based and one is sub-slot-based.
· Both are slot-based.
· Both are sub-slot-based

Agreements:
When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, at least the followings are separately configured.
· For DG
· UCI-OnPUSCH
· For CG
· FFS
· codeBlockGroupTransmission
· FFS K1

Agreement:
Any sub-slot PUCCH resource is not across sub-slot boundaries. 



If both codebook may use slot based partitioning then why should they not be allowed to use half-slot based both, as well? On the other hand, establishing a reasonable limit on the number of PUCCH’s that may be required over a slot could be useful to allow tailored implementations. Therefore, we should preclude the case when both codebooks are configured with two-symbol sub-slot size. Such a configuration would also limit the reliability of HARQ-ACK feedback. 
Proposal 3: When two codebooks are configured with sub-slots, only one of them may be configured with sub-slot size of two-symbols.
The indication that selects the codebook, also selects the sub-slot size configuration, and the K1 values are interpreted according to these units. The selected sub-slot size, the parameters of the traffic, and the codebook type can all influence how the K1 set is configured. Therefore, the two sets should be separate for the two codebooks. As a side note: this does not preclude any technique (such as, for instance, signalling by reserved, special K1 index or K1 value) which assumes a common K1 set, as the two K1 sets can be configured identical, for instance.
Proposal 4: When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, K1 set is separately configured.
A CG configured for eMBB data could be part of a scenario when either low or high priority HARQ-ACK codebook is multiplexed onto the PUSCH transmission. Therefore UCI-OnPUSCH should be separately configured per codebook for CG as well.  
Proposal 5: When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, UCI-OnPUSCH is separately configured for CG configuration. 

Out-of-order HARQ
As Figure 1 illustrates, multiple HARQ procedures can only guarantee the low-latency HARQ feedback for URLLC traffic, if the UE supports out-of-order HARQ sending. On one hand, it should be specified by the standard that multiple HARQ procedures are not supported unless the UE also supports OOO HARQ. On the other, we note the slight difference between supporting OOO HARQ in all possible scenarios or only between codebooks belonging to different HARQ procedures. Therefore, it is necessary that an agreement be captured that: NR Rel-16 supports out-of-order HARQ between HARQ-ACK codebooks with different priorities.
Proposal 6: NR Rel-16 supports out-of-order HARQ between HARQ-ACK codebooks with different priorities.
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Figure 1. Out-of-order HARQ needs to be supported at least between HARQ-ACK codebooks with different priorities.
HARQ codebook indication for dynamically scheduled PDSCH
	Agreements from RAN1#96bis: 
When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, for both Type I (if supported) and Type II HARQ-ACK codebooks (if supported), and for dynamically-scheduled PDSCH, down-select from below for the PHY identification for identifying a HARQ-ACK codebook:
· Opt.1: By DCI format
· Opt.2: By RNTI
· Opt.3: By explicit indication in DCI (FFS: new field or reuse existing field)
· Opt.4: By CORESET/search space 
· FFS additional option(s) for Type I HARQ-ACK codebook
FFS: For SPS PDSCH (including SPS release PDCCH)
Agreements RAN1#98:
When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, the PHY identification of HARQ-ACK codebook is also used to determine the priority of the HARQ-ACK codebook for collision handling.



Introducing a new DCI field (Opt-3a), increases the size, hence slightly impairs the reliability, which should be handled with scrutiny. All the other options avoid that, but each solution comes with its own drawback, as we discuss below.  
Opt.1 by DCI format: causes either inflexibility to the scheduling or requires additional CCE’s/BD’s for PDCCH monitoring by the UE:
· Both codebook-based and codebook-less HARQ feedback should be able to use the conventional DCI format to minimize the number of formats. E.g. compact DCI might cause some restriction why URLLC traffic needs to use DCI 1_1, or e.g. it would be advantageous to use compact DCI with eMBB traffic when PDCCH scheduling is a bottle neck.   
· Otherwise, DCI size alignment would be required to maintain the complexity of PDCCH monitoring by the UE.
Opt.2 by RNTI: 
· If new RNTI’s are introduced then that increases the false alarm probability
· If MCS-C-RNTI is tied in with low latency HARQ feedback then this represents considerable restriction for the scheduling flexibility:
· If URLLC needs to use MCS-C-RNTI for the MCS table, it must use the low latency HARQ feedback even when no more retransmission occasions are available. Normally, in such a case URLLC would use the same codebook as eMBB, and HARQ-ACK would only be used for gathering statistics by gNB.  
· URLLC cannot be scheduled with high-efficiency MCS table and use low latency HARQ codebook simultaneously
 Opt.3 by explicit indication in DCI (new DCI field or reuse an existing DCI field):
Advantage: Explicit indication allows flexible scheduling and reliability is not impaired. 
3a) new DCI field: this would increase the DCI size by an extra 1 bit, which affects reliability. Backward compatibility with Rel-15 can also be an issue.
These drawbacks can be alleviated, if really necessary, by reusing existing fields. 
3b) reuse HARQ process ID field:
This solution consists of mapping HARQ processes ID’s to ‘slow’ or ‘fast’ codebooks within a sub-slot. Thus the HARQ process ID field is used for codebook indication as well, which implies that each HARQ procedure has a configurable allowance of HARQ process ID’s. 
Note: Further (hierarchical) signalling to select codebook-less HARQ-ACK feedback could employ a reserved/special value of K1 or K1 index as explained earlier in Figure 3. 
Rationale: The solution is not restrictive for the scheduler, does not require more soft-buffer, and does not impact HARQ process ID bitwidth either because of the following:   
· Currently 16 HARQ processes are supported: this is twice the number of maximum HARQ processes in LTE! So, even if 8 HARQ processes were reserved to URLLC this would still leave plenty of processes for eMBB. However, this is far from being the case. The number of required HARQ processes is correlated to the HARQ Round Trip Time. Since RTT is short in URLLC, it only requires a few HARQ processes (e.g. 1-4). Notice that the eMBB downlink throughput is already restricted by the URLLC downlink traffic, and TCP-IP behavior also favors lower RTT for eMBB HARQ feedback, hence less eMBB HARQ processes are sufficient.
· Without this signaling method, URLLC takes the HARQ processes it requires. In theory, eMBB can use all the remaining processes. However, note that ‘borrowing’ HARQ processes cannot really work without this method either, because URLLC and eMBB usage fluctuate on a different time scale due to the difference in RTT. Without safe, fixed allowances it could also occur that all the HARQ processes are already in use when a new URLLC downlink transmission needs to be scheduled. In this case an eMBB HARQ process needs to be terminated by toggling the NDI, which, in turn, causes RLC overhead. Therefore, when this method configures a fixed allowance for URLLC, it suppresses only a small fluctuation in the number of processes available to eMBB.  
· It also follows that HARQ process ID indication bitwidth is not impacted either by the fix allowances. In Rel-15 the HARQ process ID bitwidth is fixed (4 bits).
Hence, fixed allowances between ‘slow’ and the ‘fast’ HARQ codebooks can have but negligible impact on eMBB throughput, and would probably be applied anyways by the gNB scheduler. 
Opt.4: By CORESET/search space: also introduces unnecessary scheduling constraint, and it can potentially increase the number of CCEs/BDs that a UE needs to monitor.  
From the above list, option 3) has the flexibility to down-select the optimal trade-off. Option 3b), is the most efficient solution.  
Proposal 7: For dynamically scheduled PDSCH, use explicit indication in DCI for the PHY identification for identifying a HARQ-ACK codebook when at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE.	
· FFS: introduce new field or reuse existing field: HARQ_process_ID.
Intra-UE multiplexing and prioritization of UCI
In RAN1#98bis the following agreements were made:
	Agreements:
Confirm the following WA with update:
Original working assumption
· Support that SR priority (e.g. high or low priority) is known at PHY layer. 
· FFS how to use the priority information in handling prioritization/multiplexing of UL transmissions. 
· FFS how the SR priority is known
Updated to:
· Support two-level SR priority (high or low) intended for two different service types known at PHY layer in R16.
· The PHY-layer SR priority is determined by an explicit indication (as a new RRC parameter) for each SR resource configuration.
Agreements:
· Support 2-level priority of HARQ-ACK for dynamically-scheduled PDSCH and SPS PDSCH (& ACK for SPS PDSCH release) in R16. 
· Note: This does not preclude possibility of extending it in future releases.
· An explicit indication (as a new RRC parameter) in each SPS PDSCH configuration provides mapping to corresponding HARQ-ACK codebook for SPS PDSCH and ACK for SPS PDSCH release
· FFS whether/how or not to further indicate a mapping to corresponding HARQ-ACK codebook by DL SPS activation (FFS to complement or overwrite) the RRC configured indication and if so, the applicable DCI formats  

Saturday session
Agreement:
2-level PHY priority of DG PUSCH at least for PHY-layer collision handling is determined by a PHY indication/signaling.

Agreements:
2-level PHY priority of CG PUSCH at least for PHY-layer collision handling is determined by an explicit indication (as a new RRC parameter) in each CG configuration for Type 1 and Type2 CG PUSCH.
· FFS whether/how or not to further have in Type2 CG PUSCH activation (FFS to complement or overwrite) the RRC configured indication and if so, the applicable DCI formats

Agreements:
For handling intra-UE collision in R16, 
· P/SP-CSI on PUCCH is treated with low priority.
· The priority of a SP-CSI on PUSCH depends on the 2-level PHY priority of the PUSCH conveying the SP-CSI. 
· The priority of a A-CSI depends on the 2-level PHY priority of the PUSCH (w/ or w/o UL-SCH) conveying the A-CSI. 

Agreement:
· For handling the overlapped UL transmissions among low PHY priority channel/signals, reuse the Rel-15 mechanism. 

Agreements:
For intra-UE collision handling at the PHY layer, in case a high-priority UL transmission overlaps with a low-priority UL transmission, drop the low-priority UL transmission under certain constraint (particularly timeline).
· The UL transmission is a positive SR, HARQ-ACK, PUSCH or P/SP-CSI on PUCCH.
· FFS: for other types of UL transmission, e.g. SRS, PRACH, PUCCH-BFR, etc.
· FFS details of dropping behaviours.
· FFS details of processing timeline issues, e.g.
· How to handle the case where the timeline condition is not satisfied.
· Necessity of a new timeline.



For SPS PDSCH and CG configurations, it has been agreed that priority levels are set semi-statically by newly introduced RRC parameters. This aligns well with the fact that both have semi-statically configured parameters that are relevant for the traffic type they service. For the same reason there does not seem to be a use case where a semi-persistent or a configured grant would need to alter priority-level dynamically without changing any semi-static parameters. On the other hand, an agreement on the means for dynamic priority signalling would require further considerations and consensus. The indication method to be used is still an open issue for dynamically scheduled PDSCH and dynamic uplink grant. Therefore, it cannot be automatically guaranteed that the same method can be reused in the case of SPS PDSCH and CG.  
Observation 1: Different traffic types require different SPS PDSCH or CG semi-static configurations (e.g. periodicity), thus a dynamic switching of the priority level alone does not provide a sufficient mean for reconfiguration.        
Proposal 8: Do not support dynamic signalling in Type2 CG PUSCH activation of the RRC configured priority indication.        
Proposal 9: Do not support dynamic signalling in SPS PDSCH activation of the RRC configured indication of the mapping to corresponding HARQ-ACK codebook.        
PRACH and PUCCH-BFR should be handled as low-priority transmissions. These channels are not required while the link meets URLLC requirements. 
P/SP-SRS should be handled as low-priority transmission. The gNB has the option to treat SRS as high priority by scheduling other transmissions around it. According to Rel-15, “in the case that SRS is not transmitted due to overlap with PUCCH, only the SRS symbol(s) that overlap with PUCCH symbol(s) are dropped.” This puncturing behaviour should be maintained.
 
A-SRS priority level should be indicated by the activating DCI, reusing the signalling method used for PUSCH priority indication. 

Proposal 10: PRACH, PUCCH-BFR and P/SP-SRS are handled as low-priority transmissions in intra-UE resource conflicts.
Proposal 11: The intra-UE priority of A-SRS is determined from the indication carried by the scheduling PDCCH. 
Proposal 12: When a transmission that is not an SRS gets deprioritized, this implies dropping the transmission at least on and after the conflicting symbols.  
Proposal 13: When SRS conflicts with a higher priority transmission, only those SRS symbols are dropped that overlap in time with the other transmission.  
UCI-over-PUSCH provides a way for multiplexing UCI and data by a flexible share of resources. Therefore, it is applied in Rel-15 even when PUCCH and PUSCH are on different CC’s (despite the implementation difficulties that this may involve). On the other hand, prioritization should rather be restricted to the scenarios where it is inevitable. In the case where PUCCH and PUSCH are scheduled on different CC’s, their simultaneous transmission should be supported. 
Proposal 14: Support simultaneous transmissions of PUSCH and PUCCH having different priority levels when they are scheduled on different CC’s, instead of prioritization. (UCI-over-PUSCH is maintained between same traffic types.) 
When prioritization takes place this may require releasing certain resources in the UE, which may take time. Such can be the case when low-priority PUSCH/PUCCH needs to be deprioritized against high-priority PUSCH, as these will use common resources and the timelines may be tight. Accordingly, the UE timeline should be increased. On the other hand, a similar adjustment might be avoidable when low-priority PUSCH needs to be deprioritized against high-priority HARQ, as the releasing of UL resources can overlap with the decoding of PDSCH.     
Proposal 15: The N2 UE processing timeline needs to be expanded by an additive term (of a parametrized value depending on the specific scenario) that accounts for the overhead of prioritization.
In resource conflict scenarios where multiplexing would violate the UE processing timeline, the resulting error case should be redefined to instruct the UE to prioritize the transmission that was scheduled last.
Proposal 16: In resource conflict scenarios where multiplexing would violate the UE processing timeline, the resulting error case should be redefined to instruct the UE to prioritize the transmission that was scheduled last.
Conclusions
On sub-slot partitioning the following proposals were made:
Proposal 1: No need to support sub-slot configurations other than the already agreed options (“2-symbol*7” and “7-symbol*2”). Support complementary codebook-less HARQ instead to counter inter-packet-arrival time variations if needed.
Proposal 2: No need for additionally support that PUCCH resource configuration can be different for different sub-slots.
On PUCCH configuration when simultaneously two HARQ codebooks are constructed, the following proposals were made:
Proposal 3: When two codebooks are configured with sub-slots, only one of them may be configured with sub-slot size of two-symbols.
Proposal 4: When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, K1 set is separately configured.
Proposal 5: When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, UCI-OnPUSCH is separately configured for CG configuration. 
On out-of-order HARQ, the following proposal was made:
Proposal 6: NR Rel-16 supports out-of-order HARQ between HARQ-ACK codebooks with different priorities.
On signaling the HARQ-ACK codebook indication, the following proposal was made:
Proposal 7: For dynamically scheduled PDSCH, use explicit indication in DCI for the PHY identification for identifying a HARQ-ACK codebook when at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE.	
· FFS: introduce new field or reuse existing field: HARQ_process_ID.
On intra-UE prioritization the following observation and proposals were made:
Observation 1: Different traffic types require different SPS PDSCH or CG semi-static configurations (e.g. periodicity), thus a dynamic switching of the priority level alone does not provide a sufficient mean for reconfiguration.        
Proposal 8: Do not support dynamic signalling in Type2 CG PUSCH activation of the RRC configured priority indication.        
Proposal 9: Do not support dynamic signalling in SPS PDSCH activation of the RRC configured indication of the mapping to corresponding HARQ-ACK codebook.        
Proposal 10: PRACH, PUCCH-BFR and P/SP-SRS are handled as low-priority transmissions in intra-UE resource conflicts.

Proposal 11: The intra-UE priority of A-SRS is determined from the indication carried by the scheduling PDCCH. 
Proposal 12: When a transmission that is not an SRS gets deprioritized, this implies dropping the transmission at least on and after the conflicting symbols.  
Proposal 13: When SRS conflicts with a higher priority transmission, only those SRS symbols are dropped that overlap in time with the other transmission.  
Proposal 14: Support simultaneous transmissions of PUSCH and PUCCH having different priority levels when they are scheduled on different CC’s, instead of prioritization. (UCI-over-PUSCH is maintained between same traffic types.) 
Proposal 15: The N2 UE processing timeline needs to be expanded by an additive term (of a parametrized value depending on the specific scenario) that accounts for the overhead of prioritization.
[bookmark: _GoBack]Proposal 16: In resource conflict scenarios where multiplexing would violate the UE processing timeline, the resulting error case should be redefined to instruct the UE to prioritize the transmission that was scheduled last.
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