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1 [bookmark: _Ref124589705][bookmark: _Ref129681862]Introduction
In the RAN#83 plenary meeting, the scope of the WID on physical layer enhancements for NR URLLC was defined. One of the objectives is to specify enhancements to scheduling/HARQ. 
In the RAN1#96 meeting, it was agreed that Out-of-Order-HARQ (OoO-HARQ) is supported in Rel-16, i.e. for two PDSCHs with different HARQ process IDs, the HARQ-ACK for the later PDSCH can be sent before the HARQ-ACK of the earlier PDSCH. The specification of the UE processing for the two PDSCHs is for further study, but not many agreements have been made since then, except that solutions for three cases were brought up in the discussions prior to RAN1#98bis according to the proposals and agreements below:

Table 1 – RAN1#98bis proposals about OoO-HARQ 
	Proposals:
For Rel. 16 NR URLLC, the following cases are supported:
· Case 0: out-of-order HARQ-ACK operation is supported with a single processing time capability in the same carrier.
· Case 1: Out-of-order HARQ-ACK operation is supported across PDSCHs of different minimum processing timeline capabilities, when different minimum processing timeline capabilities is configured to the PDSCHs on the same carrier
· Case 2: Out-of-order HARQ-ACK operation is supported across PDSCHs of different processing timeline capabilities when additional DMRS and PDSCH processing time capability #2 is configured simultaneously on the same carrier and a PDSCH with additional DMRS follows the minimum PDSCH processing time capability #1. 



[bookmark: _Ref20235113]Table 2 – RAN1#98bis agreements about OoO-HARQ 
	Agreements:
If RAN1 supports Case 0 of Proposal 1’ of [98-NR-15], if the UE supports out-of-order HARQ operation, and if PDSCHs are non-overlapping in the time domain:
· The UE processes all PDSCHs without dropping, except
· The Rel. 15 UE fallback to capability 1 and dropping behaviour for a UE reporting pdsch-ProcessingType2-Limited is supported. 
· Note: Under Case 0, additional DMRS and capability 2 cannot be simultaneously configured on a given carrier.
Agreements:
If RAN1 supports Case 1 and/or Case 2 of Proposal 1’ of [98-NR-15], and if the UE is not capable of processing all PDSCHs under some condition(s), and if PDSCHs are non-overlapping in the time domain then:
· The UE always processes the PDSCH associated with capability 2
· FFS whether or not subject to Rel-15 restrictions (if any)
· The UE processes the PDSCH associated with capability 1 if its last symbol is at least N1 symbols before the start of the PDSCH associated with capability 2. 
· N1 is the minimum processing timeline for capability 1.
· Further discussion offline whether or not to include the case when the PDSCH associated with capability 2 is before the PDSCH associated with capability 1 and if so, details
· Otherwise, the UE may skip decoding the PDSCH associated with capability 1. 
· HARQ-ACK should be reported for the PDSCH associated with capability 1.
· If RAN1 supports extending the minimum processing of the PDSCH associated with capability #2 by d symbols in case the PDSCH associated with capability 1 needs to be dropped, the value of d should be less than or equal to 2 symbols at least for SCS = 15/30KHz. 
· FFS: The exact value of d to be decided by RAN1 #99. 
· FFS: The value of d for other SCSs


 
In this contribution we firstly give our view on:
· The support and solution of the above three cases.
· Handling of overlapping PDSCHs.
· Handling of overlapping PDCCH and PDSCH.
Then, we also discuss the UE operation in case of DL PI and BWP switching. 
2 [bookmark: _Ref129681832]Discussion
2.1 Handling of non-overlapping PDSCHs
Case 0, in which OOO is with a single processing capability in the same carrier  
In-order HARQ-ACK for the same processing time is supported in Rel-15. Thus, the following two scenarios shown in Figure 1 are supported by definition.
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[bookmark: _Ref11742544]Figure 1 – In-Order HARQ supported by Rel-15
In Rel-15, back-to-back scheduling with the same processing timeline is supported. Thus, for a Rel-15 UE, there should be no pipelining issue as long as all PDSCHs follow the same processing timeline. 
So, it is only a very small step from Rel-15 to support out-of-order scheduling and to process both PDSCHs when they follow the same processing capability. The pipelining in the processing units is not affected. 
Furthermore, if the Rel-15 UE reports pdsch-ProcessingType2-Limited, the UE dropping behavior can consider the Rel-15 definition for different SCS. Then, when a PDSCH is scheduled with more than 136 PRBs, the UE will apply cap#1 processing time, even if cap#2 is configured for the cell. A subsequent PDSCH that is scheduled with not more than 136 PRBs would still be processed with cap#2 processing time. In this situation, a pipelining issue would occur. UE processing units would still be occupied to process the earlier cap#1 PDSCH when they should start to process the later cap#2 PDSCH. To resolve these pipelining issues, for 30 kHz SCS, the UE is allowed to drop the first PDSCH, when its last symbol is closer than 10 OS to the start of the following cap#2 processing time PDSCH.
Therefore, it is already realistic to support out-of-order scheduling for Case 0.
Proposal 1: Support Case 0, 
· For Rel-16 UE with a single processing capability in the same carrier, if the UE supports out-of-order HARQ operation and if PDSCHs are non-overlapping in the time domain, the UE processes all PDSCHs without dropping, except
· The Rel. 15 UE fallback to capability 1 and dropping behavior for a UE reporting pdsch-ProcessingType2-Limited is supported. 
 
Case 1, in which OOO is across PDSCHs of different minimum processing timeline capabilities, when different minimum processing timeline capabilities are configured on the same carrier  
The potential benefits have already been discussed during the recent meetings. The main motivation is for power saving. If the eMBB-PDSCHs could follow a slower processing timeline, there is some room to reduce the power consumption.
According to our assessment, it is unclear if any power saving gains can be achieved. Even if it would be possible to save some power, no estimates have been provided so far. One thought that has been brought up is that the clock rate could be reduced when a more relaxed UE processing capability is allowed. However, it has not been shown that a clock rate reduction is possible, and if it would be, how much power could be saved is also unanswered. Even if a reduced clock rate could reduce the peak power dissipation, it is unclear how much it would reduce the average power. The reason is that at a lower clock rate, the chipset would need to operate for a longer time and the consumed energy could still be the same.
Proposal 2: Case 1 needs to be further discussed and justified.
· Case 1: Out-of-order HARQ-ACK operation is supported across PDSCHs of different minimum processing timeline capabilities, when different minimum processing timeline capabilities is configured to the PDSCHs on the same carrier.

Case 2, in which OOO is across PDSCHs of different processing timeline capabilities when additional DMRS and PDSCH processing time capability #2 is configured simultaneously on the same carrier and a PDSCH with additional DMRS follows the minimum PDSCH processing time capability #1
In the case of eMBB/URLLC multiplexing in a high speed scenario, eMBB-PDSCHs would have an additional DMRS to improve the channel estimation performance. URLLC would follow the capability 2 processing time whereas eMBB has an extra DMRS and is following the capability 1 processing time. Additional DMRS and UE PDSCH processing capability 2 can be configured simultaneously on the same carrier to ensure good performance of eMBB and URLLC.
Case 2 from above can be supported without two configurable UE processing capabilities on the same carrier. If additional DMRS would be configured on the same cell together with UE processing capability 2, whether to apply capability 1 processing time or capability 2 processing time can be decided based on the PDSCH duration. A long PDSCH with extra DMRS would follow capability 1 processing time and a short PDSCH would follow capability 1 processing time. So, based on the above consideration, we propose:
Proposal 3: Support Case 2, 
· Case 2: Out-of-order HARQ-ACK operation is supported across PDSCHs of different processing timeline capabilities when additional DMRS and PDSCH processing time capability #2 is configured simultaneously on the same carrier and a PDSCH with additional DMRS follows the minimum PDSCH processing time capability #1.
In this aspect the second part of the agreement from RAN1#98bis is discussed, i.e.:
	Agreements:
If RAN1 supports Case 1 and/or Case 2 of Proposal 1’ of [98-NR-15], and if the UE is not capable of processing all PDSCHs under some condition(s), and if PDSCHs are non-overlapping in the time domain then:
· The UE always processes the PDSCH associated with capability 2
· FFS whether or not subject to Rel-15 restrictions (if any)
· The UE processes the PDSCH associated with capability 1 if its last symbol is at least N1 symbols before the start of the PDSCH associated with capability 2. 
· N1 is the minimum processing timeline for capability 1.
· Further discussion offline whether or not to include the case when the PDSCH associated with capability 2 is before the PDSCH associated with capability 1 and if so, details
· Otherwise, the UE may skip decoding the PDSCH associated with capability 1. 
· HARQ-ACK should be reported for the PDSCH associated with capability 1.
· If RAN1 supports extending the minimum processing of the PDSCH associated with capability #2 by d symbols in case the PDSCH associated with capability 1 needs to be dropped, the value of d should be less than or equal to 2 symbols at least for SCS = 15/30KHz. 
· FFS: The exact value of d to be decided by RAN1 #99. 
· FFS: The value of d for other SCSs



1) FFS whether or not subject to Rel-15 restrictions (if any)
In Rel-15, for UE processing capability 2 with scheduling limitation using 30kHz SCS, if the scheduled RB allocation exceeds 136 RBs, the UE defaults to capability 1 processing time. On the other hand, for UE processing capability 2 without scheduling limitation, even if the scheduled RB allocation exceeds 136 RBs, the UE still uses capability 2 processing time.
The situation that PDSCH processing capability 2 triggers to skip some PDSCH processing capability 1 is similar to the out-of-order HARQ in the sense that a limited UE capability would result in skipping the decoding of some PDSCHs. Hence, the RB numbers as defined in Rel-15 for the PDSCH skipping could also serve as the conditions for OOO processing.
Proposal 4:  If RAN1 supports Case 2, if the UE is not capable of processing all PDSCHs under some condition(s), and if PDSCHs are non-overlapping in the time domain then:
· The UE always processes the PDSCH associated with capability 2 when UE reports scheduling limitation.
· The UE always processes the lower than 136RB PDSCH associated with capability 2 when using 30kHz SCS if UE reports no scheduling limitation.

2) Further discussion offline whether or not to include the case when the PDSCH associated with capability 2 is before the PDSCH associated with capability 1 and if so, details.
Considering the low latency requirement of URLLC transmission, the later URLLC PDSCH should use processing capability 2 timeline. If the URLLC uses PDSCH processes capability 1, the eMBB has no motivation to associate with capability 2 since eMBB HARQ-ACK isn’t more urgent than URLLC HARQ-ACK. So, this scenario rarely happens. Besides, this scenario can also be avoided by gNB implementation, such as gNB indicates a large HARQ feedback timing for eMBB traffic. From this above consideration, we think: 
Proposal 5: The case when the PDSCH associated with capability 2 is before the PDSCH associated with capability 1 should be avoided by implementation and not further considered.	
3) Otherwise, the UE may skip decoding the PDSCH associated with capability 1.
The gNB may assume the worst case, when the UE behavior of PDSCH associated with capability 1 is uncertain. So, in this case, the UE should skip decoding the PDSCH associated with capability 1 and report the HARQ of the PDSCH for gNB retransmission.
Furthermore, if UE always drops the whole PDSCH associated with capability 1, the eMBB PDSCH performance has too much loss. Hence, as an enhancement, it could be considered to only drop some CBGs of the first PDSCH associated with capability 1, instead of dropping the whole TB. This can avoid unnecessary CBG retransmissions and increase system efficiency. The concept is illustrated in Figure 2 below.
[image: ]
Figure 2 – Subset of CBGs of PDSCH 1 associated with capability 1 can be processed
As shown above in Figure 2, when the time gap between the end of PDSCH1 and the start of PDSCH2 is less than N1 symbols. Thus, the whole PDSCH 1 cannot be decoded, but the time gap between the end of some CBs and the start of PDSCH 2 is large enough to process these remaining CBs. These remaining CBs can still be decoded.  Then, the decoded CBs can improve the retransmission performance and system efficiency.
Proposal 6: If RAN1 supports Case 2, if the PDSCH associated with capability 1 does not satisfy N1 symbols, the UE skips decoding the subset of CBs (CBGs) of PDSCH until the gap between the end symbol of the remaining PDSCH associated with capability 1 and the start symbol of the PDSCH associated with capability 2 is larger than N1 symbols.

2.2 Handling of overlapping Resources
Overlapping PDSCHs
In the email discussions prior to RAN1#98bis, the proposal about overlapping unicast PDSCHs is made as follows:
Table 3 – RAN1#98bis proposals about overlapping unicast PDSCHs
	Proposal #3’: In Rel. 16 NR,  the following UE capabilities should be introduced for handling the collision between two unicast PDSCHs:
· Capability A: A capability under which a UE processes both PDSCHs under Scenario 1-1
· FFS the details of the capability signaling
· Capability B: A capability under which a UE processes both PDSCHs under Scenario 1-2
· FFS the details of the capability signaling
· FFS the UE behavior for processing the overlapping resources in the frequency domain under Scenario 1-2. 
· Capability C: A capability under which a UE always processes the high priority PDSCH. The UE only processes the low priority PDSCH under some scheduling conditions.
· FFS the details of the capability signaling
· FFS the scheduling conditions 
· If no scheduling conditions is identified or the scheduling conditions are not satisfied, the UE skips decoding the low priority PDSCH. 
· FFS whether the UE can delay the processing of low priority PDSCH
· FFS whether the scheduling conditions are the same or different for handling Scenario 1-1 and Scenario 1-2.
· In case the low priority channel is dropped, increasing the minimum processing procedure time (N1) of the high priority PDSCH by “d” symbols can be considered. FFS the value of “d”.
· [bookmark: _Hlk21522141]FFS whether the overlapping PDSCHs are associated with the same or different minimum processing timelines.
· FFS how the priority of the PDSCHs is defined and indicated.
· Note: Under Scenario 1-2, the gNB preempts the transmission of the low priority PDSCH and only transmits the high priority PDSCH over the overlapping resources in the frequency domain.



From our perspective, scheduling on overlapping resources is meaningful for URLLC, both for the same and also for different capability processing timelines. This feature is therefore independent from the capability processing timeline. As an example, a eMBB PDSCH transmission may be preempted by an urgent URLLC PDSCH transmission following any capability. In this overlapping PDSCHs scenario, Processing the high priority channel would bring a good performance. Based on the above considerations, we proposal:
Proposal 7: Support scheduling PDSCHs on overlapping resources. It is applicable both for the same and for different capability processing times.
For scenario 1-2, the gNB generally transmits only one PDSCH on the same PRBs at once. There is no transmission of two PDSCHs on the same frequency resources, e.g. both PDSCH could be on different layers. Then for Capability B UE, the UE behavior for processing the overlapping PDSCHs will be the same as the Capability A UE. It is not necessary to distinguish these two capabilities.
Proposal 8: For the UE which has the capability of processing both overlapping PDSCHs, the UE behavior should be the same in Scenario 1-1 and in Scenario 1-2.
For Capability C UE, in case of overlapping resources, collisions will happen in the UE pipelining. In our view, this should be handled in the same way as pipelining collisions in the OoO-HARQ scenario. Thus, the low priority channel should be dropped.
We do not see an urgent need to support the processing of the low priority channel in case of overlapping resources, especially not for overlapping PRBs. So we prefer no scheduling condition for Capability C UE, and the UE always skips decoding of low priority PDSCH.
Proposal 9: For the UE which doesn’t have the capability of processing both overlapping PDSCHs, no scheduling condition should be identified. The UE only processes the high priority PDSCH and the UE always skips decoding the low priority PDSCH.
Overlapping PDCCH and PDSCH
The current discussions have mainly focused on PDSCH overlapping with PDSCH. Another important scenario is that a later PDCCH overlaps with an earlier PDSCH. In Rel-15, RMI can be used in the DCI that is scheduling the PDSCH to indicate the rate-matching around certain resources, including CORESETs. The periodicity of the monitoring occasions for URLLC may be very small in order to ensure a short latency, and the CORESETs may also occupy many frequency domain resources for ensuring a sufficient reliability. Therefore, a large number of resources would need to be reserved for the URLLC CORESET, as shown in Figure 4 below. An earlier scheduled eMBB PDSCH would be rate-matched around the CORESET. It cannot utilize all the available resources, even if most of the monitoring occasions will be empty and are not used to actually transmit a PDCCH. This is illustrated with the “green” PDSCH in the example of Figure 3 below.

[bookmark: _Ref20339223]Figure 3 - Rate matching around the CORESET is inefficient for the eMBB transmission in case of frequently configured monitoring occasions
Observation 1: Rate matching of eMBB – PDSCH around CORESETs is inefficient for eMBB traffic when the monitoring occasions are configured to ensure a low latency for URLLC traffic.
If the UE monitors the URLLC DCI and processes eMBB data on the same resources simultaneously, as shown in Figure 4 below, the resource waste through rate matching around the CORESET can be avoided and instead the eMBB PDSCH is transmitted on the entire resource rectangle (as shown in green in Figure 4 below). The gNB can schedule eMBB data on resources that include the pre-configured URLLC CORESET. If URLLC data arrives, the URLLC DCI (DCI2) is transmitted by puncturing the eMBB data resources. 
At the UE side, the DCI is monitored on each configured monitoring occasion. If no DCI is detected the PDSCH is decoded as normal. If a DCI is detected, the UE knows that the corresponding resources are punctured (the resources of DCI#2 in Figure 5) and it may attempt to decode the non-impacted part of the eMBB packet or drop it.

[bookmark: _Ref20339778]Figure 4 – Simultaneous eMBB decoding and PDCCH monitoring on the same resources 
Proposal 10: The UE can monitor DCI on resources that are already allocated to a PDSCH. If a DCI is detected, the corresponding eMBB resources are assumed to be punctured in the PDSCH decoding, or, alternatively the earlier scheduled PDSCH is dropped. The PDSCH processing time N1 of the PDSCH may need to be extended. 
2.3 Enhancement of DL PI
In 38.213, the UE behavior upon reception of PI is specified: “If a UE detects a DCI format 2_1 for a serving cell from the configured set of serving cells, the UE may assume that no transmission to the UE is present in PRBs and in symbols, from a set of PRBs and a set of symbols of the last monitoring period, that are indicated by the DCI format.” Thus, a UE may disregard the whole indicated region. A problem that has been discussed already during Rel-15 is the potential “self-flushing” of URLLC traffic. If the UE monitors DL PI, it may flush the resources indicated by the DCI with INT-RNTI, even if these flushed resources are allocated to the URLLC traffic of this UE.
This PI flushing issue is left to the implementation in Rel-15. As a consequence, the gNB would not configure a UE to monitor DL PI if this UE is simultaneously running eMBB and URLLC services. If the scheduled eMBB PDSCH of this UE is punctured by other UE’s URLLC PDSCH, gNB cannot inform this situation to the UE. As a result, the performance of eMBB traffic would degrade seriously.
In Rel-16, if URLLC/eMBB identification is introduced in the physical layer, the DL PI enhancement should be considered since it is essential that DL PI can be configured to the UE that is supporting multiple services. If the UE receives the scheduled URLLC traffic, it can skip monitoring PI or not flush its buffer related to URLLC traffic. And if the UE receives the scheduled eMBB traffic, it can monitor PI and follow the PI indication as Rel-15.
In RAN1 #96bis meeting, two scenarios of two unicast PDSCHs for a UE overlapping are identified. For scenario 1-2, the two PDSCHs are overlapping both in the time and frequency domains. To guarantee the reliability of URLLC PDSCH, the eMBB PDSCH should be punctured at least in the overlapping resources. In such scenario, the UE can always receive URLLC PDSCH regardless of PI. As for eMBB PDSCH, the UE can drop it and always feedback NACK for it. If it is agreed to process both PDSCHs under some conditions, than the UE can keep on monitoring PI and follow the PI indication to do eMBB PDSCH processing.
Furthermore, if priority indication is transmitted in URLLC DCI, PI can be extended to solve resource puncturing among more than two traffic types.
Proposal 11: For Rel-16 URLLC UE, if URLLC/eMBB identification is introduced in physical layer, the URLLC traffic transmission of the UE which is monitoring DL PI should be excluded from the data flushing that is triggered by the DL PI.
2.4 Out-of-Order operation when BWP switching
According to 38.213, when the active BWP is switched by a scheduling DCI, the UE is not required to send or to receive until the start of the slot that contains the scheduled transmission. This is valid for both UL and DL.
	From 38.213, Section 12:
If a UE detects a DCI format 1_1 indicating an active DL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 1_1 in a scheduling cell until the beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 1_1.
If a UE detects a DCI format 0_1 indicating an active UL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 0_1 in the scheduling cell until the beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 0_1.



When the active BWP is switched, a switch delay is specified. During this switch delay the UE is not required to send UL signals or to receive DL signals. The switch delay is defined in units of slots:
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The gap indicated by K0 for PDSCH or the K2 values for PUSCH can be larger than the BWP switch delay. That is illustrated in Figure 5 below for PDSCH with K0=5 slots. If the BWP switch delay is e.g. 2 slots, then when the BWP switch is initiated in slot “n”, according to the current Rel-15 rule, no transmission or reception is expected in slots n+3 and n+4, even if they are after the BWP switch delay. These slots are then blocked for urgent URLLC traffic. One possible Rel-15 workaround to this problem would be to constrain K0 so that it cannot take on values that are larger than the BWP switch delay. But this restricts the eMBB scheduling flexibility severely.  
Observation 2: Re-using the Rel-15 mechanism for BWP switch can block multiple slots in the new BWP from being used for URLLC. Alternatively, the eMBB scheduling flexibility would be severely degraded.   
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[image: ]
[bookmark: _Ref20336802]Figure 5 – Scheduling OOO PDSCH after the BWP switch delay in Rel-16.
For Rel-16 we are therefore proposing that an UE can expect to receive and to transmit (at least for high priority service data scheduling) in the beginning of the slot directly after the BWP switch delay.  
Proposal 12: For Rel-16, modify the Rel-15 BWP switching operation specified in 38-213, section 12 as follows:
· If a Rel-16 UE detects a DCI format 1_1 indicating an active DL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 1_1 in a scheduling cell until the beginning of a slot after the end of the BWP switch delay. beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 1_1.
· If a Rel-16 UE detects a DCI format 0_1 indicating an active UL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 0_1 in the scheduling cell until the beginning of a slot after the end of the BWP switch delay. the beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 0_1.
· From the beginning of the slot after the BWP switch delay, the UE can expect to receive and to transmit  high priority service data that is scheduled by DCI format 0_0/0_1, DCI format 1_0/1_1

3 Conclusion

Following is the related cases of agreements in the RAN1 98bis meeting,
	Proposals:
For Rel. 16 NR URLLC, the following cases are supported:
· Case 0: out-of-order HARQ-ACK operation is supported with a single processing time capability in the same carrier.
· Case 1: Out-of-order HARQ-ACK operation is supported across PDSCHs of different minimum processing timeline capabilities, when different minimum processing timeline capabilities is configured to the PDSCHs on the same carrier
· Case 2: Out-of-order HARQ-ACK operation is supported across PDSCHs of different processing timeline capabilities when additional DMRS and PDSCH processing time capability #2 is configured simultaneously on the same carrier and a PDSCH with additional DMRS follows the minimum PDSCH processing time capability #1. 



In this contribution, we discuss the enhancements to scheduling/HARQ. In summary we make the following observations and proposals:

For non-overlapped PDSCH cases:
Regarding the supported use cases brought up in [1], it is meaningful to support 2 capability processing times on the same cell to enhance the eMBB/URLLC performance in high speed scenarios. But it is not required to support two configurable UE processing capabilities on the same cell: 

Proposal 1: Support Case 0, 
· For Rel-16 UE with a single processing capability in the same carrier, if the UE supports out-of-order HARQ operation and if PDSCHs are non-overlapping in the time domain, the UE processes all PDSCHs without dropping, except
· The Rel. 15 UE fallback to capability 1 and dropping behavior for a UE reporting pdsch-ProcessingType2-Limited is supported. 

Proposal 2: Case 1 needs to be further discussed and justified.
· Case 1: Out-of-order HARQ-ACK operation is supported across PDSCHs of different minimum processing timeline capabilities, when different minimum processing timeline capabilities is configured to the PDSCHs on the same carrier.

Proposal 3: Support Case 2, 
· Case 2: Out-of-order HARQ-ACK operation is supported across PDSCHs of different processing timeline capabilities when additional DMRS and PDSCH processing time capability #2 is configured simultaneously on the same carrier and a PDSCH with additional DMRS follows the minimum PDSCH processing time capability #1.

Proposal 4:  If RAN1 supports Case 2, if the UE is not capable of processing all PDSCHs under some condition(s), and if PDSCHs are non-overlapping in the time domain then:
· The UE always processes the PDSCH associated with capability 2 when UE reports scheduling limitation.
· The UE always processes the lower than 136RB PDSCH associated with capability 2 when using 30kHz SCS if UE reports no scheduling limitation.

Proposal 5: The case when the PDSCH associated with capability 2 is before the PDSCH associated with capability 1 should be avoided by implementation and not further considered.	

Proposal 6: If RAN1 supports Case 2, if the PDSCH associated with capability 1 does not satisfy N1 symbols, the UE skips decoding the subset of CBs (CBGs) of PDSCH until the gap between the end symbol of the remaining PDSCH associated with capability 1 and the start symbol of the PDSCH associated with capability 2 is larger than N1 symbols.

For overlapped PDSCH cases:

Proposal 7: Support scheduling PDSCHs on overlapping resources. It is applicable both for the same and for different capability processing times.
Proposal 8: For the UE which has the capability of processing both overlapping PDSCHs, the UE behavior should be the same in Scenario 1-1 and in Scenario 1-2.
Proposal 9: For the UE which doesn’t have the capability of processing both overlapping PDSCHs, no scheduling condition should be identified. The UE only processes the high priority PDSCH and the UE always skips decoding the low priority PDSCH.

The system efficiency for eMBB/URLLC could be further enhanced if same resources can be included in the PDSCH decoding and also in the PDCCH blind detection. The gNB can then schedule PDSCH on monitoring occasions without the need to rate-match around them.  
Observation 1: Rate matching of eMBB – PDSCH around CORESETs is inefficient for eMBB traffic when the monitoring occasions are configured to ensure a low latency for URLLC traffic.
Proposal 10: The UE can monitor DCI on resources that are already allocated to a PDSCH. If a DCI is detected, the corresponding eMBB resources are assumed to be punctured in the PDSCH decoding, or, alternatively the earlier scheduled PDSCH is dropped. The PDSCH processing time N1 of the PDSCH may need to be extended. 

For DL PI is proposed to protect URLLC traffic that is intended for the same UE from being flushed:
Proposal 11: For Rel-16 URLLC UE, if URLLC/eMBB identification is introduced in physical layer, the URLLC traffic transmission of the UE which is monitoring DL PI should be excluded from the data flushing that is triggered by the DL PI.

For Out-of-Order operation when BWP switching：
Observation 2: Re-using the Rel-15 mechanism for BWP switch can block multiple slots in the new BWP from being used for URLLC. Alternatively, the eMBB scheduling flexibility would be severely degraded.   
Proposal 12: For Rel-16, modify the Rel-15 BWP switching operation specified in 38-213, section 12 as follows:
· If a Rel-16 UE detects a DCI format 1_1 indicating an active DL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 1_1 in a scheduling cell until the beginning of a slot after the end of the BWP switch delay. beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 1_1.
· If a Rel-16 UE detects a DCI format 0_1 indicating an active UL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 0_1 in the scheduling cell until the beginning of a slot after the end of the BWP switch delay. the beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 0_1.
· From the beginning of the slot after the BWP switch delay, the UE can expect to receive and to transmit  high priority service data that is scheduled by DCI format 0_0/0_1, DCI format 1_0/1_1
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Note 2 If the BWP switchinvolves changing of SCS, the BWP switch delay is determined by the larger one betweenthe SCS
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