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Introduction
The following agreements have been reached on UCI enhancement in the previous RAN1 meeting.
	R1-1905716	Summary of RAN1#96bis on  UCI enhancements for URLLC	OPPO
Agreements:
For supporting multiple PUCCHs for HARQ-ACK within a slot for constructing HARQ-ACK codebook, support sub-slot-based HARQ-ACK feedback procedure.
· A UL slot consists of a number of sub-slots. No more than one transmitted PUCCH carrying HARQ-ACKs [i.e., HARQ-ACK codebook, as was clarified in on-line session] starts in a sub-slot.
· PDSCH transmission is not subject to sub-slot restrictions (if any)
· FFS: PDSCH-to-sub-slot association. 
· FFS: Allowing PUCCH across sub-slot boundary or not.
· R15 HARQ-codebook construction is applied in unit of sub-slot at least for Type II HARQ-ACK codebook. 
· FFS for Type I HARQ-ACK codebook.
· R15 PUCCH resource overriding procedures is applied in unit of sub-slot.
· Number or length of UL sub-slots in a slot is UE-specifically semi-statically configured.
· FFS: Limit of number of PUCCH transmissions carrying HARQ-ACKs in a slot.
· FFS: K1 definition.
· FFS: Details of PUCCH resource configuration and determination.
FFS: Use “Codebook-less HARQ” as a complementary or not.
FFS: If HARQ-ACK can be omitted in case latency requirement cannot be met. 
FFS: PDSCH groupings and PHY identification for separate HARQ-ACK constructions for different service types.

R1-1905829	Summary #2 of RAN1#96bis on  UCI enhancements for URLLC	OPPO
Agreements:
For supporting multiple PUCCHs for HARQ-ACK within a slot for constructing HARQ-ACK codebook, K1 is defined following R15 approach but in unit of sub-slot.
Agreements:
When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, for both Type I (if supported) and Type II HARQ-ACK codebooks (if supported), and for dynamically-scheduled PDSCH, down-select from below for the PHY identification for identifying a HARQ-ACK codebook:
· Opt.1: By DCI format
· Opt.2: By RNTI
· Opt.3: By explicit indication in DCI (FFS: new field or reuse existing field)
· Opt.4: By CORESET/search space 
· FFS additional option(s) for Type I HARQ-ACK codebook
FFS: For SPS PDSCH (including SPS release PDCCH)



In the first part of the contribution, we address the complementary, simultaneous use of HARQ codebooks and codebook-less HARQ feedback. We argue that this would allow keeping the sub-slot size as large as possible (slot or half-slot) for flexible HARQ multiplexing, while meeting the latency requirements with corner case traffic patterns as well. The solution optimizes downlink and uplink spectral efficiency and potentially simplifies traffic prioritization, too. 
The second part of the contribution compares solutions for the dynamic indication of HARQ-ACK codebook. We also address PUCCH resource configuration and determination and other open issues in these first sections.
The third part of the contribution addresses intra-UE traffic prioritization.
Complementary and simultaneous use of codebook-based and codebook-less HARQ-ACK feedback
Problem: sub-slot partitioning dilemma
For low latency, the smaller the sub-slot size is the better. On the other hand, HARQ-ACK multiplexing favours codebook segmentation based on slots, or a minimal number of sub-slots per slot. To illustrate this by an extreme case, let the sub-slot size be 1 OS. Now, K1 fully defines the PUCCH timing, and cannot be overridden by later DCI’s. I.e., the exact timing is decided before any HARQ multiplexing opportunity could arise, reducing the flexibility of HARQ multiplexing. Similarly, from HARQ multiplexing aspect, slot-based HARQ segmentation is better than half-slot based and half-slot based is better than 3 or 4 sub-slots per slot. This point is illustrated by Figure 1, and a bit further elaborated on.
When the latency budget is restricted for a re-transmission then K1 and PRI should appoint the earliest resource that meets the N1 UE timelines and does not conflict with other uplink transmissions, rather than the latest resource that still meets the delay targets. On one hand, the allocation size, hence the delay, following a potential multiplexing with other HARQ-ACK is unknown. On the other hand, the probability of other scheduling constraints (resource conflicts) for HARQ-ACK sending or retransmission increases as HARQ-ACK gets delayed. Therefore, URLLC HARQ-ACK multiplexing should always rely on PUCCH overriding for the timing. 
The optimal sub-slot size is the one that allows HARQ multiplexing by PUCCH resource overriding while also enables HARQ codebook segmentation that meets the latency requirements. However, a good trade-off is not guaranteed when the HARQ latency budget and the average packet inter-arrival time are both short and comparable in duration. 
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[bookmark: _Ref7441115]Figure 1: PUCCH overriding – essential for HARQ multiplexing – may get over-constrained as sub-slot size is reduced. On the other hand, sub-slot boundaries are instrumental in breaking a chain of PUCCH over-riding when the latency would exceed the requirements. Trade-offs for sub-slot size configuration can be subtle in some cases. 
Observation 1: HARQ multiplexing favours larger sub-slots or no partitioning at all, which may involve losing the retransmission occasion in certain corner cases. A good trade-off for sub-slot partition size is not always guaranteed.
Observation 2: Maybe we could add another “negative” observation that indicate using only codebook-based can’t guarantee zero-alignment delay without jeopardize the possibility of multiplexing.
Rationale: handle deviations separately from average regime 
Paradoxically, to reduce the number of trivial HARQ codebooks, we consider allowing codebook-less HARQ feedback as a simultaneous, complementary option for the gNB, i.e. as a component of a hybrid scheme. 
The goal is to relax the constraints on the sub-slot partitioning for the codebook-based procedure, and to arrive at configurations of larger sub-slots, so as to allow more HARQ multiplexing. 
As illustrated by Figure 2, in the hybrid scheme, the partitioning is decided based on the frequent patterns (e.g. 80%-percentile) rather than the infrequent ones (e.g. 99%-percentile). In turn, codebook-less HARQ is available as a last resort to avoid single-shot downlink allocations. Without this scheme the sub-slot size can be “over-fitted” to the latency requirements of rare patterns. As a result the HARQ multiplexing can become more rigid since PUCCH resource overriding cannot operate across sub-slot boundaries.
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[bookmark: _Ref7442658]Figure 2: Flow-charts presenting sub-slot size selection; 
comparison between sub-slot based and hybrid HARQ procedures
An example FDD scenario is also depicted in Figure 3, in which codebook-less HARQ allows configuring a larger sub-slot size which allows transmitting more PUCCH’s. By its flexibility and small size codebook-less HARQ can also be useful in scheduling around or puncturing other transmissions if necessary for intra/inter-UE prioritization. 
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[bookmark: _Ref7442789]Figure 3: Example FDD scenario where codebook-less HARQ allows having longer sub-slots and less PUCCH transmissions. Constraints to scheduling: restricted HARQ latency budget, uplink resource conflicts, max. 1 HARQ codebook per sub-slot.
Observation 3: Complementary codebook-less HARQ procedure can allow choosing coarser or no partitioning for the codebook-based procedure. This benefits scheduling and HARQ multiplexing.
Proposal 1: Use “Codebook-less HARQ” as a complementary procedure, simultaneously to the codebook-based procedure. The number of PUCCH’s carrying codebook-less HARQ in a (sub-)slot needs not be restricted.  
Proposal 2: Limit the configurable number of sub-slots to maximum two sub-slots per slot.  
Potential benefits
The hybrid scheme outlined in the previous section 
· ensures that the deadline for HARQ feedback is always met as long as resources are available
· codebook-less HARQ can even support 0-delay by enhanced time density of PUCCH allocation and the lack of over-riding
· “scheduling around” other allocations is more flexible
· simplifies scheduling and HARQ multiplexing by minimizing sub-slot boundary effects in PUCCH overriding; in fact, slot-based codebook segmentation procedure might well fit most application scenarios 
· provides an efficient solution to support multiple URLLC traffic with heterogeneous requirements, since codebook-less mode supports separate, out of order HARQ-ACK feed-back 
· comes for free in terms of UE signalling, UE complexity, standardization complexity, as follows from the details
Operation details
Codebook-less HARQ mode differs from Type-2 HARQ codebook determination procedure in that:
· DAI counters are not used for HARQ codebook determination
· PUCCH resource over-riding is not applied
· the number of PUCCH’s need not be limited per (sub-)slot, (at least, not for segmentation)
· PUCCH timing and PUCCH resource assignment can be simplified (as detailed further below) 
Self-recovery
A lost DCI indicating codebook-less HARQ must not cause any harm to the operation of the other HARQ procedure(s). Therefore, codebook-less HARQ mode would operate as a separate procedure, decoupled from the codebook segmentation, (as opposed to just enabling/disabling the over-riding rule). This guarantees that the DAI counter and PUCCH resource overriding mechanism of the codebook-based procedure(s) cannot be affected by a DCI reception failure. 
Slot-partitioning
The codebook-based procedure could either use slots or half-slots for the codebook segmentation (as the unit of K1) and the PUCCH resource allocation. The codebook-less procedure does not use sub-slots for segmentation, the only configuration issue is the PUCCH allocation.
PUCCH allocation and assignment
By default, codebook-based procedure and codebook-less HARQ procedure may use the same PUCCH allocation. For both procedure(s) the PUCCH assignment and timing can follow the Rel-15 procedures adapted to sub-slots. 
PUCCH timing
For the codebook-less procedure the Rel-15 mechanism can be used to select the sub-slot where the PUCCH resource is transmitted. Alternatively, the sub-slot can also be inferred using the N1 UE processing timeline.
Signalling
One of the signalling options used for codebook selection can be used with codebook-less HARQ as well. However, notice that K1 indication is not needed for the timing. Hence, an economic way to select codebook-less sending is to define a special K1 index that selects codebook-less sending when high-priority HARQ transmission has been indicated. This is illustrated in Figure 4. If K1 is not inferred, then multiple special K1 indexes need to be selected. 
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[bookmark: _Ref7531342]Figure 4: Special K1 index to select between codebook-based and codebook-less HARQ
Proposal 3: For HARQ codebook sending the PUCCH resource selection should use the Rel-15 mechanism adapted to sub-slots. 
Proposal 4: For codebook-less procedure, the PUCCH resource assigned by the PRI should be sent in the earliest sub-slot that abides by the N1 UE timeline.
Proposal 5: To avoid signalling overheads, a configurable special K1 (index) value could select codebook-less HARQ_ACK sending.
Support of HARQ-ACK feedback for mixed URLLC and eMBB traffic in a UE
HARQ codebook indication
The so-far considered signalling options are listed below (for the full agreement see the Introduction) 
· Opt.1: By DCI format
· Opt.2: By RNTI
· Opt.3: By explicit indication in DCI (FFS: new field or reuse existing field)
· Opt.4: By CORESET/search space 

Introducing a new DCI field, increases the size, hence slightly impairs the reliability, which should be handled with scrutiny. All the other options avoid that, but each solution comes with its own drawback, as we discuss below.  
Opt.1 by DCI format: causes either inflexibility to the scheduling or requires additional CCE’s/BD’s for PDCCH monitoring by the UE:
· Both codebook-based and codebook-less HARQ feedback should be able to use the conventional DCI format to minimize the number of formats. E.g. compact DCI might cause some restriction why URLLC traffic needs to use DCI 1_1, or e.g. it would be advantageous to use compact DCI with eMBB traffic when PDCCH scheduling is a bottle neck.   
· Otherwise, further DCI formats need to be defined, which imply increased complexity for PDCCH monitoring by the UE.
Opt.2 by RNTI: 
· If new RNTI’s are introduced that increases the false alarm probability
· Else, to avoid that, MCS-C-RNTI need to be tied in with low latency HARQ feedback. This has several issues, which represent an unacceptable restriction for the scheduling flexibility:
· If URLLC needs to use MCS-C-RNTI for the MCS table, it must use the low latency feedback even when no more retransmission occasions are available. Normally, in such a case URLLC would use the same codebook as eMBB, and HARQ-ACK would only be used for gathering statistics by gNB.  
· A different indication would have to be introduced for SPS activation
 Opt.3 by explicit indication in DCI (new DCI field or reuse an existing DCI field):
3a) new DCI field: this would increase the DCI size by an extra 1 bit, which affects reliability. Adopting this solution without further examining the possibility of reusing existing DCI fields would go against the philosophy of the compact DCI, where each bit needs to be justified. 
3b) reuse HARQ process ID field:
This solution consists of mapping HARQ processes ID’s to ‘slow’ or ‘fast’ codebooks within a sub-slot. Thus the HARQ process ID field is used for codebook indication as well. 
At first sight the drawback can be that the number of HARQ processes used by eMBB and URLL cannot fluctuate freely. A conservative allowance for URLLC would impede the eMBB throughput. However, this effect is negligible for the following reasons:     
· Currently 16 HARQ processes are supported: this is twice the number of maximum HARQ processes in LTE! So, even if 8 HARQ processes were reserved to URLLC this would still leave plenty of processes for eMBB. However, this is far from being the case. The number of required HARQ processes is correlated to the HARQ Round Trip Time. Since RTT is short in URLLC, it only requires a few HARQ processes (e.g. 1-4). Notice that the eMBB downlink throughput is already restricted by the URLLC downlink traffic.
· Without this signalling method, URLLC will take the HARQ processes it requires. The only difference is that fluctuations in their potential HARQ process utilization ratios are not allowed by fixing the allowances between the ‘slow’ and the ‘fast’ HARQ codebooks.  However, these fluctuations are small anyway because the round trip times are very different for URLLC and eMBB, so ‘borrowing’ cannot really work. Without fixed allowances it could also occur that all the HARQ processes are used when URLLC downlink transmission needs to be scheduled. In this case an eMBB HARQ process needs to be terminated by toggling the NDI, which, in turn, causes RLC overhead. 
Hence, fixed allowances between ‘slow’ and the ‘fast’ HARQ codebooks can have but negligible impact on eMBB throughput, and would probably be applied anyways by the gNB scheduler. 
3c) reuse of K1 field:
This solution consist of having a common K1 table between the HARQ codebooks, but each item is tied in with an indication for either the ‘slow’ or the ‘fast’ HARQ codebook. This does not preclude that ‘slow’ and ‘fast’ codebooks have identical entries, or that the sub-slot sizes used as the unit of K1 are configured separately for the two codebooks.
The only possible drawback is that it depends case-by-case whether a saving in the DCI length is achieved or not. E.g. if the table has five entries: three for the ‘slow’ and two for the ‘fast’ codebooks then the K1 field requires three bits, which is equivalent to having a new DCI field of one bit, and a 2-bit K1 field to index two separate K1 tables. However, if ‘fast’ and ‘slow’ codebooks use e.g. two and five entries, respectively, then the explicit  indication field is saved.  
3d) reusing K1 and HARQ ID fields:
This solution is the combination of 3b) and 3c). It consists of partitioning the HARQ process ID’s into three groups, the third being the common pool. (The two other are tied in with ‘slow’ and ‘fast’ HARQ codebooks, respectively.) Each pool has its own K1 table. When the common pool is selected, the K1 table selects the ‘slow’ or ‘fast’ HARQ codebook by making use of the method discussed in option 3c). 
This solution guarantees that one bit is always saved with respect to option 3a), on the other hand, the HARQ process allowances are not fixed as opposed to 3b).   
Opt.4: By CORESET/search space: also introduces unnecessary scheduling constraint, and it can potentially increase the number of CCEs/BDs that a UE needs to monitor.  
From the above list, option 3) has the flexibility to down-select the optimal trade-off. Options 3b), 3c) and 3d) are the most efficient solutions in particular.  
Proposal 6: Use explicit indication in DCI for the PHY identification for identifying a HARQ-ACK codebook when at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE. 
FFS: introduce new field or reuse existing field.
Dynamic vs. static format codebooks
The rationale behind each codebook determination method is explained by the way they ensure predictable codebook format and size despite occurrences of DCI reception failures; codebook size also plays a role in decoding the PUCCH assignment, hence the stakes to get it right. Type-1 (semi-static) guarantees the format by including padding bits to cover all PDSCH reception opportunities regardless of the successfully detected DCI’s. Padding bits make this method inefficient. Type-2 (dynamic) format applies modulo-4 sequence indexing (DAI counters) to DCI’s, which allows detecting failing DCI’s as long as a burst of four or more failures does not occur. While such burst can be produced in eMBB over time, in scenarios having URLLC traffic alone they can virtually be precluded. Hence, no need to look further to solutions based on Type-1 method.           
Observation 4: DAI counter mechanism in Type-2 HARQ codebook is very reliable with URLLC traffic alone. 
The semi-static HARQ codebook format has the advantage of fixed size and format, hence robustness. It also allows reusing the DAI field for the purpose of indicating codebook-less HARQ feedback (without allowing another codebook in the same slot). However, these advantages vanish in the URLLC scenario, where dynamic HARQ codebook format can be just as robust and codebook-less HARQ feedback can be triggered easily by other means. 
Due to the padding bits, Type-1 format is impractical for URLLC transmissions, and should be avoided. Therefore, it requires no enhancements. Meanwhile, in mixed traffic scenarios, Type-1 might be considered to be a safer configuration to use with eMBB traffic. 
Proposal 7: Semi-static HARQ codebook does not need enhancement.
  
 Intra-UE multiplexing and prioritization of UCI
Scenario #4: Intra-UE UL Prioritization – Resource Conflict between Control Channel and Control Channel
Table 1 gives an overview of the cases where two PUCCH’s overlap. “Study” indicates the cases we propose to focus on. We propose to apply different priorities when two codebooks are constructed simultaneously. However, these are not necessarily tied in with traffic type, since the gNB may decide to send URLLC traffic to the slower HARQ codebook. Therefore we apply quotation marks with “URLLC HARQ”. Similarly, we assume an implicit or explicit distinction between two priority levels for SR. Initially, two separate priority levels are assumed for P/SP CSI, based on the periodicity and/or the BLER table target.  
[bookmark: _Ref7793481]Table 1: PUCCH vs. PUCCH resource conflicts
	
	“URLLC HARQ”
	eMBB HARQ
	eMBB SR
	P/SP-CSI 
high priority
	P/SP-CSI 
low priority

	URLLC SR
	R15 MUX rules
Study: drop HARQ if need to 
	Study: abort/delay
eMBB HARQ
	drop eMBB SR
	drop CSI

	“URLLC HARQ”
	-
	Study: abort/delay
eMBB HARQ
	Study: R15 mux or drop eMBB SR
	Study: drop CSI?

	P/SP-CSI 
high priority
	-
	R15 MUX rules
	drop eMBB SR
	-
	R15 MUX rules
Study: adapt



Conflicting eMBB and URLLC HARQ feedback
In the resource conflict shown by Figure 5, eMBB PUCCH has been scheduled already by the time URLLC DL transmission is initiated, and the eMBB PUCCH is blocking the low-latency HARQ feedback for URLLC. Multiplexing not only risks meeting the URLLC latency and reliability requirements but can often be impossible due to UE processing timelines (“guard gap”). Multiple UCI PUSCH overlaps would have to be considered making multiplexing further cumbersome. Therefore prioritization should be the neat and preferred approach.
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[bookmark: _Ref534992255]Figure 5: Already scheduled eMBB HARQ feedback conflicting with URLLC HARQ feedback: attempt to multiplex
Simply aborting PUCCH carrying eMBB HARQ is not always the best strategy as it tends to trigger multiple superfluous retransmissions of large chunks of data in the downlink. For instance, if 10% of eMBB HARQ transmissions is aborted, the eMBB DL BLER degrades by 10%. Therefore, this should be accounted for unless it occurs infrequently. 
A better solution to dropping an eMBB HARQ transmission is to abort it but save the actual codebook for later resending in full. 
In some cases the gNB might decide to prioritize eMBB actually. For instance, the cost of single-shot URLLC transmission is lower than the cost of triggering superfluous eMBB retransmissions. Or a timely retransmission occasion for URLLC is not available at all. In these circumstances the URLLC HARQ can still be required (e.g. for statistics) but the latency and (possibly) reliability are no longer concerns. In such a case, the gNB can select between:
· Multiplexing URLLC HARQ-ACK with eMBB HARQ-ACK (if timelines are met) by indicating the same, low-priority HARQ procedure in the DL-DCI
· Scheduling URLLC HARQ after eMBB HARQ with either low or high reliability HARQ procedure indication. (Low seems to be the more pragmatic choice.)  
Observation 5: Multiplexing would be complex and in some cases impossible between URLLC UCI and eMBB HARQ.
Observation 6: gNB can deprioritize URLLC HARQ when it make sense by simple scheduling.
Proposal 8: Do not support multiplexing URLLC HARQ with eMBB HARQ.
Conflicting HARQ and SR
The occurrence of positive SR is not predictable by gNB scheduler, hence overlapping transmissions cannot easily be avoided (unless scheduling around SR occasions, which is not a pragmatic choice in many cases). 
There is no risk in dropping eMBB SR when it conflicts with URLLC HARQ, but it might be necessary that L1 reports such an event to MAC. 
On the other hand, URLLC SR would need to have priority vs. other PUCCH in order not to risk violation of URLLC requirements, with the exception that multiplexing using Rel-15 rules should be allowed between PUCCH format 0 UCI’s or PUCCH format 1 UCI’s of the same traffic type. In particular, PUCCH Format 0 URLLC SR shall not be dropped when overlapping PUCCH Format 1 HARQ, unlike in Rel-15. 
In conclusion, the opposite prioritization rules seem adequate for SR based on its traffic type. Therefore, MAC layer would need to determine a binary priority level for PHY prioritization along with each SR request to L1. This would be based on the mapping between SR and logical channel groups, and the MAC priority levels assigned to each logical channel in the MAC. 
Proposal 9: SR priority at PHY is determined by MAC layer for the purpose of PHY prioritization.   
Proposal 10: URLLC SR should have priority over other UCI. Multiplexing with HARQ should only be allowed between same traffic type and PUCCH format. 
Conflicting P/SP-CSI and HARQ/SR
P/SP CSI is used to optimize scheduling for better spectral efficiency. URLLC reliability is not directly dependent on it.
Observation 7: P/SP CSI is used to optimize scheduling for better spectral efficiency. URLLC reliability is not directly dependent on it.
If P/SP CSI scheduled for eMBB conflicts with URLLC SR or HARQ it should be deprioritized by puncturing or abortion. Failing P/SP CSI can be made up for by requesting an A-CSI.
P/SP CSI scheduled for URLLC is unlikely to conflict with URLLC SR or HARQ when URLLC traffic is periodic. For non-periodic traffic P/SP CSI can be safely dropped, and an A-CSI requested, because P/SP scheduling was not optimized to the temporal distribution of the traffic, which is unknown. In conclusion, it is safe to drop P/SP-CSI scheduled for URLLC when it conflicts with URLLC SR/HARQ, and requesting A-CSI.
Proposal 11: Deprioritize P/SP-CSI when it conflicts with URLLC SR or HARQ or PUSCH.
gNB is able to schedule eMBB HARQ/PUSCH around P/SP CSI scheduled for URLLC. The conflict should be avoided especially when URLLC traffic is periodic and timely CSI feedback is important.
Proposal 12: Multiplex P/SP-CSI with eMBB HARQ or PUSCH when Rel-15 conditions are met.
Scenario #5: Intra-UE UL Prioritization – Resource Conflict between Control Channel and Data Channel
This scenario considers a case where the resources of uplink control transmission overlaps in time with uplink data transmission. Three scenarios should be considered for traffic types:
· URLLC UL-data vs. eMBB UCI
· eMBB UL-data vs. URLLC UCI
· URLLC UL-data vs. URLLC UCI.
In these conflicts we assume that eMBB is scheduled first. If overlapping resources can be multiplexed, then they should by multiplexed unless gNB sends some inhibitory signalling (e.g. resulting in beta=0). If multiplexing is not possible or inhibited then the resource scheduled by the later DCI should take precedence over the other. 
Allowing beta<1 and beta=0 could enable multiplexing or deprioritizing eMBB UCI dynamically. This could be sufficient signalling for handling reliability requirements with multiplexing, too. However, meeting the latency can require prioritization by either dropping or puncturing the eMBB PUSCH.  Table 2 gives an overview of the resource conflict cases.  
[bookmark: _Ref7801843]Table 2: PUSCH vs. PUCCH resource conflict cases overview
	
	URLLC
HARQ
	eMBB
HARQ
	URLLC
SR
	eMBB
SR
	P/SP-CSI
high-prior.
	P/SP-CSI
low-prior.

	URLLC
Data/BSR
	Rel-15
	Study: beta
	BSR sent
	SR dropped
	Study: beta
	Study: beta

	eMBB
Data/BSR
	Study: how to meet latency
	Rel-15
	Study: puncture
	Rel-15
	Rel-15
	Rel-15



In the case of conflicting SR, eMBB SR should always be deprioritized, and URLLC SR should always be prioritized. Note that if URLLC PUSCH is transmitted, any new request can be multiplexed onto it as BSR. Thus SR will not get triggered during PUSCH of the same traffic type. 
Observation 8: PUSCH will never conflict with SR of the same traffic type because BSR can be sent instead. 
Proposal 13: eMBB PUSCH conflicting with URLLC SR or URLLC HARQ should be deprioritized (aborted or punctured). Details: FFS.
Proposal 14: FFS: Multiplexing PUSCH and PUCCH using UCI-priority-level dependent beta. Extended range to beta<0 and beta=0.
Conclusion
In the first part of the contribution we had the following observations and proposals on multiple HARQ procedures:
Observation 1: HARQ multiplexing favours larger sub-slots or no partitioning at all, which may involve losing the retransmission occasion in certain corner cases. A good trade-off for sub-slot partition size is not always guaranteed.
Observation 2: Maybe we could add another “negative” observation that indicate using only codebook-based can’t guarantee zero-alignment delay without jeopardize the possibility of multiplexing.
Observation 3: Complementary codebook-less HARQ procedure can allow choosing coarser or no partitioning for the codebook-based procedure. This benefits scheduling and HARQ multiplexing.
Proposal 1: Use “Codebook-less HARQ” as a complementary procedure, simultaneously to the codebook-based procedure. The number of PUCCH’s carrying codebook-less HARQ in a (sub-)slot needs not be restricted.  
Proposal 2: Limit the configurable number of sub-slots to maximum two sub-slots per slot.
Proposal 3: For HARQ codebook sending the PUCCH resource selection should use the Rel-15 mechanism adapted to sub-slots. 
Proposal 4: For codebook-less procedure, the PUCCH resource assigned by the PRI should be sent in the earliest sub-slot that abides by the N1 UE timeline.
Proposal 5: To avoid signalling overheads, a configurable special K1 (index) value could select codebook-less HARQ_ACK sending.
[bookmark: _GoBack]Proposal 6: Use explicit indication in DCI for the PHY identification for identifying a HARQ-ACK codebook when at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE.
FFS: introduce new field or reuse existing field.
Observation 4: DAI counter mechanism in Type-2 HARQ codebook is very reliable with URLLC traffic alone. 
Proposal 7: Semi-static HARQ codebook does not need enhancement.
In the second part of the contribution we had the following observations and proposals on intra-UE prioritization and multiplexing of UCI:
Observation 5: Multiplexing would be complex and in some cases impossible between URLLC UCI and eMBB HARQ.
Observation 6: gNB can deprioritize URLLC HARQ when it make sense by simple scheduling.
Proposal 8: Do not support multiplexing URLLC HARQ with eMBB HARQ.
Proposal 9: SR priority at PHY is determined by MAC layer for the purpose of PHY prioritization.   
Proposal 10: URLLC SR should have priority over other UCI. Multiplexing with HARQ should only be allowed between same traffic type and PUCCH format. 
Observation 7: P/SP CSI is used to optimize scheduling for better spectral efficiency. URLLC reliability is not directly dependent on it.
Proposal 11: Deprioritize P/SP-CSI when it conflicts with URLLC SR or HARQ or PUSCH.
Proposal 12: Multiplex P/SP-CSI with eMBB HARQ or PUSCH when Rel-15 conditions are met.
Observation 8: PUSCH will never conflict with SR of the same traffic type because BSR can be sent instead. 
Proposal 13: eMBB PUSCH conflicting with URLLC SR or URLLC HARQ should be deprioritized (aborted or punctured). Details: FFS.
Proposal 14: FFS: Multiplexing PUSCH and PUCCH using UCI-priority-level dependent beta. Extended range to beta<0 and beta=0. 
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