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Introduction
In this contribution we present our view on possible mechanisms to overcome the problem of harmful scheduling restrictions for XR services as caused by RRM measurements as agreed for the Release 19 WID on XR [NR_XR_Ph3] in RP-240791 [1]. The contribution mainly addresses five alternatives related to solutions triggered/enabled by network signalling agreed to be further considered: 
	Agreement
For solutions based on triggering/enabling by network signaling to enable Tx/Rx in gaps/restrictions that are caused by RRM measurements consider the following alternatives or combinations for further down-selection:
· Alt. 1: Dynamic indication to enable Tx/Rx in particular gap(s)/restriction(s) that are caused by RRM measurements. 
· FFS: details
· Alt. 2: Semi-persistent solution to enable Tx/Rx in gaps/restrictions that are caused by RRM measurements. 
· FFS: details
· Alt. 3: Semi-static solution to enable TX/RX in gaps/restrictions that are caused by RRM measurements.
· FFS: details
· Alt. 4: Dynamic solution to adapt/change gap/SMTC configuration to enable TX/RX in gaps/restrictions that are caused by RRM measurements. 
· FFS: details
· Alt. 5: Rule-based solution to enable TX/RX in gaps/restrictions that are caused by RRM measurements:
· FFS: details
Companies are encouraged to use the EVM in TR38.835 if they are submitting simulation results.



When addressing those five alternatives, we also discuss the timing aspects and signalling overhead implications. Following this, partial measurement gap/restrictions skipping is discussed. Aspects of UE assistance information are also proposed, and finally we present system-level simulations results before concluding the contribution.
	Agreement
Consider at least solutions based on triggering/enabling by network signaling to enable Tx/Rx in gaps/restrictions that are caused by RRM measurements.
· FFS: Other types of solutions.
· Whether or not/how to account for any UE assistance information/indication in addition to other information available at the network

Agreement
From RAN1 perspective, when an occasion(s) of gaps/restrictions that are caused by RRM measurements are cancelled/skipped fully, UE is assumed to receive/transmit in the gaps/restrictions that are caused by RRM measurements as it would without any (measurement etc. related) gaps/restrictions that are caused by RRM measurements.
· FFS: Whether or not/How to support of the case where an occasion(s) of gap/restrictions that are caused by RRM measurements are cancelled/skipped partially

Working Assumption
RAN1 aims to develop/identify solution(s) to enable Tx/Rx in gaps/restrictions that are caused by RRM measurements agnostic in RAN1 normative work to types of gaps/restrictions that are caused by RRM measurements. 
Note: UE features related to the developed solution(s) is a separate discussion.



Network controlled dynamic indication (Alt 1)
We first start with discussion of solution related to network controlled dynamic indication of skipping a measurement gap. Dynamic indication could be realized with DCI-base signalling (fastest option) or MAC-CE base signalling (a bit slower signalling). This solution is motivated by the fact that the gNB may first know shortly before the start of the scheduling window if it was successful, or whether it needs to schedule the UE also in the otherwise upcoming “scheduling restriction window” to meet the QoS requirements for the UE. 
The basic principle of DCI based solution is illustrated in Figure 1, where the UE has been configured with periodic RRM measurements that causes scheduling restrictions. Shortly before one of these scheduling restrictions, the gNB decides to send a DCI to inform the UE to skip the upcoming of window of scheduling restrictions. Thereby allowing the gNB to schedule the UE also during that window in order to be able to fulfil the UEs QoS requirements.
 [image: ]
Figure 1. Illustration of DCI-based on-demand signalling to inform the UE to skip the next window of scheduling restrictions due to e.g. RRM measurements.
For the solution with dynamic indication of skipping a gap of scheduling restrictions, transmission of skipping command (via DCI or MAC-CE) shall happen some time before the start of the configured measurement gap to allow the UE to react and skip the measurement gap. 
The UE Rx processing times for PHY channels is defined in 3GPP TS 38.214, Clause 5.3. There are no explicit definitions of PDCCH processing time, but rather the combined processing time of PDCCH (i.e. scheduling grant) and PDSCH decoding is defined. For UE processing capability #1, the processing time equals 10-13 symbols for 30 kHz SCS (i.e. roughly 0.5ms). For UE processing capability #2, the processing time equals 4.5 symbols for 30 kHz SCS (i.e. roughly 0.17ms). Inspired by the earlier latency calculations from URLLC/TSC studies in RAN WG1 and WG2 (see e.g. R1-1813120 and Table 1 in [4]), Table 1 below summarizes the latency budget from the time the gNB decides to MG skipping until the MG is skipped if using DCI-based signalling. From these calculations, the gNB needs to decide potential MG skipping at least 0.8+X to 1.1+X ms before the start of MG if it shall be skipped, where X denotes the time for the UE to determine the behaviour for next MG gap e.g. carry out the measurement related actions i.e. (tuning of RF frontend to other carriers) or continue its current operation to decode PDCCH/PDSCH receptions or potentially transmit PUSCH/PUCCH. Setting X=0.5 ms (one slot) may therefore be a reasonable assumption, resulting in a time of 1.3-1.6 ms.
Table 1: Time-budget from sending the skipping command until the MG is skipped with DCI-based signalling.
	Description
	Time

	gNB preparation of DCI with MG skipping after decision
	0.1 ms 

	Frame alignment and transmission time
	0.5 ms (conservative estimate)

	UE processing of DCI
	0.5 ms (capability #1) 0.17 ms (capability 2)

	UE reaction time to skip MG 
	X 

	Total
	1.1 ms + X (capability #1) 0.8 ms + X (capability 2)



Table 2 summarizes the corresponding time-budget for the solution alternative with MAC-CE based signalling of MG skipping. For this solution, the MAC-CE is sent on the PDSCH (i.e. part of the transport block). It therefore also includes the UE Rx processing times for PHY channels is defined in 3GPP TS 38.214, Clause 5.3. However, as the link adaptation for PDSCH is typically set to operate at 10% BLER (versus ≤1% for PDCCH), it would seem preferable to one HARQ ReTx before we can be sure that the UE has correctly received the PDSCH. The HARQ RTT equals 1-3 slots depending on the UE processing category. From these calculations, the gNB needs to decide potential MG skipping at least 1.9-2.3 ms before the start of MG if it shall be skipped, if we again assume X=0.5ms.  
Table 2: Time-budget from sending the skipping command until the MG is skipped with MAC CE signalling.
	Description
	Time

	gNB preparation of MAC-CE with MG skipping
	0.1 ms 

	Frame alignment and transmission time
	0.5 ms (conservative estimate)

	UE PHY processing of PDSCH decode (MAC-CE)
	0.5 ms (capability #1) 0.17 ms (capability 2)

	HARQ ReTx RTT
	0.5 ms (capability #2) – 1.5 ms (capability #1)

	UE reaction time to skip MG 
	X 

	Total
	1.8 ms+X (capability #1) 1.4 ms+X (capability 2)



This leads to the following observation:
Observation 1: Assuming the UE needs one slot to react on the MG skipping command, the gNB shall decide sending the skipping command at least 1.3-1.6 ms (DCI-based) or 1.9-2.3 ms (MAC-CE based) before the start of MG for that to be skipped. Hence, the DCI-based solution is approximately 50% faster, allowing the gNB scheduler approximately 2-3 more TTIs before it has to decide if MG skipping is needed.

This leads to the following proposals:
Proposal 1: As the DCI-based solution is clearly faster, offering more degrees of freedom, RAN WG1 is recommended to agree on standardization of fast DCI-based signalling so the gNB can inform the UE to skip its next window of scheduling restrictions as caused by RRM measurements.
Proposal 2: The value of X, i.e. the time it takes the UE to react on the skipping command to continue its current operation without start a MG, shall be defined. RAN1 can consider setting X=0.5 ms (one slot @ 30 kHz SCS) as an assumption, given that skipping a MG gap essentially means that UE only continues its current operation to decode PDCCH/PDSCH receptions or potentially transmit PUSCH/PUCCH (i.e. no tunning of RF frontend etc. to perform RRM measurements on neighbouring cells). 
· RAN WG1 could further consider feedback from other WGs, e.g. from RAN2 for MAC-CE application delay.

Network controlled pattern/window-based solutions (Alt 2 and Alt 3)
RRC based solution can be also considered on top of the dynamic Alt 1 solution. The network may also utilize a priori knowledge it may have in terms of periodicity of the incoming XR traffic, its potential jittering times, and packet delay budgets, such that it knows the windows of when it will need to schedule its UEs to fulfil its QoS requirements. For an XR UE with a service of 60 frame per second, it may e.g., be sufficient to schedule it in windows of approximately 5-6 ms every 16.6 ms to fulfil its QoS requirements. For such cases, it would be sufficient for the gNB to configure the UE with a time-masking where it plans to schedule the UE, and when this mask collides with windows of scheduling restrictions, the scheduling restrictions shall be skipped. The signalling to enable such functionality does not need to be very fast, and hence could be realized with RRC signalling. 
Proposal 3: The gNB should be able to semi-statically (Alt.3) signalling a periodic mask of time-windows where it plans to schedule the UE, and hence the UE shall prioritize scheduling in such windows and skip potential windows of scheduling restrictions if such overlaps occur. Such signalling can be done with RRC.
The principle is illustrated in Fig 2, where it is shown that the UE is configured with a mask of windows where it should always prioritize scheduling, i.e., skipping potential RRM measurements that would cause scheduling restrictions. The gNB will configure the UE with such a mask in line with the expected arrival of XR radio frames and the time anticipated for scheduling of those, including potential uncertainties from jitter variations. In the pictured example, it is shown that two RRM measurement occasions with scheduling restrictions are skipped as they overlap with the mask of windows (configured by the gNB for the UE) where UE shall always prioritize scheduling.
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[bookmark: _Ref156998781]Figure 2. Illustration of the case where the UE is configured with a mask of windows where it should always prioritize scheduling, i.e., skipping potential RRM measurements that would cause scheduling restrictions.

It is clear from Fig. 2 that the UE knows well in advance if a MG shall be skipped as both the pattern of MGs and the mask for skipping of MGs are semi-statically configured for this solution. The UE therefore have the time it needs to prepare potential MG skipping.
The solution in Fig. 2 may be completed with options, where the network can request the UE to de-activate (and afterwards activate) the mask of measurement skipping. In line with Alt 1, such de-activation/activation signalling may be based on DCI signalling. The timing for such activation/deactivation signalling would therefore follow the time budget summarized in Table 1, resulting in the following proposal:
Proposal 4: The gNB could be able to dynamically de-activate/activate the semi-static periodic mask of time-windows (Alt. 3) where the UE skip potential MGs. Such de-activation/activation signalling could be realized with DCI signalling, and hence is subject the time-constraints as captured in Observation 1.
Following the same line of thoughts, the principle of de-activation/activation may in principle also be applied for the RRC configured SMTC pattern for RRM measurements (i.e. a variant of Alt 2). However, de-activation of pattern of RRM measurements would mean that no RRM measurements are performed, which is clearly not desirable. Hence, we don’t find such solutions attractive, resulting in the following proposal:    
Proposal 5: It is recommended to down-prioritize the variant of Alt-2 schemes where the pattern of SMTC windows for RRM measurements can be de-activated as such the solution is seen inferior other considered solution alternatives.

Solutions for changing the periodicity of MGs (Alt 4)
At RAN1#116, it was also discussed to potentially adaptively change the periodicity (or length) of MGs. As per current MG definitions, those are configured by RRC for the UE. It allows setting different periodicities, among others every 20ms, 40ms, 80ms and so forth. It is our view, that the dynamic and semi-static solutions for skipping of selective MGs when the gNB needs to schedule time-critical XR traffic are more attractive than such Alt 4 solutions, so we recommend discarding solutions in going forward. Also, it is good to note that Rel-18 based approach of having BWP specific MG configuration could be used to achieve this implicitly. 
Proposal 6: The network-controlled dynamic and semi-static solutions for MG skipping are seen more attractive and flexible as compared to changing the MG periodicity (e.g. alternating between periodicities of e.g. 20 ms, 40ms, 80ms). Such Alt 4 solutions are therefore recommended to be de-prioritized in going forward.

Rule-based UE behaviour solutions for MG skipping (Alt 5)
Rule based UE behaviour where, UE based on network configuration determines whether to skip measurement gap, could be considered as complement to the purely network driven solutions. One such solution could be based on the recent scheduling activity up to start of the window of scheduling restrictions. If there has been intense scheduling activity shortly before the start of the scheduling restrictions window, there may likely be a need for more scheduling (incl. scheduling of HARQ retransmissions). A possible solution for a UE to determine if it shall skip the next scheduling restriction window could therefore be e.g., the following: if the UE receives at least N scheduling DCIs up to time T before the start of “scheduling restriction window” then the UE will prioritize decoding PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. effectively skip the scheduling restriction window (see Fig. 3). A solution like this would cause less gNB-2-UE signalling as compared to Alt 1-2 solutions, as there is no explicit signalling for every occasion where a “scheduling restriction window” is skipped. 
Observation 2: A rule-based UE behaviour, so if the UE receives at least N scheduling DCIs up to the time T before the start of “scheduling restriction window”, can be used to trigger skipping the scheduling restriction window based on DL activity. Parameters N and T are configured by gNB to the UE. 
The principle of this proposal is pictured in Figure 3, where the UE and the network agree to skip windows of scheduling restrictions (RRM measurements) if more than N DCIs are received T units of time before the start of the next scheduling restriction window. In line with the time budget discussions in Section 2, the UE would still need to evaluate X units of time before the start of the measurement gaps if it shall be skipped. As commented in Section 2, and Observation 1, a reasonable value of X could be 0.5 ms (corresponding to one slot @ 30 kHz SCS). 
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[bookmark: _Ref157002153]Figure 3. Illustration of rule-based UE behaviour solution, where the UE skip windows of scheduling restrictions (RRM measurements) if more than N DCIs are received T seconds before the start of the next scheduling restriction window.

Another rule-based UE behaviour solution consists in enabling the UE to skip the next windows of scheduling restrictions (and possibly missing the opportunity of performing RRM measurements) if certain UE feedback has been transmitted shortly before the window of scheduling restrictions. UE feedback may include UCI indication like HARQ-NACK feedback or SR or MAC CE messages like BSR and recently introduced DSR. A simple solution for a UE to determine if it shall skip the next scheduling restriction window could, therefore, be defined.
Observation 3: Recent scheduling activity (e.g., number of scheduled DCIs, HARQ-NACK feedback, SR, BSR, DSR, etc.) before the start of the window with scheduling restrictions can be used to decide whether UE should skip scheduling restrictions or not.
Observation 4: A rule-based UE behaviour, so that if the UE transmit certain feedback within T time units before the start of “scheduling restriction window”, can be used to determine that the UE shall prioritize decoding of PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. the UE will effectively skip the scheduling restriction window. 
Proposal 7: Evaluate gNB configured UE rule-based behaviours to skip scheduling restrictions based on DL or UL activity for example:
· if the UE receives at least N scheduling DCIs within T time units before the start of “scheduling restriction window” then it shall skip the scheduling restriction window, where parameters N and T are configured by gNB to the UE, 
· if the UE transmits certain feedback within T time units before the start of “scheduling restriction window” then the UE shall prioritize decoding PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. the UE will effectively skip the scheduling restriction window.

As discussed in [5], we observe that scheduling restrictions due to RRM measurements may add up to the DRX activity that may further prevent the network to schedule the UE in time to fulfil the PDB. For example, the window of scheduling restrictions where a UE prioritizes RRM measurements may overlap with the On Duration of the DRX cycle. In the worst case the window of the scheduling restrictions may be configured to start at the beginning of the OnDuration of DRX cycle. This means that at the time of the start of the DRX active time, the transmission of any new or buffered XR data packet shall be delayed, hence increasing the packet delay and risking violating the PDB. This problem is illustrated in Figure 4, where XR frame arrived outside the UE active time and the overlapping window of scheduling restrictions in the next On Duration prevents the network from scheduling soon the buffered XR data. An additional scheduling delay is introduced, and this may cause violating the PDB especially if negligible PDB is left for possible retransmissions.  Other solutions (e.g. Alt3 based pattern) could be considered to improve this situation. Hence it is proposed that DRX-based scheduling restriction adaptation is down-prioritized for time being and further considered if other selected solutions cannot address the considered scenario. 
Observation 5: Interaction of scheduling restrictions due to RRM measurements and DRX could be considered to trigger skipping scheduling restrictions, e.g., if the beginning of a window of scheduling restrictions starts within the (beginning of) the OnDuration defined by the DRX Cycle, then the UE shall prioritize decoding PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. the UE will effectively skip the scheduling restriction window. 
Proposal 8: Assuming that other solutions (e.g. Alt3) can alleviate the impact of scheduling restrictions with DRX and are adopted, DRX-based approaches could be down-prioritized for time being.
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[bookmark: _Ref157169987]Figure 4. Illustration of scheduling restrictions due to RRM measurements overlapping with On Duration of DRX cycle.

Partial measurement gap skipping
At RAN1#116 it was also discussed if skipping a measurement gap to allow scheduling would apply to the full measurement gap only, or also a fraction of the measurement gap (i.e. known as partial skipping). 
	Agreement
From RAN1 perspective, when an occasion(s) of gaps/restrictions that are caused by RRM measurements are cancelled/skipped fully, UE is assumed to receive/transmit in the gaps/restrictions that are caused by RRM measurements as it would without any (measurement etc. related) gaps/restrictions that are caused by RRM measurements.
· FFS: Whether or not/How to support of the case where an occasion(s) of gap/restrictions that are caused by RRM measurements are cancelled/skipped partially



The key question when considering partial skipping versus fully skipping, is whether partial skipping could offer some advantages to further leverage the trade-offs between schedulability and loss of RRM measurement opportunities. This possible benefit can be dependent on the type of the measurement occasion and how UE can utilize the partial measurement occasion. 
As the focus of the discussion is SSB-based measurements, the usability of the partial measurement gaps can be considered from SMTC and SSB pattern perspective. For FR1, there are two SSB occasions, 4 symbols each, in a slot and the maximum number of SSBs is up to 8. Hence for 15kHz and 30kHz sub-carrier spacing the full beam sweep (of 8 SSBs) can last 4 or 2ms, respectively. 
For measurement gap based RRM measurements, some time allowance would need to be accounted for the UE RF retuning etc. This has been typically considered to be 0.5ms in each direction. Thus, to make partial measurement occasion skipping viable for measurement gap-based operation, the duration of partial measurement occasion should cover sufficient time for measurement(s) and the UE RF tuning etc. As switching back and forth is not efficient, some minimum time for effective measurements should be considered for partial measurement gaps, e.g. 1ms. Thus, accounting the UE RF retuning tolerance, 2ms partial measurement gap could be reported.  
For scheduling availability restriction operation only 1 symbol guard time around SSB is considered, thus shorter partial measurements could be used. As measurements in the same frequency layer are considered, the cells could be assumed to be reasonably well synchronised. However, as from data delivery perspective, the available time would be beneficial in approximately one slot portions, considering 1 slot partial scheduling restrictions could be considered. 
Afore aspect considers only the partial cancellation/skip from minimum time viable for doing measurements or delivering data. Now, in case of multibeam system it of course can be that for a particular UE, a measurement occasion covering only part of the SSB burst may not cover SSBs under which coverage the UE currently is. Accounting the possibility of UE movement (in scope of mobility measurements), this can further vary so that the ‘best’ measurement occasion time may shift. Thus, to benefit from partial measurement cancellation/skipping the time available for partial measurements e.g. in a fraction of SMTC, should not be constant.    
Observation 6: For the partial measurement cancellation/skipping to provide benefit the available measurement duration should be long enough and the available fraction of e.g. SMTC should be varying. 

One possible option of partial skipping of measurement gaps is pictured in Fig. 5. In this particular example, the SMTC window for the full measurement gap is subdivided into e.g. 4 fractional gaps of SMTC window. In this example the 4 fractional gaps are designed with some overlap between each segment of the SMTC and it is assumed that SMTC is configured closely to match the SSB burst duration. There might be different reasons for this overlap as discussed afore. 
[image: ]
[bookmark: _Ref160813287]Figure 5. Example of fractional gap division by 4.

By having the structure of fractional measurement gaps defined, e.g. RRC or DCI could be used to inform the UE to cycle through different fractional measurement gaps one-by-one in different SMTC windows, such that after 4 SMTC windows, the UE would have measured during all 4 fractional measurement gaps, corresponding to having measured the full SMTC window. The principle of this is pictured in Fig. 6.
[image: ]
[bookmark: _Ref160813509]Figure 6. Example of how fractional gap division by 4 could apply to each individual SMTC window.

Given these considerations, we draw the following observation and proposal:
Observation 7: Introducing the concept of fractional gaps has the potential to allow skipping only parts of SMTC windows, thereby offering more scheduling opportunities while still allowing the UE to prioritize some RRM measurements. 
Proposal 9: RAN1 to further evaluate the concept of introducing fractional measurement gaps/restrictions to allow partial skipping of measurement gaps/restrictions to allow more scheduling opportunities.


UE assistance information
If the network has configured the UE with the s-MeasureConfig condition for conducting RRM measurements, it is important that the network knows if this condition has been fulfilled. This is needed for the network to know if the UE perform RRM measurements (and hence is subject to corresponding scheduling restrictions), or not. Once the s-MeasureConfig condition is fulfilled for a UE, it therefore suggested that the UE informs the network as it would then need to take corresponding scheduling restrictions into account. 
Proposal 10: For UEs configured with search threshold (s-MeasureConfig), the UE shall inform the network when the condition is met (i.e. defined RSRP threshold is exceeded). 
Similarly, for a UE that no longer has its s-MeasureConfig condition fulfilled, and as a consequence stops conducting RRM measurements, we also suggest that the UE informs the network. This is important for the network to know as it no longer needs to take scheduling restrictions from RRM measurements into accounts (as the UE has stopped such measurements). This leads to:  
Proposal 11: For UEs configured with search threshold (s-MeasureConfig), that stops doing RRM measurements because the s-MeasureConfig condition is no longer fulfilled, the UE shall inform the network of that.
Proposal 12: The UE to network signalling related to search threshold (s-MeasureConfig) conditions could be realized by RRC signalling (subject to consultation with RAN WG2).
The basic principle of the solution is as follows and shown in Fig. 7. The UE is first configured with the s-MeasureConfig conditions, and asked to report back to the gNB when this condition is fulfilled (e.g. SS-RSRP< s-MeasureConfig) and it starts performing RRM measurements that causes scheduling restrictions. Similarly, when the condition is no longer fulfilled, and the UE is not required to do RRM measurements on neighbouring cells, is shall also report that to the gNB. Thereby, the gNB always knows when the UE is conducting RRM measurements, and hence knows when it can freely schedule the UE, and when it needs to respect certain scheduling restrictions.
[image: ]
[bookmark: _Ref156999665]Figure 7. Illustration of case where the UE is configured to report when it starts, or stops, conducting RRM measurements as per the s-MeasureConfig condition that results in scheduling restrictions.

We note that the proposals related to UE to network reporting of s-MeasureConfig conditions, has some relations to the already defined RRC Events A1 (Serving becomes better than threshold) and A2 (Serving becomes worse than threshold). However, while A1/A2 events solely links to serving cell RSRP power levels as compared to a threshold, what we suggest in the listed Proposals links also to UE behaviour of performing RRM measurements (and is related to scheduling restrictions).

System-level simulation results
In this section, we present the results of system-level simulations (SLS) of some of the alternative skipping policies discussed in previous sections. Simulations have been performed in the Dense Urban FR1 scenario with parameters configured according to TR38.835 (the main SLS parameters are reported in Appendix A). On top of the parameters defined in TR38.835, we configured measurement gaps considering two configurations: (40,6), where the interval is 40ms and the gap length is 6ms, and (20,6) where the interval is 20ms and the gap length is 6ms. In our evaluation, we consider the following two KPIs:
XR capacity: system load in terms of number of UEs where the ratio of satisfied UEs is above or equal to 90%. A UE is marked as satisfied if 99% of XR frames are delivered within the packet delay budget (PDB) of 10ms (for VR/AR) or 15ms (for CG). The KPI is reported by computing the average across all UEs, all cells, and all SLS drops.
Skipping ratio: fraction of skipped measurement opportunities with respect to the total number of measurement opportunities defined by the measurement gaps configuration. The KPI is reported by computing the average across all UEs, all cells, and all SLS drops.
We evaluate the following skipping policies (alternatives):
Rule-based –Scheduling DCI-triggered skipping (Alt. 5): the skipping decision is made by the network and the UE independently based on the amount of scheduling activity prior to the next measurement opportunity. The number of scheduling DCIs prior to the next measurement opportunity that triggers the skipping is N=1.
Pattern-based (Alt 3): the network communicates the pattern of the XR traffic to the UE. Both the UE and the network determine whether to skip based on the pattern of XR traffic and measurement opportunities.  
Rule-based – HARQ-NACK (Alt 5): the skipping decision is triggered by the transmission of the NACK prior to the next measurement opportunity.
Dynamic indication – Dedicated DCI signaling (Alt. 1): the logic of the skipping decision is implemented by the network and indicated dynamically with dedicated DCI signaling. 

Additionally, we compare the skipping policies against the two following baseline configurations:
No MGs: measurement gaps are disabled. This corresponds to the ideal case where scheduling restrictions are not delaying scheduling decisions. This configuration provides an upper bound in terms of XR capacity.
MG enabled: measurement gaps and corresponding scheduling restrictions are enabled. The parameters (X,Y) indicate the MG interval (X) and the gap length (Y). This configuration provides a lower bound in terms of XR capacity.
All policies include two time thresholds to decide whether to skip the measurement opportunity. The first threshold (T1) indicates a minimum amount of time before the beginning of the measurement opportunity to make the decision to skip RRM measurements and prioritize PDCCH decoding or UL transmission. The second threshold (T2) indicates the minimum interval/gap/timeline between the beginning of the measurement opportunity and the skipping trigger (i.e., DCI, XR pattern colliding with measurement gap, HARQ-NACK) to maintain RRM measurements. Therefore, a measurement opportunity is skipped only if the interval between the skipping trigger and the measurement opportunity is larger than T1 and smaller than T2. For example, in the Scheduling DCI-triggered skipping, the UE and the network agree to prioritize scheduling in the next measurement gap every time a scheduling DCI is sent at least T2 slots prior to the next MG and at most T1 slots prior to the next MG. Figure 8 and Figure 9 illustrate the “Scheduling DCI-triggered” and the “Pattern-based” skipping policies (with T1 = 0), respectively. In the figures,  is the time (e.g., slot) when the scheduling DCI command is transmitted,  is the beginning of the MG, and  is the time when the XR frame is expected and it is computed according to the parameters provides by the network (e.g., reference time and period). “HARQ-NACK” policy is similar to “Scheduling DCI-triggered” except that the triggering is executed in NACK is received T2 slots prior to the next MG. “Dedicated DCI signaling” scheme estimates the next frame arrival of the XR traffic and sends an explicit indication to skip the scheduling restriction in the next measurement opportunity if it overlaps with the next measurement opportunity. Note that communication of skipping and scheduling decisions can be decoupled using the “Dedicated DCI signaling scheme”. It is good to note that for the presented evaluations we have assumed that the T1 = 0, i.e. the skipping can be triggered right before the start of the measurement gap.
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[bookmark: _Ref162372769]Figure 8. Rule-based – Scheduling DCI-triggered skipping (Alt 5). Skipping is triggered every time the condition  is fulfilled.  is the time (e.g., slot) when the scheduling DCI command is transmitted. Note that this time may be delayed with respect to the frame entering the scheduling queue due to scheduling delay, queuing, cell load, U slot, etc.
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[bookmark: _Ref162372772]Figure 9. Pattern-based skipping (Alt 3). Skipping is triggered every time the condition  is fulfilled.  is computed according to timing pattern provided through RRC signaling (e.g., reference time and period).

Observation 8: For Pattern-based (Alt 3) policy, the threshold T1 can be implicitly considered by anticipating the time of the skipping decision in the UE and network by the amount T1 with respect to the beginning of the measurement opportunity. In other words, the decision should be made at time  but still considering the condition .

Table 3 illustrates the capacity for different PDBs and the skipping ratio of the alternative solutions we have considered in our SLS. We also evaluate the same KPIs with legacy MGs (label “MGs enabled”) and without any MG configured (label “No MGs”). We observe that Scheduling DCI-triggered policy outperforms HARQ-NACK policy in terms of XR capacity among the class of solutions in Alt 5. The main reason is that satisfied UEs usually experience a low number of transmission errors. Therefore, the gain that can be achieved by prioritizing re-transmissions is negligible with respect to first TB transmission.
Scheduling DCI-triggered solution (Alt 5) and pattern-based skipping (Alt 3) show the same capacity and 33% of skipping ratio for Alt.5, 25% of skipping ratio for Alt. 3. We observe that the two policies operate as follows:
DCI-triggered solution triggers the skipping when a scheduling DCI is transmitted just before the beginning of the subsequent measurement opportunity;
Pattern-based solution triggers the skipping when a traffic window in the defined pattern overlaps with a measurement opportunity. 
Since on average we expect to have the same number of XR frames before a measurement opportunity and happening after a measurement opportunity, the two alternatives protect roughly the same number of XR frames from being delayed. The two policies show instead a different skipping ratio. In any pattern-based solution the skipping is triggered only when the two (semi) static patterns representing the expected XR frames, and the measurement opportunities overlap in time. Therefore, the skipping ratio is completely determined by the configuration of the two patterns (measurements and traffic). In contrast, in DCI-triggered solutions, the traffic load in the cell, congestion, and scheduling delay may delay the scheduling of an XR frame with respect to its expected/nominal pattern. Therefore, the scheduling DCI that triggers the skipping may be postponed due to queuing. This can be noticed in Figure 12 in Appendix B, where the skipping ratio for the pattern-based solution remain constant while the skipping ratio of the DCI-triggered solution increases with the cell load.

[bookmark: _Ref161691918]Table 3: Results of SLS in DU deployment with (MG interval, MG gap length) equal to (40,6) ms. N/A means Not Applicable.
	Scheme
	Alternative
	Capacity (PDB: 10ms) [#UEs/cell]
	Capacity (PDB: 15ms) [#UEs/cell]
	Skipping ratio

	No MGs
	N/A
	7
	9
	N/A

	MGs enabled (40,6)
	N/A
	3
	6
	0%

	Rule-based – Scheduling DCI-triggered skip (N=1, T1=0ms, T=T2=4ms)
	Alt 5
	4
	7
	33%

	Pattern-based skip (T1=0ms, T2=4ms)
	Alt 3
	4
	7
	25%

	Rule-based – HARQ-NACK skip (T1=0ms, T2=4ms)
	Alt 5
	3
	6
	<5%

	Dynamic indication (T1=0ms, T2=4ms)
	Alt 1
	4
	7
	25%



In our SLS evaluation summarized in Table 3 for measurement gap configuration (40, 6) ms, we show that rule-based solutions where skipping of restrictions is triggered by scheduling DCI outperforms rule-based solutions triggered by HARQ-NACK feedback in terms of XR capacity. Therefore, the evaluation of rule-based solutions where skipping is triggered by scheduling DCIs should be prioritized over HARQ-NACK alternatives. Furthermore, it is shown that pattern-based approach reaches similar XR capacity as rule based (based on scheduling DCI), while having lower skipping ratio. Dynamic indication based on dedicated DCI scheme shows similar performance as the pattern-based approach both in terms of XR capacity and skipping ratio.
Observation 9: Rule-based solutions where skipping is triggered by scheduling DCI outperform HARQ-NACK alternatives in terms of XR capacity among the class of solutions in Alt 5 since the gain that can be achieved by prioritizing re-transmissions is negligible with respect to first TB transmission.
Observation 10: Pattern-based (Alt. 3) and dynamic indication (Alt. 1) approaches provide the best performance in terms of XR capacity and skipping ratio among the evaluated schemes.
Proposal 13: As proposed in Section 1 and 3, dynamic indication and pattern-based approaches (Alt. 1, and Alt. 3), such as RRC configured pattern and dedicated DCI signalling should be considered as potential solutions for skipping MG/restrictions.
Finally, we observe that solutions based on dynamic indication (Alt.1) are more flexible than pattern-based skipping schemes (Alt. 3), since the decision to skip the next measurement opportunity can be postponed to the very last moment. 
Observation 11: Solutions based on dynamic indication (Alt.1) are more flexible than pattern-based skipping schemes (Alt. 3), since the decision to skip the next measurement opportunity can be postponed to the very last moment.

Conclusion
The contribution is concluded with following summary of Observations:
Observation 1: Assuming the UE needs one slot to react on the MG skipping command, the gNB shall decide sending the skipping command at least 1.3-1.6 ms (DCI-based) or 1.9-2.3 ms (MAC-CE based) before the start of MG for that to be skipped. Hence, the DCI-based solution is approximately 50% faster, allowing the gNB scheduler approximately 2-3 more TTIs before it has to decide if MG skipping is needed.
Observation 2: A rule-based UE behaviour, so if the UE receives at least N scheduling DCIs up to the time T before the start of “scheduling restriction window”, can be used to trigger skipping the scheduling restriction window based on DL activity. Parameters N and T are configured by gNB to the UE. 
Observation 3: Recent scheduling activity (e.g., number of scheduled DCIs, HARQ-NACK feedback, SR, BSR, DSR, etc.) before the start of the window with scheduling restrictions can be used to decide whether UE should skip scheduling restrictions or not.
Observation 4: A rule-based UE behaviour, so that if the UE transmit certain feedback within T time units before the start of “scheduling restriction window”, can be used to determine that the UE shall prioritize decoding of PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. the UE will effectively skip the scheduling restriction window. 
Observation 5: Interaction of scheduling restrictions due to RRM measurements and DRX could be considered to trigger skipping scheduling restrictions, e.g., if the beginning of a window of scheduling restrictions starts within the (beginning of) the OnDuration defined by the DRX Cycle, then the UE shall prioritize decoding PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. the UE will effectively skip the scheduling restriction window.
Observation 6: For the partial measurement cancellation/skipping to provide benefit the available measurement duration should be long enough and the available fraction of e.g. SMTC should be varying. 
Observation 7: Introducing the concept of fractional gaps has the potential to allow skipping only parts of SMTC windows, thereby offering more scheduling opportunities while still allowing the UE to prioritize some RRM measurements.
Observation 8: For Pattern-based (Alt 3) policy, the threshold T1 can be implicitly considered by anticipating the time of the skipping decision in the UE and network by the amount T1 with respect to the beginning of the measurement opportunity. In other words, the decision should be made at time  but still considering the condition .
Observation 9: Rule-based solutions where skipping is triggered by scheduling DCI outperform HARQ-NACK alternatives in terms of XR capacity among the class of solutions in Alt 5 since the gain that can be achieved by prioritizing re-transmissions is negligible with respect to first TB transmission.
Observation 10: Pattern-based (Alt. 3) and dynamic indication (Alt. 1) approaches provide the best performance in terms of XR capacity and skipping ratio among the evaluated schemes.
Observation 11: Solutions based on dynamic indication (Alt.1) are more flexible than pattern-based skipping schemes (Alt. 3), since the decision to skip the next measurement opportunity can be postponed to the very last moment.

Additionally, the following Proposals have been made:
Proposal 1: As the DCI-based solution is clearly faster, offering more degrees of freedom, RAN WG1 is recommended to agree on standardization of fast DCI-based signalling so the gNB can inform the UE to skip its next window of scheduling restrictions as caused by RRM measurements.
Proposal 2: The value of X, i.e. the time it takes the UE to react on the skipping command to continue its current operation without start a MG, shall be defined. RAN1 can consider setting X=0.5 ms (one slot @ 30 kHz SCS) as an assumption, given that skipping a MG gap essentially means that UE only continues its current operation to decode PDCCH/PDSCH receptions or potentially transmit PUSCH/PUCCH (i.e. no tunning of RF frontend etc. to perform RRM measurements on neighbouring cells). 
· RAN WG1 could further consider feedback from other WGs, e.g. from RAN2 for MAC-CE application delay.

Proposal 3: The gNB should be able to semi-statically (Alt.3) signalling a periodic mask of time-windows where it plans to schedule the UE, and hence the UE shall prioritize scheduling in such windows and skip potential windows of scheduling restrictions if such overlaps occur. Such signalling can be done with RRC.
Proposal 4: The gNB could be able to dynamically de-activate/activate the semi-static periodic mask of time-windows (Alt. 3) where the UE skip potential MGs. Such de-activation/activation signalling could be realized with DCI signalling, and hence is subject the time-constraints as captured in Observation 1.
Proposal 5: It is recommended to down-prioritize the variant of Alt-2 schemes where the pattern of SMTC windows for RRM measurements can be de-activated as such the solution is seen inferior other considered solution alternatives.
Proposal 6: The network-controlled dynamic and semi-static solutions for MG skipping are seen more attractive and flexible as compared to changing the MG periodicity (e.g. alternating between periodicities of e.g. 20 ms, 40ms, 80ms). Such Alt 4 solutions are therefore recommended to be de-prioritized in going forward.
Proposal 7: Evaluate gNB configured UE rule-based behaviours to skip scheduling restrictions based on DL or UL activity for example:
· if the UE receives at least N scheduling DCIs within T time units before the start of “scheduling restriction window” then it shall skip the scheduling restriction window, where parameters N and T are configured by gNB to the UE, 
· if the UE transmits certain feedback within T time units before the start of “scheduling restriction window” then the UE shall prioritize decoding PDCCH/PDSCH, or PUSCH/PUCCH transmission, i.e. the UE will effectively skip the scheduling restriction window.

Proposal 8: Assuming that other solutions (e.g. Alt3) can alleviate the impact of scheduling restrictions with DRX and are adopted, DRX-based approaches could be down-prioritized for time being.
Proposal 9: RAN1 to further evaluate the concept of introducing fractional measurement gaps/restrictions to allow partial skipping of measurement gaps/restrictions to allow more scheduling opportunities.
Proposal 10: For UEs configured with search threshold (s-MeasureConfig), the UE shall inform the network when the condition is met (i.e. defined RSRP threshold is exceeded). 
Proposal 11: For UEs configured with search threshold (s-MeasureConfig), that stops doing RRM measurements because the s-MeasureConfig condition is no longer fulfilled, the UE shall inform the network of that.
Proposal 12: The UE to network signalling related to search threshold (s-MeasureConfig) conditions could be realized by RRC signalling (subject to consultation with RAN WG2).
Proposal 13: As proposed in Section 1 and 3, dynamic indication and pattern-based approaches (Alt. 1, and Alt. 3), such as RRC configured pattern and dedicated DCI signalling should be considered as potential solutions for skipping MG/restrictions.
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Appendix A – SLS Parameters
In this Appendix, we summarize the main simulation settings used for evaluation. The carrier frequency is set to 4 GHz. System bandwidth is assumed to be 100 MHz. Time division duplexing (TDD) is configured according to “DDDSU” as radio frame. The smallest schedulable radio resource is the physical radio blocks (PRBs) of 12 subcarriers, each is of 30 kHz. The TTI size is set to 14 OFDM symbols, with one control symbol, always placed at the start of each TTI. The asynchronous HARQ Chase combing is adopted with maximum 3 HARQ retransmission before a packet is dropped (i.e., marked with an infinite radio latency). The transmit power of gNBs is set as follows: 31dBm with 100MHz (24dBm per 20MHz). Table 4 lists the main parameters of the Dense Urban deployment that are considered in this study.
[bookmark: _Ref161938692]Table 4: Parameters used for the deployment scenario.
	Parameter
	Value

	Layout
	21 cells with wraparound (ISD: 200m)

	Channel model
	UMa

	Carrier frequency
	FR1: 4 GHz

	Subcarrier spacing
	FR1: 30 kHz

	System bandwidth 
	FR1: 100 MHz

	BS height
	25m

	UE height
	hUT = 3(nfl – 1) + 1.5

	
	Outdoor: nfl = 1
	Indoor:
· nfl ~ uniform(1,Nfl)
· Nfl ~ uniform(4,8)

	BS noise figure
	FR1: 5 dB
	FR2: 7 dB

	UE noise figure
	FR1: 9 dB
	FR2: 13 dB

	BS receiver
	MMSE-IRC

	UE receiver
	MMSE-IRC

	Channel estimation
	Realistic (with ideal CSI)

	UE speed
	3 km/h

	MCS
	Up to 256QAM

	BS Tx power
	44 dBm per 20 MHz
51 dBm per 100 MHz

	UE Tx max power
	FR1: 23 dBm
	FR2: 23 dBm, maximum EIRP 43 dBm

	TDD Frame structure 
	Option 1: DDDSU

	Mechanical Downtilt
	Baseline: 12 degrees

	Cell Selection
	RSRP Slow Fading

	BS antenna configuration
	FR1: 32TxRUs (M, N, P, Mg, Ng; Mp, Np) = (8,2,2,1,1,8,2), (dH, dV) = (0.5λ, 0.5λ)

	UE antenna configuration
	FR1: 2T/4R, (M, N, P, Mg, Ng; Mp, Np) = (1,2,2,1,1;1,2), (dH, dV) = (0.5λ, -N/Aλ)

	Power control parameter
	Open loop, Alpha = 1, P0 = -106 dBm

	Scheduler
	SU-MIMO, Proportional Fairness

	CSI acquisition
	Periodic CQI on 2 ms period

	PHY processing delay
	PDSCH decoding: 6 OFDM symbols

	PDCCH overhead
	Modelled

	Target BLER
	10% for first transmission

	Max HARQ transmission
	3

	HARQ scheme
	Chase combining



Table 5: Traffic model parameters.
	Parameter
	Value

	Type of content
	Video (DL)

	Traffic model
	Single stream for dual-eye buffer

	Number of streams
	1

	Packet size distribution
	Truncated Gaussian

	Bitrate
	30 Mbps

	Packet size (avg)
	62500 Bytes

	Packet size (std)
	6563 Bytes 
(10.5% of mean value)

	Packet size (max)
	93750 Bytes 
(150% of mean value)

	Packet size (min)
	31250 Bytes 
(50% of mean value)

	Packet Rate
	60 fps

	Jitter distribution
	Truncated Gaussian

	Jitter range
	[-4; 4]ms



Table 6: Measurement gap configuration parameters.
	Parameter
	Value

	Measurement gaps (interval, length) in ms
	(20,6), (40,6)

	Skipping policies
	Scheduling DCI-triggered (Alt. 5 – Rule-based)
Rule-based pattern (Alt. 3 – Pattern based)
HARQ-NACK triggered (Alt. 5)
Dynamic indication (Alt. 1)

	Skipping time threshold T2
	4 ms

	Simulation time (excl. warmup)
	8.5s (~510 frames @ 60fps)



Appendix B – Additional SLS Results
This appendix illustrates the results obtained in the scenario presented in Appendix A and summarized in previous sections. Results obtained with MG configuration (40, 6) ms are illustrated in Figure 10 (XR capacity for PDB=10ms), Figure 11 (XR capacity for PDB=15ms), and Figure 12 (skipping ratio). In contrast, results obtained using MG configuration (20,6) ms are illustrated in Table 7, Figure 13 (XR capacity for PDB=10ms), Figure 14 (XR capacity for PDB=15ms), and Figure 15 (skipping ratio).
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[bookmark: _Ref161939095][bookmark: _Ref161939089]Figure 10. XR capacity for PDB=10ms in DU with MG (40,6).
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[bookmark: _Ref161939111]Figure 11. XR capacity for PDB=15ms in DU with MG (40,6).
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[bookmark: _Ref161939097]Figure 12. Skipping ratio in DU with MG (40,6).

Table 7: Results of SLS in DU deployment with (MG interval, MG gap length) equal to (20,6) ms. N/A means Not Applicable.
	Scheme
	Alternative
	Capacity (PDB: 10ms) [#UEs/cell]
	Capacity (PDB: 15ms) [#UEs/cell]
	Skipping ratio

	No MGs
	N/A
	7
	9
	N/A

	MGs enabled (40,6)
	N/A
	2
	5
	0%

	Rule-based – Scheduling DCI-triggered skip (N=1, T1=0ms, T=T2=4ms)
	Alt 5
	4
	7
	33%

	Pattern-based skip (T1=0ms, T2=4ms)
	Alt 3
	4
	7
	25%

	Rule-based – HARQ-NACK skip (T1=0ms, T2=4ms)
	Alt 5
	3
	6
	<5%

	Dynamic indication (T1=0ms, T2=4ms)
	Alt 1
	4
	7
	25%
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[bookmark: _Ref161939098]Figure 13. XR capacity for PDB=10ms in DU with MG (20,6).
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[bookmark: _Ref161939102]Figure 14. XR capacity for PDB=15ms in DU with MG (20,6).
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[bookmark: _Ref161939104]Figure 15. Skipping ratio in DU with MG (20,6).
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