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Introduction
The study of XR in NR started in Rel. 17 and continued in Rel. 18, followed by a new work item. The objectives of the work item on XR were defined [1]. The enhancements will be considered to achieve improved network capacity considering the characteristics of the XR traffics. In this contribution, we present several capacity enhancement techniques to support XR in NR more efficiently.
Characteristics of XR traffics
The traffics for XR applications were studied extensively during the study item phase in Rel. 17 [2]. XR applications impose high data rates both in downlink and uplink. The high data rates are originated from video and pose/control streams. The video streams are considered as quasi-periodic traffics. The video streams typically generate video frames at the rate of 60/90/120 fps. Each frame could arrive over a jitter window. The jitter could span over a [-4,4] ms window or even a larger window. In addition, the frame sizes could be large and vary. In order to carry the video streams in the network, each frame should be divided into smaller IP packets. All the IP packets should be received successfully to reconstruct the frame out of them. For typical XR applications, such as AR/VR, the packet delay budget (PDB) could be 10 ms, while typical cloud gaming applications require PDB of 15 ms. The pose/control streams generate less amount of traffic (e.g., 0.2 Mbps) but with more frequent packets, e.g., 250 fps and the PDB of 10 ms. Moreover, the XR applications would require supporting multi-stream traffics in uplink (UL) and downlink (DL).
Discussions
The dynamic scheduling could be utilized to deliver XR traffics in DL. The gNB can assign dynamic resources for the XR upon arrival of the traffic. However, the dynamic scheduling for XR UL traffic may increase the latency, as the UE needs to send a scheduling request (SR) and buffer status report (BSR) to be scheduled. Instead, the configured grant (CG) can be utilized to reduce the latency and signaling overhead by reserving periodic radio resources for UL transmissions. However, using the conventional CG for XR video traffics can reduce the system capacity significantly. This is due to the fact that a large number of PUSCH occasions should be reserved to compensate the jitter and varying frame sizes, while only a small portion of them would be used by the UE. In this regard, the following enhancements were considered [1]:
	-	Multiple CG PUSCH transmission occasions in a period of a single CG PUSCH configuration (RAN1, RAN2);  
-	Dynamic indication of unused CG PUSCH occasion(s) based on UCI by the UE (RAN1);



The rest of this section describes how these enhancements could be envisioned.
Multi-PUSCHs CG
Time domain resource allocations of CG PUSCHs
In RAN1#112bis- meeting, it was agreed to study three alternatives for time domain resource allocations for multi-PUSCHs CG, which are based on PUSCH repetition framework (Alt-A1), NR-U operation (Alt-B), and single DCI scheduling multi-PUSCHs (Alt-C2) [3].
As mentioned in the previous section, the XR video frames arrive over a large jitter window of 8 ms or longer. To ensure that a UE can start sending data immediately after the frame arrival, the UE can be configured with multiple PUSCH transmission occasions (TOs). Since the jitter window is relatively long, the PUSCH TOs should be spread in non-consecutive slots over the jitter window. To spread over only consecutive slots would excess the resource allocation, which reduces the multiplexing gain among UEs. In this regard, there are few concerns that should be considered for designing the multi-PUSCHs CG. First, how to configure PUSCH TOs in non-consecutive slots. Second, what would be the case that a PUSCH occasion collides with a DL slot/symbol.
In order to adopt Alt-A1, a delay offset value should be introduced to be considered between two consecutive PUSCH TOs. This value could be delivered by RRC or a DCI activation. On the other hand, Alt-B and Alt-C2 already support non-consecutive PUSCH TOs. The Alt-C2 also enables defining different delay offset values between the PUSCH TOs, which can bring more flexibility.
Since the CG PUSCH TOs are configured semi-statically, there is a chance that some of PUSCH TOs collide with DL slots/symbols. There are two approaches for handling such collisions. Either a collided PUSCH occasion is dropped or postponed to another slot. Dropping the collided PUSCH occasion could be a simple approach. However, it introduces additional delay, unless the PUSCH occasions are over provisioned (e.g., Alt-B with a large M value). The other approach is to postpone a collided PUSCH occasion to the next available slot (e.g., similar to Type A repetition). This avoids imposing large delays due to the collisions.
Considering the alternatives, we think a flexible approach would be Alt-C2 with the function to postpone a collided PUSCH occasion to the next available slot (e.g., similar to Type A repetition). It is the combination of Alt-C2 and Alt-A1. It allows defining different delay offset values between PUSCH TOs and could be supported by both Type-1 and Type-2 CG. With the aid of postponing a collided PUSCH occasion to the next available slot, the collision with a DL slot/symbol can be addressed. A maximum deferral value could be configured as a CG configuration.
Proposal 1: Alt-C2 should be considered for designing the time domain resource allocations for multi-PUSCHs CG. In addition, each PUSCH collided with a DL slot/symbol should be deferred to a next available slot, similar to Type A repetition (Alt-A1). A maximum deferral value should be defined as a CG configuration.

HARQ process ID for Multi-PUSCHs CG
In RAN1#112bis-e meeting, some of HARQ process ID features for a multi-PUSCHs CG were discussed [3]. The following agreement was made:
	Agreement:
From RAN1 perspective, for determination of HARQ process Ids associated to PUSCHs in multi-PUSCHs CG assuming one TB per PUSCH:
· The HARQ process ID for the first configured/valid PUSCH in a period is determined based on the legacy CG procedure when cg-RetransmissionTimer is not configured, and applying the following formula, whichever is applicable
· HARQ Process ID = [floor(X*(CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes
· HARQ Process ID = [floor(X*(CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes + harq-ProcID-Offset2
· FFS whether in formulas above X is outside or inside floor operation, i.e.
· HARQ Process ID = [X*floor( (CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes
· HARQ Process ID = [X*floor((CURRENT_symbol – offset1) / periodicity) + offset2] modulo nrofHARQ-Processes + harq-ProcID-Offset2
· (Working Assumption) The HARQ process ID of the remaining configured/valid CG PUSCHs in the period is determined by incrementing the HARQ process ID of the preceding PUSCH in the period by Y with module operation with nrofHARQ-Processes or module operation with (nrofHARQ-Processes + harq-ProcID-Offset2), whichever applicable.
· FFS whether X=1 or X= the number of configured PUSCHs in the CG period
· FFS whether Y =1 or a value larger than 1, e.g. Y=2.
· FFS: If Y>1, Y is determined based on RRC
· FFS whether Offset 1= 0 or can be a non-zero value. 
· FFS: If offset1 is non-zero, how offset1 is determined (i.e., based on RRC)
· FFS whether Offset 2= 0 or can be a non-zero value. 
· FFS: If offset2 is non-zero, how offset2 is determined (i.e., based on RRC or dynamically)
· Note1: The equations will be updated accordingly when FFSs are clarified, e.g., if X=1, remove X; if Y=1, remove Y; if non-zero offset1 or Offset 2 is not supported, remove offset 1 or Offset 2.
Note2: A configured CG PUSCH is invalid if the CG PUSCH is dropped due to collision with DL symbol(s) indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated or SSB


The PUSCH TOs are supposed to be in different time slots. The gNB should be able to trigger the retransmission for a failed PUSCH TO before the start of the next CG period. Hence, the same HARQ IDs could be reused in CG periods to reduce the number of dedicated HARQ IDs for a CG configuration. In this regard, we can consider that X=1. If X=1 is not agreeable for the flexibility, the X value should be placed outside of the floor function to reach the same calculation results.
Proposal 2: The same HARQ IDs should be reused within CG periods, i.e., X=1. If X=1 is not agreeable, the X value should be placed outside of the floor function.
The HARQ ID for the remaining PUSCH TOs could be derived incrementally by Y with module operation with nrofHARQ-Processes or module operation. In our view, Y could be 1 and there is no reason to consider a larger value. In addition, some of PUSCH TOs might not be used, either due to the UE preference or due to the collision with DL slot/symbol. However, skipping the incremental operation for these TOs could lead to misalignment between the gNB and UE, for instance, if the gNB does not detect the PUSCH transmission or the UE misses an SFI. To avoid this issue, a dedicated HARQ ID should be considered for each PUSCH TO, even though it is not used/valid for the transmission.
Proposal 3: A dedicated HARQ ID should be assigned for each of the remaining PUSCH TOs, even though the TO is not used/valid for the transmission, using the incremental operation with Y=1.

Dynamic indication of unused CG PUSCH occasions
Information for unused indication of CG PUSCHs
In the last meeting, the transmission occasions and information of unused indication were discussed. It was agreed to send unused indication in every CG PUSCH that is transmitted for a CG PUSCH configuration. In addition, an unused indication would consist of bits mapped to different TOs within a time duration/range.
The purpose of unused indication is that the gNB can reschedule the unused resources for other traffics. This requires having adequate time for processing the unused PUSCH TOs indicated by the UE. For the XR video traffic, the unused indication can be used to release PUSCH TOs before a frame is generated or after the transmission of a frame. In this regard, the unused indication carried by a CG PUSCH should be applied to the PUSCH TOs of the current CG period or the next one.
Proposal 4: The unused indication should be applied to the PUSCH TOs of the current CG period or the next one.
A traffic service, such as a video stream, might be supported with a combination of CG configurations. For instance, a UE can be configured with 2 CGs to carry a video stream with 60 fps, in which frames arrive over a jitter window of 8 ms (see Figure 1). A CG1 covers an initial part of a jitter window using a moderate MCS, while a CG2 covers the rest of the jitter window using more robust MCS. This ensures that the UE can deliver a data with a high success rate even if it arrives late. The UE can send an unused indication when the data is not ready for the transmission or is sent completely. In case an unused indication is only applicable to a single CG configuration, the UE may need to send several indications to release the unused PUSCH TOs of different CG configurations, as shown in Figure 1(a). However, the number of indications could be reduced if the unused indication is applicable to multiple CG configurations, as shown in Figure 1(b). To achieve this, a CG configuration can include a list of CG configurations that an unused indication is applicable to them.
The other use case to indicate PUSCH TOs of multiple CG configurations is when CG configurations are configured with different resource allocations. For instance, CG configuration #1 is assigned with relatively larger TB size compared to the CG configuration #2. Carrying UTO in smaller allocated resources has more impact on the performance. Therefore, a PUSCH in CG configuration #1 may contain UTO indication for CG configuration #1 and CG configuration #2, while CG configuration #2 does not contain a UTO indication.
Proposal 5: The unused indication should be applicable to multiple CG configurations. A list of CG configurations should be provided, in which the unused indication is applicable to them.
[image: ]
Figure 1. An example scenario for using unused indication.

Another concern is how to map the unused indication bits to the PUSCH TOs. In our view, the unused indication could consist of n bits that are mapped to PUSCH TOs followed by the indication in time domain. In addition, the minimum delay should be considered to include a PUSCH TO in the indication. A PUSCH TO is included in the unused indication only if it meets the minimum delay.
Proposal 6: The unused indication should consist of n bits that are mapped to following PUSCH TOs in time domain, while the minimum time delay is considered.
In case a PUSCH TO collides with a DL slot/symbol, the UE would not use the PUSCH TO. Hence, the collided PUSCH TO can be excluded from the unused indication. However, this should not be applied for the flexible slots/symbols configured dynamically with SFI, since missing the SFI by the UE could result in misalignment of unused indication interpretation by the gNB.
Proposal 7: The collided PUSCH TOs with (static or semi-statically configured) DL slots/symbols should be removed from the unused indication.
Conclusions
In this contribution, we provide our view on techniques for supporting XR applications efficiently. We made following proposals.
Proposal 1: Alt-C2 should be considered for designing the time domain resource allocations for multi-PUSCHs CG. In addition, each PUSCH collided with a DL slot/symbol should be deferred to a next available slot similar to Type A repetition (Alt-A1). A maximum deferral value should be defined as a CG configuration.
Proposal 2: The same HARQ IDs should be reused within CG periods, i.e., X=1. If X=1 is not agreeable, the X value should be placed outside of the floor function.
Proposal 3: A dedicated HARQ ID should be assigned for each of the remaining PUSCH TOs, even though the TO is not used/valid for the transmission, using the incremental operation with Y=1.
Proposal 4: The unused indication should be applied to the PUSCH TOs of the current CG period or the next one.
Proposal 5: The unused indication should be applicable to multiple CG configuration. A list of CG configurations should be provided, in which the unused indication is applicable to them.
Proposal 6: The unused indication should consist of n bits that are mapped to following PUSCH TOs in time domain, while the minimum time delay is considered.
Proposal 7: The collided PUSCH TOs with (static or semi-statically configured) DL slots/symbols should be removed from the unused indication.
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