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1	Introduction 
At RAN1#110, good progress was achieved for the agenda item of multi-cell PUSCH/PDSCH scheduling with a single DCI and a number of agreements and working assumptions were made in the end [1]. Considering the TU limitation and a rather large scope of this agenda item, RAN#97e provides some guidance on the scope as follows:
Conclusions:
	- Deprioritize any optimization for unlicensed spectrum operation for designing the multi-cell PUSCH/PDSCH 
	scheduling in Rel-18
	- Enhanced Type-2 HARQ-ACK codebook is not supported for the multi-cell PUSCH/PDSCH scheduling in Rel-18.
	- Type-1 HARQ-ACK codebook is supported only for the case where co-scheduled cells by a DCI format 1_X have 
[bookmark: _Hlk115382177]	same SCS/carrier type/duplex mode in Rel-18. Additional restriction(s) can be discussed in RAN1
	- Configuring more than one scheduling cell for DCI format 0_X/1_X for each scheduled cell is not supported for the 
	multi-cell PUSCH/PDSCH scheduling in Rel-18.
	- Following aspects are excluded from multi-cell PDSCH/PUSCH scheduling in Rel-18:
	 - SCell schedules multiple cells including P(S)Cell
	 - Different SCS among co-scheduled cells
	 - Different carrier type (licensed or unlicensed, FR1 or FR2-1 or FR2-2) among co-scheduled cells
	 - Configuration of both multi-cell PDSCH/PUSCH scheduling and multi-TRP for a scheduled cell
	 - Support for any sidelink scheduling
	-  PCell schedules multiple cells by DCI format 0_X/1_X when a sSCell is configured to schedule PCell
In this document, remaining aspects for multi-cell PUSCH/PDSCH scheduling are further discussed following the guidance from RAN#97.
2         Scheduling Possibilities
A working assumption was achieved at RAN1#110 as below:
Working Assumption
For a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X, support monitoring the DCI format 0_X/1_X and legacy single cell scheduling DCI format(s) from a same scheduling cell. 
· The DCI format 0_X/1_X and the legacy DCI format(s) can be monitored simultaneously. 
· FFS: whether monitoring of the DCI format 0_X/1_X and the legacy DCI format(s) is supported for one, a subset, or all cells within the set of cells. 
· FFS: number of different DCI sizes for 0_X/1_X and for legacy DCI formats
· FFS: whether to support a subset or all legacy DCI format(s) to be monitored with DCI 0_X/1_X
When a multi-cell DCI format (i.e., DCI format 0_X or DCI format 1_X) is configured for a co-scheduled cell, one or more legacy single-cell DCI formats may still be useful as different DCI formats are optimized for different targets. In case the multi-cell DCI format cannot provide sufficient scheduling flexibility, the legacy single-cell DCI format could serve as a dynamic fallback for the co-scheduled cell. Therefore the networks should be allowed to configure both of the DCI format 0_X/1_X and a legacy single-cell DCI format for a cell.
Proposal 1:	Confirm the working assumption that monitoring the DCI format 0_X/1_X and legacy single cell scheduling DCI format(s) from a same scheduling cell is supported for a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X.
In existing CA framework, DCI formats are configured per search space for the scheduling cell. A same set of DCI formats are monitored for all the cells scheduled by a same scheduling cell. If monitoring of the DCI format 0_X/1_X and the legacy DCI format(s) is only supported for a subset of cells among the cells that can be co-scheduled, DCI format configuration needs to be performed per search space per scheduled cell or per cell subset. This will inevitably require new signaling design and extra specification efforts. It will also complicate the number counting for blind decoding and non-overlapped CCE. In addition, we do not see any motivation to differentiate the cells that can be co-scheduled in terms of DCI format configuration.
Proposal 2:	When DCI format 0_X/1_X and a legacy DCI format are configured to be monitored simultaneously, monitoring of the DCI format 0_X/1_X and the legacy DCI format is supported for each cell that can be co-scheduled.
A conclusion was drawn in RAN #97e, which precludes the possibility of configuring more than one scheduling cell for DCI format 0_X/1_X for a scheduled cell. However, it is still undecided whether configuring two scheduling cells for a same scheduled cell respectively for a multi-cell DCI format and a single-cell DCI format is supported. In existing CA framework, except for a Pcell configured to be scheduled by a Scell (as specified by DSS in Rel-17), each cell can have only one scheduling cell regardless of self-scheduling or cross carrier scheduling. If this principle is followed by cells supporting simultaneous monitoring of a multi-cell DCI format and a single-cell DCI format, PDCCH candidates with a single-cell DCI format for all the co-scheduled cells have to be resided on a same scheduling cell. One may argue that it may cause congestion on the same scheduling cell and increase blocking probability. However, in existing CA, a cell can schedule up to 8 cells and blocking can be largely mitigated by CIF based search space design. In this sense, we do not see any difference for multiple cell co-scheduling. 
Proposal 3:	For a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X, monitoring the DCI format 0_X/1_X from one scheduling cell and legacy DCI format(s) from another scheduling cell is not supported.
3         DCI size and BD/CCE budget
The following agreements were achieved at RAN1#109-e for BD/CCE counting:
Agreement
Further study BD/CCE counting for multi-cell scheduling DCI based on below options: 
· Alt 1: counted on each co-scheduled cell 
· Alt 2: counted only in one scheduled cell
· Alt 3: scaled down to each of co-scheduled cell according to the number of co-scheduled cells
· Alt 4: counted as part of the scheduling cell instead of each scheduled cell
· Alt 5: scaled down to each of scheduled cells excluding scheduling cell
· Alt 6: counted on each co-scheduled cell excluding scheduling cell
· Other alternatives could be considered.
In existing search space design, BD/CCE limitations are defined from perspectives of scheduling cell and scheduled cell respectively. For each scheduled cell, the number of PDCCH candidates and the number of non-overlapped CCEs monitored per slot are upper bounded respectively by   and by  . For a set of scheduling cells configured with a same subcarrier spacing, the number of PDCCH candidates and the number of non-overlapped CCEs shared by the set of scheduling cells per slot are respectively upper bounded by   and by . Similar design principles are applied for the cells using M-TRP scheduling and/or per span scheduling.
In case of multi-cell co-scheduling, the BD/CCE counting is highly related to the search space configuration, especially related to the n_CI determination as discussed in Section 4. 
In the following, a simple example is used for illustration purpose where only one scheduling cell is configured and  is used by the set of N co-scheduled cells. Let  denote the number of PDCCH candidates configured for DCI format 0_X/1_X monitoring corresponding to   and  denote the number PDCCH candidates configured for a legacy single cell DCI format monitoring corresponding to a , where =0, 1, 2, …, N-1. Then  for a given  and a given , Alt 1~Alt 6 result in different limitations on the configurations of  and  as follows
Alt 1:   for all values should not exceed  and  should not exceed .
Alt 2: for cell,  should not exceed  ; for other cells,   should not exceed , where cell is the cell on which BD/CCE for multi-cell scheduling DCI is counted, and  should not exceed .
Alt 3:   for all values should not exceed  and  should not exceed .
Alt 4:   should not exceed  and  for all values should not exceed .
Alt 5:  or   for all values should not exceed  depending on whether the scheduling cell is included in the set of co-scheduled cells and  should not exceed .
Alt 6:   for all values should not exceed  and    should not exceed .
Alt 1 can fully reuse existing designs while maintaining the configuration flexibility. To support Alt 2, n_CI dedicated limitations need to be defined for the configuration of number of PDCCH candidates. Alt 3 and Alt 5 allow configurations of larger number of PDCCH candidates for DCI format 0_X/1_X while DCI format dedicated configurations for the number of PDCCH candidates may be needed.  Alt 4 and Alt 6 may require higher UE processing capability than Alt 1 because the BDs/CCEs for DCI format 0_X/1_X are not counted either for scheduled cell or for scheduling cell. In short, Alt 1 has the smallest specification impact and does not require higher UE capability, which should be adopted. 
Proposal 4: For DCI format 0_X/1_X, PDCCH candidates and non-overlapped CCEs are counted on each co-scheduled cell, i.e., Alt 1 is supported.
For , the existing values defined for each subcarrier spacing should be reused. However for the calculation of , a different design may be needed. In existing design,   and   are both scaled with a weight which is a ratio of the number of scheduled cells and the total number of configured cells. If the legacy design is reused, each co-scheduled cell will be counted toward the weight calculation. For multi-cell PUSCH/PDSCH scheduling, however a single PDCCH can schedule multiple cells simultaneously, while there is no mutual blocking among the co-scheduled cells. If each co-scheduled cell is counted toward the weight calculation, the number of PDCCH candidates on which a DCI format designated for multi-cell PDSCH/PUSCH scheduling is monitored is likely to be scaled with the number of co-scheduled cells. This may bring problems especially to other scheduling cells with a different subcarrier spacing as shown by an example in Figure 1. 
In Figure 1, two scheduling cells respectively with 15kHz subcarrier spacing and 30kHz subcarrier spacing are used to schedule 8 cells (cell#0~cell#7) in total. The scheduling cell with 15kHz subcarrier spacing co-schedules cell#0~cell#3 while the scheduling cell with 30kHz subcarrier spacing independently schedules cell#4~cell#7. If the existing calculations of    and   are reused, a total BD/CCE budget which is dependent on UE capability will be evenly distributed between the two scheduling cells due to the same number of scheduled cells.  Obviously, this is undesirable as the BD/CCE budget distribution across the two scheduling cells doesn’t reflect the ratio of real BD/CCE budget demands. The scheduling of cell#4~cell#7 on the scheduling cell with 30kHz subcarrier spacing is likely to suffer from high blocking probability.
A simple but efficient way to address this kind of mismatching problem is to treat the co-scheduled cells as a virtual cell or a nominal cell for   and   calculation in case only DCI format 0_X/1_X is configured for a scheduling cell.  



Figure 1. An example for two scheduling cells with different subcarrier spacings
Proposal 5: A set of co-scheduled cells are counted together as a single virtual cell for   and   calculation when the scheduling cell of the set of co-scheduled cells is configured with only DCI format 0_X/1_X.
4         Search space for multi-cell PUSCH/PDSCH scheduling
For search space configuration for a set of cells which can be co-scheduled by a DCI format 0_X/1_X, the following alternatives were discussed at RAN1 #110:
· Alt 1: Search space of the DCI format 0_X/1_X is configured on each cell of the set of cells and associated with the search space on the scheduling cell with the same search space ID.
· Alt 2: Search space of the DCI format 0_X/1_X is configured on a subset of the set of cells and associated with the search space on the scheduling cell with the same search space ID.
· Alt 3: Search space of the DCI format 0_X/1_X is configured on one cell of the set of cells and associated with the search space on the scheduling cell with the same search space ID.
· Alt 4: Search space of the DCI format 0_X/1_X is configured only on the scheduling cell and linked with the set of cells configured by explicit RRC signaling.
In existing CA framework, search spaces are configured per BWP per cell and for a scheduled SCell in the case of cross carrier scheduling, except for nrofCandidates, all the optional fields in the SearchSpace IE are absent. The set of monitored DCI formats is configured per search space for the scheduling cells rather than for scheduled cells.  In our view, the existing search space configuration method (i.e., Alt 1) can be fully reused. The only problem is how to determine the maximum number of candidates used for the determination of the starting CCE of a PDCCH candidate if the co-scheduled cells share a same n_CI value. A simple solution could be a same number of candidates is required to be configured for all the search spaces for the co-scheduled cells with the same search space ID.
Proposal 6: Search space of the DCI format 0_X/1_X is configured for each cell of the set of cells which can be co-scheduled and is associated with the search space for the scheduling cell with the same search space ID (i.e., Alt 1).
Proposal 7: A same number of candidates is configured for all the search spaces for the co-scheduled cells with the same search space ID.
There were also some discussions on how to determine the n_CI values used in the search space equation for PDCCH candidate monitoring for a set of cells which can be co-scheduled by a DCI format 0_X/1_X and the following alternatives were considered at RAN1 #110:
· Alt 1: the n_CI in the search space equation is determined by a value configured for the set of cells. 
· Alt 2: the n_CI in the search space equation is determined by a value configured for each combination of co-scheduled cells within the set of cells.
· Alt 3: the n_CI in the search space equation is determined by a value configured for one or more combinations of co-scheduled cells within the set of cells.
In existing cross carrier scheduling schemes, the PDCCH candidates are determined per scheduled cell based on the CIF value of the corresponding scheduled cell. In this way, different sets of PDCCH candidates are monitored for different scheduled cells so that blocking probability could be decreased. For Alt 1, all cell combinations that can be actually co-scheduled share a same n_CI value hence a same set of PDCCH candidates for DCI format 0_X/1_X monitoring. The set of cells that can be potentially co-scheduled is treated together as a virtual cell by Alt 1 in the search space equation. In this way, when multiple n_CI values are available for a search space (e.g., one for the co-scheduled cell set and another for an individually scheduled cell), only PDCCH candidates corresponding to a single n_CI will be monitored for DCI format 0_X/1_X. As two cell combinations within the set of potentially co-scheduled cells will not be simultaneously scheduled, there is no blocking issue for Alt 1. For Alt 2, n_CI values are configured for each cell combination and different sets of PDCCH candidates could be monitored for different cell combinations. A large number of PDCCH candidates may need to be monitored for DCI format 0_X/1_X even though only a cell combination will be scheduled in an occasion and there is no blocking among the cell combinations. Alt 3 provides a tradeoff design between Alt 1 and Alt 2. The number of n_CI values is determined based on the number of configured cell combinations. Similarly to Alt 2, more PDCCH candidates need to be monitored by Alt 3 for DCI format 0_X/1_X compared to Alt 1 but without any meaningful benefits. Therefore, in our view, Alt 1 is simple and requires less blind decoding, which is preferred.
Proposal 8: For a set of cells that can be potentially co-scheduled by a DCI format 0_X/1_X, the n_CI in the search space equation for each cell combination in the set of cells is determined by a same value configured for the set of cells.
5         Indication of co-scheduled cells
At RAN1#109-e, the following agreement was achieved for the dynamic configuration of co-scheduled cells:
Agreement
For multi-cell scheduling, the co-scheduled cells are indicated by DCI format 0_X/1_X. At least the following options are considered:
· Option 1: An indicator in the DCI points to one row of a table defining combinations of scheduled cells. 
· The table is configured by RRC signaling.
· FFS: Separate tables can be configured for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling.
· Option 2: An indicator in the DCI is a bitmap corresponding to a set of configured cells that can be scheduled by the DCI 0_X/1_X 
· FFS: Separate sets of configured cells for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling.
· Option 3: using existing field (e.g., CIF, FDRA) to indicate whether one or more cells are scheduled or not
· Other options are not precluded.
· Note: It does not preclude other DCI information fields (e.g., BWP) to be jointly indicated by the indicator of the co-scheduled cells. 
After some discussions in RAN1#110, the configuration design is still open. All the options above can support dynamic adaptation of co-scheduled cells. For Option 1, a list of co-scheduled cell sets could be configured by RRC signalling then a co-scheduled cell set is indicated by pointing to an entry in the list. The DCI payload size may need to be determined based on the maximum number of co-scheduled cells in the list. For Option 2, the bitmap size is determined based on a superset of co-scheduled cells that is configured by RRC signalling then DCI format 0_X/1_X indicates a set of actually co-scheduled cells within the superset based on the bitmap. In order to achieve larger flexibility, the superset may need to be sufficiently large, which may lead to larger DCI payload than Option 1. Option 3 has no fundamental difference from Option 2. The DCI payload size may need to be determined based on the maximum number of CIF values that are configured. 
In our opinion, Option 1 can provide a better trade-off between DCI overhead and configuration flexibility than other options, which is slightly preferred.
Proposal 9:	Option 1, i.e., an indicator in the DCI points to one row of a table defining combinations of scheduled cells is supported for multi-cell scheduling.
One open issue for Option 1 is whether a joint table or separate tables can be configured for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling. Configuration of separate tables for DL and UL co-scheduling can provide larger flexibility, i.e., co-scheduled DL cells and co-scheduled UL cells can be independently configured. However, separate configuration may require careful DCI format and search space design if DCI formats respectively used for DL and UL co-scheduling need to be aligned and a same set of PDCCH candidates is to be monitored. For a joint table, the co-scheduled UL cells have to be a subset of the co-scheduled DL cells or to be associated with the co-scheduled DL cells. Considering the difference between DL and UL, configuration of a joint table may largely restrict the usefulness of multi-cell co-scheduling.
Proposal 10:	Separate tables are configured respectively for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling.
5         HARQ-ACK for multi-cell PUSCH/PDSCH scheduling
HARQ-ACK design for multi-cell PUSCH/PDSCH scheduling was also discussed at RAN1#110 and the following agreements were made:
Agreement
When UE detects a DCI format 1_X scheduling a set of PDSCHs, the UE provides corresponding HARQ-ACK information in a PUCCH transmission within UL slot , where  is a number of slots and is indicated by the PDSCH-to-HARQ_feedback timing indicator field in the DCI format and  is the last UL slot overlapping with the DL slot  for the reference PDSCH reception for slot-based PUCCH or an UL slot overlapping with the end of the reference PDSCH reception in DL slot  for sub-slot based PUCCH.
· FFS details of reference PDSCH
Agreement
· For Type-2 HARQ-ACK codebook, two sub-codebooks are generated with a first sub-codebook comprising HARQ-ACK information bits for PDSCH(s) scheduled by DCI(s) with each scheduling a single cell and a second sub-codebook comprising HARQ-ACK information bits for PDSCH(s) scheduled by DCI(s) with each scheduling more than one cell. 
· Separate DAI counting for DCI(s) with each scheduling a single cell and DCI(s) with each scheduling more than one cell. 
· FFS whether a DCI scheduling more than one cell is associated with the first sub-codebook or the second sub-codebook when the number of cells with actual PDSCH reception due to collision with semi-static TDD DL/UL configuration is one.
· Type-2 HARQ-ACK codebook is generated by concatenating the first sub-codebook and the second sub-codebook.
· If at least one cell of the set of cells which can be co-scheduled by a DCI format 1_X is configured with maximum 2 codewords per PDSCH without spatial bundling, 
· FFS: the number of HARQ-ACK information bits for each DCI format 1_X that schedules more than one cell;
· Otherwise, the number of HARQ-ACK information bits for each DCI format 1_X that schedules more than one cell is equal to N, where N is the maximum number of cells which can be co-scheduled by a DCI format 1_X in the PUCCH group for the UE.
· HARQ-ACK information bits for co-scheduled PDSCHs by a DCI format 1_X is ordered based on serving cell indices associated with co-scheduled PDSCHs.
· HARQ-ACK bundling across co-scheduled cells is not supported for multi-cell scheduling.
According to the guidance from RAN#97e, RAN1 is tasked to discuss additional restriction(s) for Type-1 HARQ-ACK codebook. For Rel-15/16 Type-1 HARQ-ACK codebook, candidate PDSCH occasions are determined per serving cell based on K1 values and TDRA table configured on the cell. The construction of the Type-1 codebook is related to the design of TDRA indication in the multi-cell PDSCH scheduling DCI. If separate TDRA fields are used in DCI format 1_X, the existing Rel-15/16 Type-1 HARQ-ACK codebook construction can be fully reused. No enhancement is needed as the number of candidate PDSCH occasions per serving cell is not increased compared to Rel-15/16.   
Proposal 11: Rel-15/16 Type-1 HARQ-ACK codebook construction is reused if separate TDRA fields are used in DCI format 1_X.
For the reference PDSCH, various options have been proposed by different proponent companies, e.g., the PDSCH of the first cell in the indication table, the PDSCH that ends last and etc. Although we do not have strong preference on any options on the table, the PDSCH that ends last as the reference PDSCH could provide more flexibility considering the limitations of UE processing capability. 
Proposal 12: The PDSCH that ends last is used as the reference PDSCH for corresponding HARQ-ACK slot determination.
6        Conclusions
In this contribution, remaining issues for multi-cell PDSCH/PUSCH scheduling are discussed. The following proposals are provided:
Proposal 1:	Confirm the working assumption that monitoring the DCI format 0_X/1_X and legacy single cell scheduling DCI format(s) from a same scheduling cell is supported for a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X.
Proposal 2:	When DCI format 0_X/1_X and a legacy DCI format are configured to be monitored simultaneously, monitoring of the DCI format 0_X/1_X and the legacy DCI format is supported for each cell that can be co-scheduled.
Proposal 3:	For a cell within a set of cells which can be co-scheduled by a DCI format 0_X/1_X, monitoring the DCI format 0_X/1_X from one scheduling cell and legacy DCI format(s) from another scheduling cell is not supported.
Proposal 4: For DCI format 0_X/1_X, PDCCH candidates and non-overlapped CCEs are counted on each co-scheduled cell, i.e., Alt 1 is supported.
Proposal 5: A set of co-scheduled cells are counted together as a single virtual cell for   and   calculation when the scheduling cell of the set of co-scheduled cells is configured with only DCI format 0_X/1_X.
Proposal 6: Search space of the DCI format 0_X/1_X is configured for each cell of the set of cells which can be co-scheduled and is associated with the search space for the scheduling cell with the same search space ID (i.e., Alt 1).
Proposal 7: A same number of candidates is configured for all the search spaces for the co-scheduled cells with the same search space ID.
Proposal 8: For a set of cells that can be potentially co-scheduled by a DCI format 0_X/1_X, the n_CI in the search space equation for each cell combination in the set of cells is determined by a same value configured for the set of cells.
Proposal 9:	Option 1, i.e., an indicator in the DCI points to one row of a table defining combinations of scheduled cells is supported for multi-cell scheduling.
Proposal 10:	Separate tables are configured respectively for multi-cell PDSCH scheduling and multi-cell PUSCH scheduling.
Proposal 11: Rel-15/16 Type-1 HARQ-ACK codebook construction is reused if separate TDRA fields are used in DCI format 1_X.
Proposal 12: The PDSCH that ends last is used as the reference PDSCH for corresponding HARQ-ACK slot determination.
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