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[bookmark: _Ref70953902][bookmark: _Toc71625315]1	Introduction
In this paper, we discuss PDSCH/PUSCH scheduling enhancements and HARQ feedback aspects for the newly introduced SCSs.
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[bookmark: _Ref178064866][bookmark: _Toc71625316]2	Discussion
[bookmark: _Toc71625317][bookmark: _Hlk60674478]2.1	PDSCH/PUSCH scheduling enhancements
In RAN1#104bis-e the following agreements were reached regarding multi-PDSCH/PUSCH scheduling:
Agreement:
· The maximum number of PDSCHs that can be scheduled with a single DCI in Rel-17 is 8 for SCS of 480 and 960 kHz.
· FFS: Further restrictions for 480 kHz to 4
· FFS: A UE capability to select between 4 and 8 for 480 kHz SCS
· Note: Multi-PDSCH scheduling for the case of 120 kHz SCS is still FFS as per prior agreement. This case can be addressed after this FFS has been decided.
· The maximum number of PUSCHs that can be scheduled with a single DCI in Rel-17 is 8.
· FFS: Further restrictions for 120 kHz and 480 kHz SCS
· FFS: A UE capability to select between different values for 120 kHz and 480 kHz SCS

Agreement:
For a DCI that can schedule multiple PDSCHs,
· MCS for the 1st TB: This appears only once in the DCI and applies commonly to the first TB of each PDSCH
· NDI for the 1st TB: This is signaled per PDSCH and applies to the first TB of each PDSCH
· RV for the 1st TB: This is signaled per PDSCH, with 2 bits if only a single PDSCH is scheduled or 1 bit for each PDSCH otherwise and applies to the first TB of each PDSCH
· HARQ process number: This applies to the first scheduled PDSCH and is incremented by 1 for subsequent PDSCHs (with modulo operation, if needed)
· FFS:
· MCS/NDI/RV for the 2nd TB for each PDSCH, including whether scheduling of the 2nd TB for each PDSCH can be supported or not
· Details of resource allocation related fields such as VRB-to-PRB mapping, PRB bundling size indicator, rate matching indicator, and ZP CSI-RS trigger
· Whether/how to signal CBGFI/CBGTI if CBGFI/CBGTI is supported for multi-PDSCH scheduling
· Details of fields that are common with multi-PUSCH scheduling, e.g., TDRA, FDRA, priority indicator, including potential enhancements

Agreement:
· For a DCI that can schedule multiple PUSCHs,
· TDRA: Alt 2 (TDRA table is extended such that each row indicates up to 8 multiple PUSCHs (that can be non-continuous in time-domain). Each PUSCH has a separate SLIV and mapping type. The number of scheduled PUSCHs is implicitly indicated by the number of indicated valid SLIVs in the row of the TDRA table signalled in DCI.), as per agreement made in RAN1#104-e
· FFS: signaling details
· Note: Alt 2 does not preclude continuous resource allocation in time-domain.
· For a DCI that can schedule multiple PDSCHs,
· TDRA: TDRA table is extended such that each row indicates up to 8 multiple PDSCHs (that can be non-continuous in time-domain). Each PDSCH has a separate SLIV and mapping type. The number of scheduled PDSCHs is implicitly indicated by the number of indicated valid SLIVs in the row of the TDRA table signalled in DCI.
· FFS: signaling details
· Note: This does not preclude continuous resource allocation in time-domain.
· Note: Multi-PDSCH scheduling for the case of 120 kHz SCS is still FFS as per prior agreement. This case can be addressed after this FFS has been decided.

In this section the FFSs identified in the above agreements and some other remaining design issues are discussed.
[bookmark: _Toc71625318]2.1.1	Maximum number of PDSCHs/PUSCHs scheduled with a single DCI
It was agreed at the last meeting that the maximum number of PDSCHs that can be scheduled with a single DCI in Rel-17 is 8 for SCS of 480 and 960 kHz, and the maximum number of PUSCHs that can be scheduled with a single DCI in Rel-17 is 8 for SCS of 120, 480 and 960 kHz. Furthermore, it is FFS whether further restriction and UE capability should be introduced on the maximum number of PDSCHs that can be scheduled with a single DCI for SCS of 480 kHz, and whether further restriction and UE capability should be introduced on the maximum number of PUSCHs that can be scheduled with a single DCI for SCS of 120 and 480 kHz. We also recall that there is an FFS from RAN1#104-e on whether multiple PDSCH scheduling should apply to 120 kHz in addition to 480 and 960 kHz SCS. In this section these open issues will be discussed jointly.
2.1.1.1	Whether to apply multi-PDSCH scheduling to 120 kHz SCS
It was agreed in RAN1#104-e that single-slot scheduling with slot-based monitoring is supported for at least for 120 kHz SCS. On top of this agreement, it is FFS whether multiple PDSCH scheduling applies to 120 kHz in addition to 480 and 960 kHz SCS.
Scheduling multiple PDSCH/PUSCHs with a single DCI have been identified to be beneficial to reduce DL/UL switching, reduce PDCCH overhead, reduce PDCCH monitoring frequency and improve UE power saving. The benefit is most obvious for large SCS such as 480 and 960 kHz where the slot duration is extremely short. On the other hand, some companies have expressed a concern on longer scheduling latency when applying multiple PDSCH/PUSCH scheduling to 120 kHz SCS.
The worst-case additional scheduling latency is the slot duration times the number of PDSCHs/PUSCHs being scheduled. For 120 kHz SCS, assuming the maximum number of PDSCH/PUSCH can be scheduled by a single DCI is 8, the worst-case additional scheduling latency is 1 ms, but would often be less. Considering eMBB uses cases, this latency is not large, and typical latency requirements can still be met for this use case. Furthermore, supporting multi-PDSCH/PUSCH scheduling also for 120 kHz SCS collects all benefits from multiple scheduling with marginal cost in both standardization and implementation. For user applications that are more sensitive to scheduling latency, single-slot scheduling with slot-based monitoring can always be used. 
We also notice that both single and multiple PUSCH scheduling is currently supported for 120 kHz SCS in Rel-16. Hence, we see no reason to artificially preclude multi-PDSCH scheduling for 120 kHz in Rel-17. Moreover, according to the likely mechanism to be supported for both multi-PUSCH and multi-PDSH, it is simply a matter of RRC configuration of the TDRA table that controls the number of scheduled PxSCHs, and by configuration any number between 1 and the maximum number can be configured for any row of the table. There is no reason to preclude configuring a particular value based on SCS.
Based on this discussion, we have the following proposal:
[bookmark: _Toc71626940]Support multiple PDSCH scheduling for 120 kHz SCS.

2.1.1.2	Further restriction and UE capability on maximum number of PDSCHs/PUSCHs scheduled by a single DCI for 120 and 480 kHz SCS
For SCS of 480 kHz, some companies think that the maximum number of PDSCHs that can be scheduled with a single DCI should be limited to 4, so that the maximum scheduled PDSCH duration is confined within a slot with 120 kHz SCS. The main argument is to ensure multiple PDSCHs scheduled by a single DCI, which share the same transmission configuration (i.e., MCS, precoding and number of layers, antenna port configuration, etc.), experience similar channel conditions, so that the indicated transmission configuration is suitable for all PDSCHs.
We agree that in multi-PDSCH scheduling it is important to confine the scheduled duration within the coherent time of the radio channel, considering the same transmission configuration is used for all PDSCHs scheduled by the same DCI. However, the constraint should not be imposed on the maximum number of PDSCHs that can be scheduled by a single DCI, simply because the radio channel is very dynamic. Instead, the gNB should determine the scheduled PDSCH duration dynamically based on the knowledge of the instantaneous radio channel that the UE is experiencing. Even when the maximum number of PDSCHs is set to 8, the gNB can always choose a shorter scheduled duration if the radio channel varies rapidly.
Some other companies might be concerned about the additional scheduling latency in multi-PDSCH scheduling. As explained in the previous section, the additional scheduling latency from multi-PDSCH scheduling is in general rather small considering the small slot duration for 480 kHz SCS. For application with more stringent latency requirement, single slot scheduling can always be used.
We also believe it is unnecessary to introduce a UE capability to indicate different value for maximum number of PDSCHs that can be scheduled with a single DCI, such as 4 or 8 for 480 kHz SCS. From a UE capability perspective, if a UE is able to support up to 8 PDSCHs scheduled by a single DCI for 960 kHz SCS, there is no reason why the UE is not able to support 8 PDSCHs.
Therefore, we don’t think it is necessary to introduce further restriction or UE capability on the maximum number of PDSCHs that can be scheduled with a single DCI for 480 kHz SCS. Furthermore, we think the same strategy should also apply to 120 kHz SCS, if multi-PDSCH scheduling is also supported.
[bookmark: _Toc71626941]No further restriction or UE capability for 120 and 480 kHz SCS on the maximum number of PDSCHs that can be scheduled with a single DCI.
For similar reasons, for multi-PUSCH scheduling, we don’t think it is necessary to introduce further restriction or UE capability on the maximum number of PUSCHs that can be scheduled with a single DCI for 120 and 480 kHz SCS.
[bookmark: _Toc71626942]No further restriction or UE capability for 120 and 480 kHz SCS on the maximum number of PUSCHs that can be scheduled with a single DCI

[bookmark: _Toc71625319]2.1.2	Maximum number of HARQ processes
Determining maximum number of HARQ processes supported for PDSCH/PUSCH needs to consider UE PDSCH processing latency and UE PUSCH preparation time.
UE PDSCH processing latency Tproc,1 counts from the end of the last symbol of the PDSCH to the first uplink symbol of the associated PUCCH; it is a function of the parameter N1 (PDSCH decoding time in symbols). UE PUSCH preparation time Tproc,2 counts from the end of the last symbol of PDCCH carrying the UL DCI to the first uplink symbol of the corresponding PUSCH; it is a function of the parameter N2 (PUSCH preparation time in symbols). Tproc,1 and Tproc,2 values are SCS dependent. According to the current specification, for 120 kHz SCS Tproc,1 is approximately 20 or 24 OFDM symbols, corresponding to approximately 2 slots; Tproc,2 is approximately 36 OFDM symbols, corresponding to approximately 2.5 slots. For the new SCS of 480 and 960 kHz being introduced for NR beyond 2.6 GHz, assuming the UE processing timelines are not tightened compared to those for 120kHz SCS, Tproc,1 and Tproc,2 corresponds to much larger number of symbol and slots for SCS 480/960 kHz compared to 120 kHz. For example, for 960 kHz SCS, Tproc,1 and Tproc,2 correspond to approximately 16 and 20 slots respectively.
Figure 1 demonstrates a DL bulk data transfer example with a DL-centric TDD pattern assuming Tproc,1 = 16 slots for 960 kHz SCS. Considering the fact that the DL/UL switching time doesn’t scale with the SCS, with larger SCS, a DL/UL switching consumes more time resource in terms of OFDM symbols. Therefore, in this example, it is fair to assume similar DL/UL switch frequency as in FR2 is maintained, and the TDD pattern for 960 kHz SCS is based on a typical 4-1 TDD pattern at 120 kHz SCS (i.e., 4 DL slots and 1 UL slot) with slot replaced with slot bundle (8 slot per bundle). Due to the long UE processing latency, PDSCHs with HARQ processes 0-15 transmitted in slot 0-15 will not be acknowledged until slot 32, i.e., a 16 slots delay from the PDSCH with HARQ process 15 until the PUCCH. This means, PDSCHs scheduled in slot 16-31 need to be assigned with new HARQ processes in order to avoid HARQ process starvation. It is self-evident that at least 32 HARQ processes are required to ensure continuous DL data transmission at least in one DL transmission burst in this example.


[bookmark: _Ref66432069]Figure 1: DL bulk data transfer example with DL centric TDD pattern (4-1)
Similar problem is also observed in UL bulk data transfer. Due to the long UE PUSCH preparation time, the current limit of number of HARQ processes needs to be increased to enable continuous PUSCH scheduling in UL-centric use cases.
To summarize, considering the much larger UE PDSCH processing latency and PUSCH preparation time in terms of numerology with larger SCS, an increase of the number of HARQ processes may become necessary in order not to throttle data throughputs due to HARQ process starvation.
In RAN1#102-e it was agreed to increase the maximum number of HARQ processes from 16 to 32 to mitigate the long channel propagation delay in Non-Terrestrial Network (NTN) ([3]). Hence it is very convenient to reuse the NTN agreement in the development of NR beyond 52.6 GHz.
[bookmark: _Toc71626943]Increase maximum number of DL and UL HARQ processes in Rel-17 from 16 to 32.

[bookmark: _Ref61610332][bookmark: _Toc71625320]2.1.3	Time domain resource allocation aspects
Regarding time domain resource allocation for multiple PUSCH scheduling in Rel-17, three different alternatives were proposed at RAN1#104-e, among which Alt-2 was selected at RAN1E104bis-e for the motivation of supporting non-continuous PDSCH/PUSCH allocation in time domain. In this section we will discuss further details of the TDRA table design.
The current agreement states that TDRA table is extended such that each row indicates up to 8 multiple PDSCHs/PUSCHs that can be non-continuous in time-domain. In our view, the wording of “non-continuous in time-domain” could be interpretated differently. One interpretation is that the multiple PDSCHs/PUSCHs indicated by a row in the TDRA table can be dis-continuous on OFDM symbol level but need to be contiguous on slot level. I.e., slot level scheduling gaps are not allowed. This is the case for multi-PUSCH scheduling in Rel-16. Another interpretation is that the multiple PDSCHs/PUSCHs indicated by a row in the TDRA table can be dis-continuous on both OFDM symbol level and slot level. Considering the motivation of supporting non-continuous PDSCH/PUSCH allocation is to provide necessary scheduling flexibility to cope with various scheduling constraints, such as TDD pattern and time multiplexing with other downlink or uplink channels (SSB, PDCCH, CSI-RS, PUCCH, PRACH, SRS, etc.), we think the non-contiguous slot allocation should be supported.
[bookmark: _Toc71626944]For TDRA table that supports multi-PDSCH/PUSCH scheduling, each row contains up to 8 multiple PDSCHs/PUSCHs that can be non-contiguous on slot level.
At the last meeting it was agreed that the number of scheduled PDSCHs/PUSCHs is signalled by the number of indicated valid SLIVs in the row of the TDRA table signalled in DCI. However, it is not clear how a scheduling gap should be indicated. One possible solution is to indicate a scheduling offset (K0/K2) for the first PDSCH/PUSCH, and the subsequent PDSCHs/PUSCHs are mapped to the contiguous slots, with invalid SLIV values indicating the corresponding slots are not allocated. This solution is illustrated by Option 1 in Figure 2 for an exemplary multi-PDSCH scheduling. Another possible solution is to indicate a sperate scheduling offset (K0/K2) for each PDSCH/PUSCH, as illustrated by Option 2 in Figure 2. Note that even though Figure 1 only illustrates the two options for indication of K0 for multi-PDSCH, the same principle also apply to indication of K2 for multi-PUSCH.



[bookmark: _Ref70501488]Figure 2: Indicating scheduling gaps in multi-PDSCH scheduling TDRA table
In our view Option 2 provides better scheduling flexibility for multi-PDSCH/PUSCH scheduling with scheduling gaps. Furthermore, with Option 2, the entries of the rows in the TDRA table can be fully utilized for PDSCH/PUSCH scheduling, while with Option 1 the scheduling capability is reduced when some entries are “consumed” by scheduling gaps. This can be illustrated by the two examples in Figure 2. For both examples, the maximum number of SLIVs in a row in the TDRA table is assumed to be 8. With Option 1, two invalid SLIVs are inserted to indicate a scheduling gap, implying maximum 6 PDSCHs that can be scheduled. While with Option 2, it is still possible to schedule 8 PDSCHs even at the presence of scheduling gaps.

[bookmark: _Toc71626945]For TDRA table that supports multi-PDSCH/PUSCH scheduling, each row contains up to 8 PDSCH/PUSCH, with separate SLIV, mapping type, and scheduling offset K0/K2 for each scheduled PDSCH/PUSCH.

[bookmark: _Toc71625321]2.1.4	Frequency domain resource allocation aspects
It is obvious that NR operation in frequency bands above 52.6 GHz will be characterized by directional transmission and reception from usage of large antenna array to achieve reasonable radio performance. When analog beamforming is used, a transmitter or a receiver can only form its beam in one direction at a given time instance. Frequency domain resource multiplexing among different UEs is often not possible especially when the beam becomes narrower as the antenna array size increases in higher frequency bands. Hence, in higher frequency bands, it doesn’t give as much benefit to support frequency resource allocation in as fine a granularity as in the lower frequency bands.
Since the frequency domain resource allocation (FDRA) field in the DL/UL DCI formats accounts for a significant part of the total DCI sizes, adopting a more coarse frequency domain resource allocation granularity can help to reduce the FDRA field size and hence improve PDCCH coverage.
Table 1 lists the Nominal RBG size P and the corresponding number of FDRA bits for Resource Allocation Type 0 in a DL or UL DCI format. Configuration 1 and 2 are defined in the current specs. The maximum RBG size is limited to 16 RBs. We add a third RBG configuration (Configuration 3) in the table to illustrate how the size of the FDRA field in DCI can be greatly reduced with increased RBG size. For Configuration 3 we consider two possible options for P and the corresponding FDRA size. The two options are separated by ‘/’. One can see that with P = 64 RBs, only 5 bits are needed to indicate frequency domain resource allocation in a BWP of 275 RBs.
[bookmark: _Ref60955672]Table 1: Normal RBG size (P) and FDRA field size, Resource Allocation Type 0
	Bandwidth Part Size
	Configuration 1
	Configuration 2
	Configuration 3

	
	P
	FDRA size
	P
	FDRA size
	P
	FDRA size

	1 – 36
	2
	18
	4
	9
	4/8
	9/5

	37 – 72
	4
	18
	8
	9
	8/16
	9/5

	73 – 144
	8
	18
	16
	9
	16/32
	9/5

	145 – 275
	16
	18
	16
	18
	32/64
	9/5



FDRA field size for Resource Allocation Type 1 is determined by the Resource Allocation Granularity (P) together with BWP size. Current specification specifies P value of 1,2,4,8 and 16 RBs for DCI format 0_2 and 1_2. For the other DL/UL DCI formats the P value is implicitly set to 1. To reduce the FDRA granularity and DCI size used for multi-PUSCH/PDSCH scheduling, P values other than 1 can be also specified for DCI format 0_1 and 1_1. Table 2 tabulates the P values and the corresponding FDRA field sizes assuming maximum BWP size. If the P value could be further extended to 32 RBs, the corresponding FDRA field size could be reduced to 6 bits.
[bookmark: _Ref60993953]Table 2: Resource Allocation Granularity (P) and FDRA field size, Resource Allocation Type 1
	Resource Allocation Granularity (P)
	FDRA size (BWP size = 275)

	1
	16

	2
	14

	4
	12

	8
	10

	16
	8

	32
	6



[bookmark: _Toc71626946]Introduce new RBG configuration for PDSCH/PUSCH frequency resource allocation Type 0 to reduce FDRA granularity and DCI size.
[bookmark: _Toc71626947]Support configurable Resource Allocation Granularity (P) up to 32 for DCI Format 0_1 and 1_1 with PUSCH/PDSCH frequency resource allocation Type 1 to reduce FDRA granularity and DCI size.

[bookmark: _Toc71625322]2.1.5	Frequency hopping
Another FFS from RAN1#104-e is to specify whether and how to support frequency hopping for scheduled for multi-PUSCH scheduling in Rel-17.
Frequency hopping is supported in Rel-15/16 for PUSCH with uplink resource allocation Type 1 (i.e., contiguous frequency domain resource allocation) to achieve frequency diversity. Frequency hopping is semi-statically configured in RRC and dynamically enabled/disabled by the scheduling DCI. Two frequency hopping modes are supported: intra- and inter-slot hopping. Intra-slot hopping is supported for the following three schemes and inter-slot hopping for the latter two:
· single-slot PUSCH
· multi-slot PUSCH (Type A and B repetition)
· multi-PUSCH scheduling with a single DCI
For multi-PUSCH scheduling with a single DCI in Rel-17, we see no reason to preclude intra- or inter-slot hopping since this can be beneficial for robustness. One point of difference between Rel-16 and Rel-17 is that for Rel-17, we propose that the restriction of contiguous slots be lifted for multi-PUSCH scheduling with single DCI (see proposal in Section 2.1.3). With non-contiguous slots, the inter-slot hopping formula in 38.214 Section 6.3.1 may need modification so the hopping counter increments across PUSCHs rather than being tied to the slot number within a radio frame. This guarantees that a frequency hop occurs for each PUSCH, regardless of the allocated slots.
[bookmark: _Toc71626948]Support intra- and inter-slot frequency hopping for multi-PUSCH scheduling with a single DCI. For inter-slot hopping, consider modifying the hopping counter such that it increments across the scheduled PUSCHs rather than being tied to the slot number within the radio frame.

[bookmark: _Toc71625323]2.1.6	Other fields for Multi-PDSCH scheduling DCI
A number of open issues were identified at the last meeting regarding the other fields in a DCI that schedules multiple PDSCHs, as listed below.
· FFS:
· MCS/NDI/RV for the 2nd TB for each PDSCH, including whether scheduling of the 2nd TB for each PDSCH can be supported or not
· Details of resource allocation related fields such as VRB-to-PRB mapping, PRB bundling size indicator, rate matching indicator, and ZP CSI-RS trigger
· Whether/how to signal CBGFI/CBGTI if CBGFI/CBGTI is supported for multi-PDSCH scheduling
· Details of fields that are common with multi-PUSCH scheduling, e.g., TDRA, FDRA, priority indicator, including potential enhancements

MCS/NDI/RV for the second transport block
DCI Format 1_1 in the current specs supports one or two transport blocks (or codewords) per PDSCH, wherein the maximum number of transport blocks that can be scheduled by a DCI is indicated by RRC configuration (PDSCH-Config:: maxNrofCodeWordsScheduledByDCI). When the maximum number of transport blocks that can be scheduled by a DCI is set to 1 in the RRC configuration, the corresponding fields for the second transport block, i.e., MCS/NDI/RV for transport block 2, are not present in the DCI. Therefore, it is not necessary to explicitly preclude these fields from DCI Format 1_1 in multi-PDSCH scheduling. From future proof perspective, it is not a good idea to preclude such scenarios by imposing unnecessary configuration constraints. For example, there could be  multi-layer transmission scenarios involving multiple TRPs and/or multiple antenna panel UEs that benefit from dual transport block transmission. 
[bookmark: _Toc71626929]When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, it is not necessary to explicitly prohibit the MCS/NDI/RV fields for the second transport blocks in the specification. These fields can be disabled via existing RRC configuration. 

ZP CSI-RS trigger
DCI Format 1_1 may include a field of ZP CSI-RS Trigger, which indicates an aperiodic ZP CSI-RS resource overlapping in frequency and time with the schedule PDSCH, so that the UE can rate-match the scheduled PDSCH around the ZP CSI-RS resource. In multi-PDSCH scheduling, it is yet to be specified to which PDSCH(s) the ZP CSI-RS Triggers should be applied.
Allowing the ZP CSI-RS trigger to be applied to specific PDSCH(s) in multi-PDSCH scheduling can achieve the best scheduling flexibility. However, achieving this flexibility requires quite some additional bits in the DCI (probably proportional to the maximum number of PDSCHs schedulable by a single DCI). On the other hand, the usage of aperiodic ZP CSI-RS is mainly to allow time and frequency multiplexing of PDSCH for one UE with CSI-RS for another UE in the same cell. Our view is that the multiplexing of CSI-RS and PDSCH across multiple UEs is less relevant for operation in mmW bands due to directional transmission. Therefore, it is not motivated to optimize the ZP CSI-RS trigger utilization for multi-PDSCH scheduling for NR above 52.6 GHz at the cost of quite a few additional bits in the DCI.
In the current specification (TS 38.214, 5.1.4.2) the UE behavior in response to aperiodic ZP CSI-RS triggering is defined as following:
When the UE is configured with multi-slot and single-slot PDSCH scheduling, the triggered aperiodic ZP CSI-RS is applied to all the slot(s) of the PDSCH scheduled or the PDSCHs with SPS activated by the PDCCH containing the trigger.
Multi-PDSCH scheduling is somewhat similar to multi-slot PDSCH (PDSCH repetition/slot-aggregation) in the perspective of multiple slot time resource allocation. Therefore, we propose that the same rule of applying ZP CSI-RS trigger to multi-slot PDSCH in the current specification can be adopted to multi-PDSCH scheduling.
[bookmark: _Toc71626949]When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, the triggered ZP CSI-RS field applies to all the PDSCHs scheduled by the DCI.

VRB-to-PRB mapping and PRB bundling size indicator
The usage and selection of VRB-to-PRB mapping and PRB bundling size is directly related to the channel properties in the frequency domain. For multi-PDSCH scheduling in Rel-17, especially for operation in frequency bands above 52.6 GHz where the slot duration is very short due to the large SCS, the assumption is that the radio channel condition should be very similar during the time span of the multiple PDSCHs scheduled by a single DCI. In this end, it is fair to assume multiple PDSCHs scheduled by a single DCI experience very similar frequency domain channel properties.
Therefore, we propose that a unique VRB-to-PRB Mapping field and a unique PRB Bundling Size Indicator field are included in DCI Format 1_1 and apply to all PDSCHs scheduled by the DCI.
[bookmark: _Toc71626950]When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, the VRB-to-PRB mapping and PRB bundling size indicator fields apply to all the PDSCHs scheduled by the DCI.

Rate matching indicator
In Rel-15/16, a UE may be configured with higher layer parameter RateMatchPattern(s) indicating the corresponding REs are not available for PDSCH resource mapping. Each RateMatchPattern indicates a semi-static pattern of reserved resources with certain periodicity, which is aligned to the 40 ms system frame boundary.
In addition, a UE may be further configured with up to 2 rate matching pattern groups, i.e., rateMatchPatternGroup1 or rateMatchPatternGroup2. Each rate matching pattern group contains a list of indices of RateMatchPattern(s) forming a union of resource-sets not available for a PDSCH, which can be activated/deactivated dynamically by DCI Format 1_1 and 1_2. Correspondingly the Rate Matching Indicator field is included in DCI Format 1_1 and 1_2 to dynamically indicate whether or not the rate matching pattern specified by rateMatchPatternGroup1 or rateMatchPatternGroup2 or both should apply to the PDSCH being scheduled.
For multi-PDSCH scheduling in Rel-17, we think the current mechanism of indicating PDSCH rate matching pattern should be reused, and the Rate Matching Indicator field in DCI Format 1_1 should apply to all PDSCHs scheduled by the DCI.
[bookmark: _Toc71626951]When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, the Rate Matching Indicator field applies to all the PDSCHs scheduled by the DCI.

CBGTI/CBGFI
Multi-PUSCH scheduling in Rel-16 doesn’t support CBG transmission. DCI Format 0_1 is used to schedule single PDSCH and multiple PDSCHs. When CBG transmission is configured and when DCI Format 0_1 schedules a single PUSCH, the CBGTI/CBGFI field is present and indicates which CBG(s) the UE should retransmit in the PUSCH being scheduled. When CBG transmission is configured and when DCI Format 0_1 schedules multiple PUSCHs, the CBGTI/CBGFI field is not present and the saved bits in the DCI are reused for indicating MCS/RV/NDI for multiple PUSCHs being scheduled.
As discussed in Section 2.2.3, we don’t think CBG transmission should be supported in combination with multi-PDSCH scheduling. That is, CBG transmission should not be configured when multi-PDSCH is configured, and the saved bits from the CBGTI/CBGFI fields in the DCI can be reused for indicating RV/NDI for multiple PDSCHs. Furthermore, as we discuss in Section 2.2.1, the DAI bits in UL DCI 0_1 associated with CBG transmission can be repurposed for supporting multi-PDSCH scheduling.
[bookmark: _Toc71626952]When multi-PDSCH is configured, the CBGTI/CBGFI fields in DCI Format 1_1 should not be included. The saved bits can be re-used for indicating RV/NDI for multiple PDSCHs.

[bookmark: _Toc71625324]2.1.7	Other fields for Multi-PUSCH scheduling DCI
Some other fields in DCI Format 0_1 were discussed at the last meeting for multi-PUSCH scheduling in Rel-17. Proposals on CSI request and URLLC related fields (priority indicator and open-loop power control parameter set indication) were brought up by the FL.
CSI request
At the last meeting the following proposal was made by the FL:
Proposed conclusion #1 (Low priority):
· For a DCI that can schedule multiple PUSCHs,
· CSI-request: When a DCI schedules M PUSCHs, the PUSCH that carries the aperiodic CSI feedback is M-th scheduled PUSCH for M <= 2, or (M-1)-th scheduled PUSCH for M > 2.

The above proposal suggests reusing the same specification as for multi-PUSCH scheduling in Rel-16, which was inherited from multi-PUSCH scheduling in LAA. The mechanism was developed mainly for unlicensed operation, considering higher probability of LBT failure for the first PUSCHs and potentially smaller resource allocation for the last PUSCH. For multi-PUSCH scheduling in Rel-17, We don’t think it is motivated to change the legacy specification. Therefore, we support the proposal.
[bookmark: _Toc71626953]When a DCI schedules M PUSCHs and an aperiodic CSI report with a valid CSI request field, the PUSCH that carries the aperiodic CSI feedback is M-th scheduled PUSCH for M <= 2, or (M-1)-th scheduled PUSCH for M > 2.

URLLC related fields
The following proposal was made by the FL for the URLLC related fields in DCI Format 0_1:
Proposal #4 (Low priority):
· For a DCI that can schedule multiple PUSCHs,
· URLLC related fields such as priority indicator and open-loop power control parameter set indication: This applies to all of scheduled PUSCHs
DCI Format 0_1 in Rel-16, which is used for the scheduling of one or multiple PUSCHs in a serving cell, contains a few URLLC related fields as listed below:
· Priority indicator: Indicating PHY priority of the scheduled PUSCH or the activated configured grant for UL collision handling and for proper mapping of data from certain LCH to the scheduled PUSCH.
· Open-loop power control parameter set indication: Dynamic indication of open loop power control parameter set for inter-UE UL preemption.
In multiple PUSCH scheduling, we don’t see strong motivation to specify different priority indices or different open-loop power control parameter sets for multiple PUSCHs scheduled by a single DCI. In our view, it is straight forward that priority indicator and open-loop power control parameter set indication carried in a DCI should apply to all PUSCHs scheduled by the DCI.
[bookmark: _Toc71626954]When DCI Format 0_1 is used for scheduling multiple PUSCHs, priority indicator and open-loop power control parameter set indication fields in the DCI should apply to all PUSCHs being scheduled.

[bookmark: _Toc71625325]2.1.8	Timing parameters related to multiple PDSCH/PUSCH scheduling
In this section we discuss some scheduling timing parameters, i.e., the PDSCH scheduling offset K0, the PDSCH HARQ feedback delay K1, and the PUSCH scheduling offset K2, in the context of multi-PDSCH/PUSCH scheduling in NR operation beyond 52.6 GHz. Figure 3 gives a DL and a UL data scheduling example to illustrate these timing parameters in multi-PDSCH/PUSCH scheduling.
[image: ] 
[bookmark: _Ref61355312]Figure 3: K0, K1 and K2 in multi-PDSCH/PUSCH scheduling

PDSCH scheduling offset (K0)
PDSCH scheduling offset (K0) is the slot offset between a scheduling DCI and the scheduled PDSCH. K0 is embedded in Time Domain Resource Allocation (TDRA) indicated by the scheduling DCI. The current RRC specification defines PDSCH scheduling offset K0 up to 32 slots.
According to the solution we brought up in section 2.1.3 for indicating K0 for multi-PDSCH scheduling, i.e., a separate K0 is specified for each PDSCH in a multi-PDSCH TDRA table, the range of K0 value needs to large enough to cover the last PDSCH in a multi-PDSCH scheduling. Considering the maximum number of PDSCHs in a multi-PDSCH scheduling will most likely be no less than 8 and potential scheduling gaps in between the PDSCHs, the range of K0 needs to be increased.
Furthermore, similar to FR2, latency for potential beam switching between PDCCH and PDSCH reception also needs to be considered when determining the range of K0 value for NR operation beyond 52.6 GHz. In FR2 for 120 kHz SCS, the minimum number of OFDM symbols required by the UE to perform PDCCH reception and applying spatial QCL information received in DCI for PDSCH processing, i.e., timeDurationForQCL, can be 14 or 28 symbols, which corresponding to 8 or 16 slots with 960 kHz SCS. Assuming the same amount of time (in absolute time unit) is needed for the beam switching for frequency bands above 52.6 GHz, the range of K0 value needs to be increased accordingly.
The current RRC specification defines range of K0 from 0 up to 32 slots, which, in our view, is not sufficient for multi-PDSCH scheduling, especially if the UE reception beam switching timeline is not significantly tightened compared to the existing requirement for 120 kHz SCS in FR2.

PDSCH-to-HARQ_feedback delay (K1)
PDSCH-to-HARQ_feedback timing indicator in a DL DCI indicates to the UE the HARQ feedback transmission delay from the ending slot of the scheduled PDSCH to the slot for PUCCH transmission (so-called K1 value). PDSCH-to-HARQ_feedback timing indicator either directly indicates HARQ feedback delay K1 in slots (1 to 8 slots) as for DCI Format 1_0, or map to values for a set of number of slots provided by dl-DataToUL-ACK or dl-DataToUL-ACKForDCIFormat1_2 as for DCI Format 1_1 and 1_2 respectively. The current RRC specification defines HARQ feedback delay K1 up to 15 slots.
It was agreed in the last meeting that, for a DCI scheduling multiple PDSCHs, HARQ-ACK information corresponding to PDSCHs scheduled by the DCI is multiplexed with a single PUCCH in a slot that is determined based on K1, where K1 indicates the slot offset between the slot of the last PDSCH scheduled by the DCI and the slot carrying the HARQ-ACK information corresponding to the scheduled PDSCHs. As such, considering the shorter slot duration, longer PDSCH processing latency (in terms of numerologies) and various of scheduling constraints, it seems necessary to increase the K1 value range. For example, the PDSCH processing time for 960 kHz SCS can be up to 16 slots, assuming the UE processing timelines are not significantly tightened compared to 120 kHz SCS. 

PUSCH scheduling offset (K2)
PUSCH scheduling offset (K2) is defined as the slot offset from the scheduling DCI to the slot for PUSCH transmission. K2 is embedded in Time Domain Resource Allocation (TDRA) indicated by the scheduling DCI. The current RRC specification defines PUSCH scheduling offset K2 up to 32 slots.
First of all, K2 by definition needs to be larger than the PUSCH preparation time. The PUSCH preparation time for 960 kHz SCS can be up to 20 slots, assuming the UE processing timelines are not tightened compared to 120 kHz SCS. That is to say, the PUSCH preparation time by itself can account for a large portion of the K2 range. Moreover, according to the solution we brought up in section 2.1.3 for indicating K2 for enhanced multi-PUSCH scheduling, i.e., a separate K2 is specified for each PUSCH in a multi-PUSCH TDRA table, the range of K2 value needs to be large enough to cover the last PUSCH in a multi-PUSCH scheduling. According to the discussion in the previous sections, it is fair to assume the maximum number of PUSCH in an enhanced multi-PUSCH scheduling is 8 with potential scheduling gaps in between the PUSCHs. Considering the long PUSCH preparation time in terms of slot, the large time span of multi-PUSCH scheduling and the requirement for PUSCH scheduling flexibility, the current range for K2 needs to be increased.

The above discussion on K0, K1 and K2 can be summarized with the observation as follows:
[bookmark: _Toc71626930]The current ranges for PDSCH scheduling offset (K0), PDSCH HARQ feedback delay (K1) and PUSCH scheduling offset (K2) need to be increased to support multi-PDSCH/PUSCH scheduling in the frequency bands above 52.6 GHz at least for 480/960 kHz SCS, if the relevant timelines are not tightened with reference to the existing requirement for 120 kHz SCS in FR2.
In our contribution paper to RAN1#104bis-e ([4]) for the AI of PDSCH/PUSCH enhancement, we propose RAN1 to discuss tightening UE processing timelines compared to those for 120 kHz SCS in FR2 to enable high performance NR operation in 52.6 to 71 GHz. Based on the outcome of the timeline discussion, it can be further discussed whether or not and by how much the range of K0, K1, and K2 need to be increased.
[bookmark: _Toc71626955]The discussion on increasing K0, K1 and K2 for multi-PDSCH/PUSCH scheduling should be based on the outcome from the discussion on the UE processing timeline tightening.

At RAN1#104-e, there was some discussion on what the granularity of indication/configuration of K1 should be. Some companies proposed K1 granularity to be defined in slot bundle at least for large SCS such as 480 and 960 kHz SCS. For us this seems too restrictive. With the restriction of K1 being multiple times of slot bundle size, PUCCH transmission for HARQ-ACK corresponding to the scheduled PDSCH(s) can only be scheduled in certain slots that are multiple slot bundles apart from the PDSCH(s) transmission, which leads to longer HARQ feedback delay in order for all scheduled PDSCHs to satisfy the HARQ-ACK timing requirement. For legacy single-slot PDSCH transmission, restricting K1 being multiple times of slot bundle size make it almost impossible to multiplex HARQ-ACKs corresponding to adjacent PDSCHs in a single PUCCH transmission.
[bookmark: _Toc71626931]Defining K1 granularity in slot bundle places unnecessary restriction on HARQ-ACK scheduling which can result in longer HARQ feedback latency. 
[bookmark: _Toc71626932]For legacy single-slot PDSCH transmission, restricting K1 being multiple times of slot bundle size makes it almost impossible to multiplex HARQ-ACKs corresponding to adjacent PDSCHs in a single PUCCH transmission.

[bookmark: _Toc71625326]2.1.9	Multi-PDSCH/PUSCH scheduling and PDSCH/PUSCH repetition
Slot-based repetition is supported for both PDSCH and PUSCH in Rel-15/16 to improve transmission reliability and reduce re-transmission latency in the URLLC use cases. In Rel-16, slot-based PUSCH repetition is also known as PUSCH repetition Type A. In addition, Rel-16 also supports PUSCH repetition Type B to further optimize scheduling latency for the URLLC use cases.
In Rel-16, multi-PUSCH scheduling and PUSCH repetition (Type A or Type B) are supported separately with different TDRA tables, and the UE is not supposed to be configured with both TDRA tables simultaneously. i.e., either multi-PUSCH or PUSCH repetition is enabled, but not both at the same time. This is because multi-PUSCH scheduling and PUSCH repetition in Rel-16 aim to optimize PUSCH transmission in different application scenarios (unlicensed operation in 5/6 GHz band and URLLC, respectively) and it is not motivated to support both features at the same time.
We observe from the note in the agreement shown below, that the legacy PDSCH/PUSCH slot aggregation/repetition is not precluded in Rel-17. We agree, at least when such aggregation/repetition is configured alone, i.e., not combined with multi-PDSCH/PUSCH scheduling. Indeed, PDSCH/PUSCH aggregation/repetition can be useful also for URLLC use cases in NR operation beyond 52.6 GHz.Agreement:
· For a UE and for a serving cell, scheduling multiple PDSCHs by single DL DCI and scheduling multiple PUSCHs by single UL DCI are supported.
· Each PDSCH or PUSCH has individual/separate TB(s) and each PDSCH/PUSCH is confined within a slot.
· FFS: The maximum number of PDSCHs or PUSCHs that can be scheduled with a single DCI
· FFS: Whether multiple PDSCH scheduling applies to 120 kHz in addition to 480 and 960 kHz
· At least for 120 kHz SCS, single-slot scheduling with slot-based monitoring will still be supported as specified in Rel-15/Rel-16
· The followings will not be considered in this WI.
· Single DCI to schedule both PDSCH(s) and PUSCH(s)
· Single DCI to schedule one or multiple TBs where any single TB can be mapped over multiple slots, where mapping is not by repetition
· Single DCI to schedule N TBs (N>1) where a TB can be repeated over multiple slots (or mini-slots)
· Note: This does not imply that existing slot aggregation and/or repetition for PDSCH and PUSCH by single DCI is precluded for the serving cell.


We also observe from this agreement that following will not be considered in this WI
· Single DCI to schedule one or multiple TBs where any single TB can be mapped over multiple slots, where mapping is not by repetition
Our understanding is that this was meant to preclude multi-PDSCH scheduling where, for a PDSCH, a TB could span multiple slots (without repetition). We agree with this; however, we think further clarification is needed for the case of repetition.
One of the motivations of introducing multi-PDSCH/PUSCH scheduling in Rel-17 is to reduce the need for the gNB scheduler to operate on a per-slot basis and for the UE to monitor for PDCCH on a per slot basis when the slots are very short, e.g., 480/960 kHz. Since PDSCH/PUSCH repetition already achieves this by way of scheduling a single PDSCH/PUSCH spanning multiple slots, we don't think the combination of multi-PDSCH/PUSCH and repetition is motivated. gNB can configure either multi-PDSCH/PUSCH or PDSCH/PUSCH repetition individually according to the actual application scenarios. Based on this we propose the following:

[bookmark: _Toc71626956][bookmark: _Hlk66201991]Do not support scheduling of multiple PDSCHs with a single DCI where the TB(s) corresponding to one or more of the PDSCHs is(are) mapped over multiple slots by legacy TB repetition (semi-statically configured by pdsch-AggregationFactor or dynamically indicated by repetitionNumber in TDRA table).
[bookmark: _Toc66111168][bookmark: _Toc71626957]As in Rel-16, do not support scheduling of multiple PUSCHs with a single DCI where one or more of the PUSCHs is(are) mapped over multiple slots by legacy TB repetition (Type A or B repetition).

[bookmark: _Toc71625327]2.1.10	Multi-PDSCH scheduling in multi-TRP transmission
Rel-16 supports two different types of multi-TRP transmission schemes in the DL: NC-JT (Non-Coherent Joint Transmission) and multi-TRP for URLLC. In NC-JT, multiple MIMO layers are transmitted to a UE from two TRPs, with each layer only mapped to one of the TRPs. Two flavors of NC-JT exist in Rel-16: single DCI and multi-DCI. For single-DCI, the multiple MIMO layers correspond to a single PDSCH, and the PDSCH is scheduled by a single-DCI from one TRP. For multi-DCI, two separate PDCCHs schedule two separate PDSCHs each from a different TRP.
For the case of single-DCI NC-JT the TCI field in the scheduling DCI points to at least one TCI codepoint associated with two different TCI states, and the Antenna Port field in the scheduling DCI can indicates multiple DMRS ports from two CDM groups. Hence, a DMRS CDM group is associated with a TCI state and a TRP. For NR operation beyond 52.6 GHz, NC-JT can improve the UE throughput by spatial multiplexing, especially for UE equipped with multiple antenna panels and low system load.
Multi-TRP transmission for URLLC is configured by the higher layer parameter repetitionScheme for the case of single-DCI. Three different multi-TRP transmission schemes are supported in Rel-16: fdmSchemeA, fdmSchemeB and tdmSchemeA. For any of the URLLC multi-TRP transmission schemes, two (same or different) redundancy versions of the same PDSCH codeword are transmitted within one slot in an FDM or TDM manner, with each redundancy version from one of the TRPs. As such, the URLLC multi-TRP transmission schemes utilize spatial diversity to improve the reliability of the transmission and reduce re-transmission latency in the URLLC use cases.
It is observed that the multi-TRP PDSCH transmission defined in Rel-16 (NC-JT, fdmSchemeA, fdmSchemeB, tdmSchemeA) is confined within a single slot, as long as repetitionNumber is not configured within the TDRA table for the case of NC-JT. That is to say, the multi-TRP transmission schemes and the multi-PDSCH scheduling can be transparent to each other, hence can be supported simultaneously with limited additional specification effort.
[bookmark: _Toc71626958]Support multi-PDSCH scheduling with a single DCI for multi-TRP transmission in Rel-17 except for the case where the TB(s) corresponding to one or more of the scheduled PDSCHs is(are) mapped over multiple slots by legacy TB repetition.

[bookmark: _Toc71625328]2.2	HARQ feedback aspects
[bookmark: _Toc71625329]2.2.1	Dynamic codebook enhancement
Multiple HARQ-ACK bits corresponding to multiple PDSCHs can be multiplexed using dynamic codebook and transmitted in same PUCCH or PUSCH resource. The HARQ codebook size is derived from the DAI values carried in the most recent scheduling DCI. For multi-PDSCH scheduling where a number of PDSCHs are scheduled by a single DCI, the problem arises on how to report the corresponding HARQ feedback efficiently and reliably.
At RAN1#104-e three alternative approaches were proposed for DAI counting to support HARQ-ACK feedback in multiple PDSCH scheduling:
· Alt-1: C-DAI/T-DAI is counted per DCI as in Rel-15/16 
· Alt-2: C-DAI/T-DAI is counted per scheduled PDSCH 
· Alt-3: C-DAI/T-DAI is counted per M scheduled PDSCHs, where M is a configurable parameter

During RAN1#104bis-e, detailed observations were summarized for each alternative for further discussion [2]. The observations highlight the technical advantages and drawbacks for each of the alternatives. In this section we further emphasize the drawback of Alt-2 and Alt-3 and propose Alt-1 in combination with time domain HARQ-ACK bundling as the way forward.

Re-definition of DAI counting mechanism
The most fundamental difference between Alt-1 and Alt-2/3 is the definition of DAI counting.
In our view, the first major drawback for Alt-2 is that it requires re-definition of DAI. DAI, i.e., Downlink Assignment Index, has a long history in the 3GPP specs dated back to LTE in Rel-8. DAI, as suggested by its name, is used to indicate to the UE the number of scheduled downlink transmission up to the point the DCI was received. From the DAI values included in a DL scheduling DCI, the UE gets to know how many scheduled downlink transmissions (i.e., DCIs) have been transmitted from the gNB, even in an erroneous scenario when some of the DCIs were not received properly. The DAI counting mechanism are widely used in LTE and NR. In the current NR specs, DAI values are not only included in DCI Format 1_1 that is supposed to be used for multi-PDSCH scheduling, but also present in other DL and UL DCI formats such as DCI Format 1_0, 1_2, 0_1 and 0_2. Fundamental redefinition of DAI can have a large impact on the current NR specs and cause conceptual chaos among different 3GPP releases, hence should definitely be avoided.
Generally speaking, Alt-3 can be viewed as a variant of Alt-2 with configurability for trading the bit-width of DAI values with HARQ-ACK codebook size. Similar to Alt-2, Alt-3 also implicitly requires re-definition of DAI, which should be avoided.
[bookmark: _Toc71626933]Fundamental redefinition of DAI can have a large impact on the current NR specs, and also affects DAI counting related to DCIs not used for multi-PDSCH scheduling. This can  cause conceptual chaos among different 3GPP releases, hence should definitely be avoided.

DAI bit-width extension
The second major drawback for Alt-2 is that, to maintain the same robustness against DCI misdetection, the bit-width of DAI values need to be increased. As stated in FL summary from the last meeting: 
· C-DAI/T-DAI in DL DCI: Bit-width can be increased (FFS: by how much), in DL DCI not only for multi-PDSCH DCI but also for single-PDSCH DCI for all serving cells including a serving cell not configured with multi-PDSCH DCI
· T-DAI in UL DCI: Bit-width can be increased (FFS: by how much), in UL DCI for all serving cells including a serving cell not configured with multi-PDSCH DCI
· C-DAI/T-DAI in DL DCI and T-DAI in UL DCI shall be designed such that at most 3 consecutive DCI missing can be resolved, same as in Rel-15/16 NR.

Firstly, the bit-width of DAI values needs to be increased not only for DCI Format 1_1 which is used to support multi-PDSCH scheduling, but also for some other DCI formats where DAI values are present. It was agreed in the last meeting that Alt-2 should support unique HARQ-ACK sub-codebook for single and multiple PDSCH scheduling. To be able to multiplex HARQ-ACK for PDSCHs scheduled by DCI Format 1_0 and 1_2 and HARQ-ACK for PDSCHs scheduled by DCI Format 1_1 in the same HARQ-ACK sub-codebook, the DAI values in these DCI formats need to have the same bit-width. Furthermore, for UL grant DCI Format 0_1 and 0_2 which contain one or two DAI fields to support UCI on PUSCH, at least the DAI value for the first HARQ-ACK sub-codebook (TB based HARQ-ACK) needs to be increased to the same size as in the DL scheduling DCIs.
Secondly, in the case of carrier aggregation, the DAI values count PDSCH transmissions across all component carriers, which implies that the bit-width DAI values need to be increased for all component carriers, as long as multi-PDSCH scheduling is configured for any one of the component carriers.
Thirdly, it was highlighted in the FL summary from the last meeting that the DAI values in the relevant DL and UL DCIs shall be designed to maintain the same robustness against DCI misdetection as in the current NR specs, i.e., to support that at most 3 consecutive DCI missing can be resolved. Considering the maximum number of PDSCHs that can be scheduled with a single DCI is 8, this translates to increasing the bit-width of the DAI values with at least 3 bits. In the case of carrier aggregation where two DAI values (counter DAI and total DAI) are included in DCI Format 1_1 and 1_2, in total increment of 6 bits are expected for these DCI formats.
Similar to Alt-2, the bit-width of DAI values for Alt-3 also needs to be extended to maintain the same robustness against DCI misdetection as in Rel-15/16 NR, wherein the bit-width extension is dependent on the actual configuration value of M. The DAI bit-width extension also applies to all relevant DL and UL DCI formats and, in the case of carrier aggregation, to all component carriers.
[bookmark: _Toc71626934]To maintain the same robustness against DCI misdetection as in Rel-15/16 NR, Alt-2 and Alt-3 require increasing the bit-width of DAI values. Due to the use of a single- codebook for single/multi-PDSCH scheduling, this increment of DAI bit-widths applies to all relevant DL and UL DCI formats (DCI Format 1_0, 1_1, 1_2, 0_1 and 0_2) and, in the case of carrier aggregation, to all component carriers.

Alt-1 with time domain HARQ-ACK bundling
Alt-1reuses the same DAI counting mechanism as in Rel-15/16 NR. More specifically, the DAI values (C-DAI/T-DAI) denote the accumulative/total numbers of {serving cell, PDCCH monitoring occasion}-pairs in which a valid DL scheduling DCI is detected, i.e., C-DAI/T-DAI is counted per DCI. As concluded in the last meeting, since Alt-1 reuses the same DAI counting mechanism as in Rel-15/16 NR, it doesn’t require bit-width extension for the DAI values.
The most straightforward realization of Alt-1 is with separate HARQ-ACK sub-codebooks for single/multiple scheduling. It was observed that when separate sub-codebooks are used, an additional DAI field needs to be introduced in UL DCI, similar to that for CBG transmission in Rel-15/16. However, in our view, CBG transmission and multiple scheduling aim for different application scenarios and should not be configured simultaneously (see relevant discussion in Section 2.2.3). CBG-based scheduling is not useful for large SCS where there is little time variation across a slot; either all CBGs pass or all fail, due to lack of time selective fading, thus no gain from CBG-based scheduling is expected. When multi-PDSCH scheduling is configured and CBG transmission is not, the existing DAI field in UL DCI for CBG sub-codebook can be re-purposed for multi-PDSCH. Therefore, we don’t think it is a severe drawback in reality to include the additional HARQ-ACK sub-codebook in UL DCI to support multi-PDSCH scheduling.
In our view, Alt-1 in combination with separate sub-codebooks for single/multi-PDSCH scheduling, is the preferred approach from both a backward and forward compatibility perspective taking into account implementation and specification complexity.
[bookmark: _Toc71626935]Alt-1 reuses the same DAI counting mechanism as in Rel-15/16 NR. It requires neither re-definition of DAI counting mechanism nor extension of the bit-width of DAI values. Hence, Alt-1 has the minimum impact on the current NR specs and implementations among the three identified alternatives for dynamic HARQ-ACK codebook enhancement.
[bookmark: _Hlk71231673]
In Alt-1 the number of HARQ-ACK bits corresponding to each DAI of the (sub-)codebook for multi-PDSCH DCI depends on NPDSCH,MAX (if time domain bundling is not used), where NPDSCH,MAX is the maximum configured number of PDSCHs for multi-PDSCH DCI. In case the number of scheduled PDSCHs by a particular DCI is smaller than NPDSCH,MAX, the unused HARQ-ACK bits in the codebook can be filled up with NACK. The mechanism has a twofold effect. On one hand, a claimed drawback with Alt-1 is that the HARQ-ACK codebook size is increased compared to single PDSCH scheduling. On the other hand, knowing some bits in the HARQ-ACK (sub-)codebook are explicitly set to NACK can assist UCI decoding at the gNB to improve UCI decoding performance.
To reduce the HARQ ACK (sub-)codebook size, we propose a variant of Alt-1, which applies configurable time domain HARQ-ACK bundling to reduce the HARQ-ACK codebook size, while still maintaining a fixed number of HARQ feedback bits for each multi-PDSCH scheduling DCI. This was identified as one of the FFS points in the conclusion for Alt-1:· FFS: time domain bundling of HARQ-ACK feedback, as per agreement in RAN1#104-e


In this solution, the multiple PDSCHs scheduled by a single DCI are evenly split into NHBG time domain bundling groups, where NHBG is an RRC configuration parameter. The UE generates a single HARQ-ACK feedback for the PDSCHs that belong to the same HARQ bundling group. The HARQ-ACK feedback corresponds to the logical AND of the decoding results for the PDSCHs in each group. For a HARQ-ACK feedback transmission in a particular PUCCH, the HARQ-ACK codebook size can be correctly derived based on the DAI values in the scheduling DCI and the number of HARQ bundling groups (NHBG). In case the number of scheduled PDSCHs by a DCI is smaller than NHBG, the remaining HARQ feedback bits in the codebook can be set to NACK. Two examples are given in Figure 4 to illustrate the solution, with the number of HARQ bundling groups equal to 2 and the HARQ codebook size calculated as DAI * NHBG = 6.
[image: ]
Figure 4: DAI Counting Alt-1 with HARQ-ACK time bundling in multi-PDSCH scheduling
It can be seen that for Alt-1 with time domain HARQ-ACK bundling, the HARQ-ACK codebook size is given by DAI * NHBG, which is less than DAI * NPDSCH,MAX without bundling. By configuring a proper NHBG value, good balance can be achieved between HARQ-ACK codebook size and PDSCH re-transmission efficiency.
[bookmark: _Toc71626936]Applying time domain HARQ-ACK bundling on top of Alt-1 can reduce the HARQ-ACK codebook size, thus achieving a configurable balance with retransmission efficiency depending on the deployment scenario. 

In our view, the proposed solution of Alt-1 in combination with separate HARQ-ACK codebooks and configurable time domain HARQ-ACK bundling is beneficial in terms of reusing the legacy DAI counting mechanism, no need for DAI bit-width extension, and better configuration flexibility to achieve good balance between HARQ-ACK codebook size and PDSCH re-transmission efficiency.
[bookmark: _Toc71626959]Support DAI counting Alt-1 in combination with separate HARQ-ACK codebook for single/multi-PDSCH scheduling and configurable time domain HARQ-ACK bundling for dynamic HARQ codebook enhancement for multi-PDSCH scheduling.

[bookmark: _Toc71625330]2.2.2	Semi-static codebook enhancement
In Rel-15/16 NR, semi-static HARQ codebook is derived from the candidate PDSCH reception occasions corresponding to the configured set of K1 values, the configured TDRA table, and the targeted PUCCH transmission slot concatenated across all serving cells. The core of the semi-static codebook determination procedure is to identify a list of candidate PDSCH reception occasions. This procedure was summarized in the FL summary from the last meeting [2] as below:
· Step 1: The candidate slot for PDSCH reception is determined by UL slot n (where HARQ-ACK codebook is transmitted) and K1 set, and the candidate PDSCH reception occasions are pruned based on TDD configuration and every row r in the TDRA table.
· Step 2: HARQ-ACK bits are generated for each candidate PDSCH reception occasion determined in Step 1.
At the last meeting it was discussed how the semi-static HARQ-ACK codebook should be enhanced to support 
multi-PDSCH scheduling. As for Step 1, three different options were brought to the table according to the following agreement:
Agreement:
For enhancements of generating type-1 HARQ-ACK codebook corresponding to DCI that can schedule multiple PDSCHs, the following options can be considered,
· Option 1: The set of candidate PDSCH reception occasions is determined according to each SLIV of each row in the TDRA table and based on extension of K1 set
· Option 1a: The set of candidate PDSCH reception occasions is determined according to each SLIV of each row in the TDRA table
· Option 2: The set of candidate PDSCH reception occasions is determined according to the last SLIV of each row in the TDRA table
· FFS: Codebook generation details, including how to handle the collision with TDD DL/UL configuration and whether/how to extend K1 set based on K1 and slot offset between last PDSCH and other PDSCHs in a row in the TDRA table



[bookmark: _Hlk71296366]For single PDSCH scheduling in Rel-15/16, one K1 value corresponds to a single candidate PDSCH reception occasion, and different K1 values correspond to different candidate PDSCH reception occasions. Based on this, the HARQ-ACK codebook is generated in a straightforward manner. For multi-PDSCH scheduling, each combination of K1 value and row in the TDRA table can correspond to a set of multiple candidate PDSCH reception occasions in a set of potentially non-contiguous slots. Multiple sets of candidate PDSCH occasions are derived from the different combinations of K1 values and row indices of the TDRA table. This will almost certainly result in PDSCH occasions that overlap in time. Two problems need to be addressed when designing semi-static HARQ-ACK codebook for multi-PDSCH scheduling:
1. How to specify the set of candidate PDSCH reception occasions for each combination of K1 value and row index of the TDRA table.
2. How to generate a final set of candidate PDSCH reception occasions from the multiple sets of candidate PDSCH reception occasions derived from the combinations of K1 values and row indices of the TDRA table that overlap in time.
For Option 1, the set of candidate PDSCH reception occasions is determined according to each SLIV of each row in the TDRA table and based on extension of K1 set. This approach, in our view, can be further specified as following: 
· For each K1 in the configured list of slot timing values dl-DataToUL-ACK, and for each row r of the configured TDRA table that schedules M PDSCHs, an extended K1 set is generated as {K1+ Koffset,i}, where Koffset,i (i = 0,…,M-1) is the slot offset from PDSCH i to the last PDSCH. 
· The extended K1 sets derived from the combinations of K1 values and row indices in the TDRA table are concatenated and further pruned to generate a set of unique "effective" K1 values. We use the terminology "effective" K1 values to differentiate from the configured K1 values in dl-DataToUL-ACK. The latter is a subset of the former.
· The HARQ-ACK codebook is determined based on the set of unique effective K1 values.

For Option 2, the set of candidate PDSCH reception occasions is determined according to the last SLIV of each row in the TDRA table. Our interpretation is that one single slot is identified for each (K1 value, row index) combination. This slot is determined by the configured K1 value and the last SLIV for the corresponding row. This slot is then associated with a set of the candidate PDSCH reception occasions according to the number of valid SLIVs in the row. In our view, there are a number of open issues with this option that need to be further addressed. 
· For a row in the TDRA table indicating multiple PDSCHs that are not slot-contiguous, it is not clear to us how the candidate PDSCH reception occasions should be determined.
· For each configured K1 value, there will be multiple candidate PDSCH reception occasions derived from the multiple rows of the TDRA table. According to Option 2, these candidate PDSCH reception occasions should be mapped to the same slot. It is not clear to us how these multiple candidate PDSCH reception occasions should be merged. 
· For each K1 value in the configured K1 set, a set of candidate PDSCH reception occasions are derived. Therefore, there will be multiple sets of candidate PDSCH reception occasions corresponding to the multiple K1 values. Some of these candidates PDSCH reception occasions actually refer to the same slots, resulting in large degree of redundancy in the HARQ-ACK codebook. If the candidate PDSCH reception occasions are not pruned, the resulting HARQ-ACK codebook will be unnecessarily large. If the candidate PDSCH reception occasions are to be pruned, it is not clear to us how it should be done. Furthermore, if pruning is done, what potential advantage does this have compared to Option 1?

[bookmark: _Toc71626937]There are a number of open issues around Option 2 for semi-static HARQ-ACK codebook enhancement to support multi-PDSCH scheduling that need to be clarified. Furthermore, it is not clear what potential advantage Option 2 offers compared to Option 1.

For Option 1a, it is unclear to us how a set of candidate PDSCH reception occasions can be determined according to each SLIV of each row in the TDRA table without taking the configured K1 values into account. We understand that some companies brought up this alternative in the motivation to push for a high-level agreement while leaving technical details for later discussion. However, in our view, it is very difficult to agree on such an ambiguous way forward without further elaboration of the complete technical solution.
[bookmark: _Toc71626938]For Option 1a for semi-static HARQ-ACK codebook enhancement to support multi-PDSCH scheduling, it is unclear how a set of Candidate PDSCH reception occasions can be determined according to each SLIV of each row in the TDRA table without taking the configured K1 values into account. If the configured K1 values are taken into account, it is not clear how this is different from Option 1.

In our point of view, Option 1 is most feasible way forward among the three listed candidate solutions, offering a simple approach for handling overlapping candidate PDSCH occasions without incurring unneeded redundancy.
[bookmark: _Toc71626960]Support Option 1 for semi-static HARQ-ACK codebook enhancement for multi-PDSCH scheduling.

With Option 1, for each K1 value, the sets of candidate PDSCH reception occasions corresponding to different rows in the TDRA table might completely or partly overlap in time. Therefore, candidate PDSCH reception occasions derived from different rows in the TDRA table that fall into the same slot should be merged, to create one set of unique candidate PDSCH reception occasions for each configured K1 value. Furthermore, the sets of candidate PDSCH reception occasions corresponding to different configured K1 values can also completely or partly overlap in time, which should be further pruned to generate a set of unique candidate PDSCH reception occasions corresponding to all rows in the TDRA table and all configured K1 values.
[bookmark: _Ref71009325][bookmark: _Toc71626961]For each configured K1 value, the sets of candidate PDSCH reception occasions corresponding to different rows in the TDRA table should be pruned to generate a set of unique PDSCH candidate occasions for the K1 value.
[bookmark: _Ref71009330][bookmark: _Toc71626962]The sets of candidate PDSCH reception occasions corresponding to different configured K1 values should be pruned to generate a set of unique PDSCH candidate for semi-static HARQ-ACK codebook generation.

The procedure with Option 1 for semi-static HARQ-ACK codebook determination for multi-PDSCH scheduling is demonstrated by an example in Figure 5. In this example, the original set of configured K1 values in the list dl-DataToUL-ACK consists of {K1_0, K1_1, K1_2} = {2, 4, 9}. In this example, the multiple PDSCHs are contiguous (but they do not have to be), and the maximum number of PDSCHs scheduled by a row in the TDRA table is 4. The slot number for the PUCCH transmission (nU) is 13. For the sake of presentation simplicity, the figure only illustrates deriving candidate PDSCH reception occasions for a single row of the TDRA table.
According to Option 1:
· The extended K1 sets corresponding to each K1 value and the single row are {5, 4, 3, 2}, {7, 6, 5, 4} and {12, 11, 10, 9}, respectively.
· The corresponding sets of candidate PDSCH reception occasions (slot numbers) are {8, 9, 10, 11}, {6, 7, 8, 9} and {1, 2, 3, 4} respectively.
· Merging these three sets of candidate PDSCH reception occasions and keeping only the unique ones gives a set of pruned candidate PDSCH reception occasions corresponding to slots {1, 2, 3, 4, 6, 7, 8, 9, 10, 11}.
· Merging these three sets of effective K1 values and keeping only the unique ones gives a set of pruned effective K1 values in descending order as {12,11,10,9,7,6,5,4,3,2}, where the values in boldface correspond to the original configured K1 values.
· If this was the only row of the TDRA table, then this would be the final (pruned) extended K1 set.
For a TDRA table with multiple rows, the above processing repeats for all rows. In the end the candidate PDSCH reception occasions derived from all combinations of K1 values and row indices of the TDRA table should be pruned to generate a set of unique PDSCH candidates, based on which the semi-static HARQ-ACK codebook can be determined.



[bookmark: _Ref61017740]Figure 5: Semi-static HARQ codebook in multiple PDSCH scheduling

When determining a set of candidate PDSCH reception occasions for a row in the TDRA table and a configured K1 value, it can be possible that some candidate PDSCH reception occasions collide with one or multiple UL symbols indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated. If this is the case, the entire set of candidate PDSCH reception occasions associated with the row and the K1 value should be discarded. This is motivated by the fact that a row that contains PDSCH allocation conflicting with the TDD pattern should never be indicated by the DCI, hence should be not accounted in the HARQ codebook generation.
[bookmark: _Ref71009319][bookmark: _Toc71626963]If any occasion(s) in a set of candidate PDSCH reception occasions, derived from a row in the TDRA table and a configured K1 value, collide with any UL symbols indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated, the entire set of candidate PDSCH reception occasions should be dropped in the generation of the semi-static HARQ codebook.

[bookmark: _Ref70953881][bookmark: _Ref70953921][bookmark: _Ref70953978][bookmark: _Toc71625331]2.2.3	Enhancement to CBG based HARQ feedback
In Rel-15/16, CBG based HARQ feedback is supported for PDSCH and single-PUSCH scheduled with DCI formats 1_1/0_1. In the DL, CBG transmission information (CBGTI) in the DCI format 1_1 indicates to the UE which CBGs for a PDSCH on a HARQ process are transmitted or re-transmitted. The UE should only process the indicated CBGs and report HARQ feedback for each CBG. In the UL, CBGTI in DCI format 0_1 indicates to the UE which CBGs for a PUSCH on a HARQ process should be transmitted or re-transmitted, analogous to the function of the new data indicator (NDI) field. UE should only transmit in the UL the indicated CBGs.
CBGTI in DCI formats 1_1/0_1 takes 2, 4, 6 or 8 bits depending on the maximum number of CBGs in a TB. If CBG based HARQ feedback would be supported for multi-PDSCH/PUSCH scheduling in NR operation beyond 52.6 GHz, the number of CBGTI bits in a DCI will be scaled up by the maximum number of scheduled PDSCH/PUSCHs. Obviously, this will increase the DCI size and affect PDCCH link budget significantly. The size of HARQ-ACK codebook for multi-PDSCH scheduling will also increase dramatically.
Another negative effect of supporting CBG based HARQ feedback in multi-PDSCH/PUSCH scheduling is that HARQ retransmission will become much more complicated. Multiple PDSCHs/PUSCHs scheduled by a same DCI will most likely share the same frequency resource allocation and MCS, and the HARQ process numbers for the PDSCHs/PUSCHs will be consecutive, which doesn’t give the same level of scheduling flexibility as the legacy single PDSCH/PUSCH scheduling. Selective CBG retransmission will introduce a number of new issues to be addressed in the specs around rate matching and resource mapping. The retransmission efficiency will most likely degrade.
Furthermore, CBG-based (re)transmissions are more appropriate in scenarios with time selective fading across the number of scheduled CBGs. For the short slots used in the 52.6 – 71 GHz bands in combination with fairly low mobility, it is not likely that there will be much, if any, time variation of the channel across the scheduled CBGs. Hence, typically, either all CBGs succeed, or all fail, thus removing any potential benefit of CBG based (re)-transmission.

Based on the above discussion, we can conclude that there are no real technical advantages for supporting multi-PDSCH/PUSCH and CBG transmission simultaneously.
[bookmark: _Toc71626939]There are no real technical advantages for supporting multi-PDSCH/PUSCH and CBG transmission simultaneously.

In Rel-16, it was decided that CBG transmission is not supported when multi-PUSCH is configured in RRC (via TDRA table with multi-SLIV rows) and when DCI Format 0_1 is used to schedule multiple PUSCHs. In this case the CBGTI/CBGFI fields in the DCI are not present and the saved bits are used to indicate multiple NDI/RV values for the scheduled PUSCHs. When multi-PUSCH is configured and when DCI Format 0_1 is used to schedule a single PUSCH, CBG transmission may be used according to the RRC configuration. The same design can be re-used for multi-PUSCH in Rel-17.

[bookmark: _Toc71626964][bookmark: _Toc71626965]Do not support CBG transmission for multi-PUSCH in Rel-17 when multi-PUSCH is configured and when DCI Format 1_0 is used to schedule multiple PUSCHs (same as multi-PUSCH in Rel-16).

For multi-PDSCH scheduling in Rel-17, it was observed that when separate sub-codebooks are used to report HARQ-ACK for single/multiple scheduling, an additional DAI field needs to be introduced in UL DCI, similar to that for CBG transmission in Rel-15/16 (see the relevant discussion in section 2.2.1), which implies there can be up to three DAI fields in UL DCI, one for single PDSCH (TB-based scheduling), one for single PDSCH (CBG-based scheduling), and one for multi-PDSCH (without CBG). To avoiding increasing the UL DCI size, we think simultaneous configuration of multi-PDSCH scheduling and CBG transmission should be explicitly prohibited, so that the number of DAI fields in UL DCI can be limited to up to two at any time.

[bookmark: _Toc71626966]Do not support simultaneous configuration of multi-PDSCH scheduling and CBG transmission in Rel-17.

[bookmark: _Toc71625332]2.2.4	HARQ feedback in multiple PUCCHs 
At RAN#104-e, it was agreed that in multiple PDSCH scheduling, HARQ-ACK information corresponding to PDSCHs scheduled by a single DCI is multiplexed with a single PUCCH in a slot that is determined based on K1. It was further identified as FFS to discuss whether or not HARQ-ACK information corresponding to different PDSCHs scheduled by the DCI can be carried by different PUCCH occasions.
The main argument to support this optimization option is to improve HARQ-ACK feedback latency. However, the technical complexity of supporting HARQ feedback over multiple PUCCH occasions for PDSCHs scheduled by a single DCI is not trivial. Supporting HARQ feedback over multiple PUCCH occasions for PDSCH scheduled by a single DCI implies that a mechanism would be needed to indicate which PUCCH occasions should be used for each scheduled PDSCH.
One possible approach could be to indicate multiple PUCCH occasions in the scheduling DCI (i.e., via multiple K1 values). In addition, it would be needed to specify which PDSCHs are associated with which PUCCH opportunities. 
Another possible approach could be to indicate in the scheduling DCI a single PUCCH occasion (i.e., single K1 value), as in the legacy DL DCI format. The indicated K1 value is only applicable to the PDSCHs that can be processed in time. For the PDSCHs that do not fulfil the processing latency requirement, the K1 value can be interpreted as non-numeric value (NNK1) and the corresponding HARQ feedback is supposed to be scheduled by a subsequent DCI.
For either approach mentioned above, it seems necessary to redefine C-DAI/T-DAI to count PDSCHs instead of DCIs, so that the HARQ-ACK codebook can be constructed properly. Moreover, for the first approach, multiple DAI values might need to be indicated in the scheduling DCI, one corresponding to each PUCCH occasion. While for the second approach, it needs to be specified whether the C-DAI/T-DAI counts all the scheduled PDSCHs by the DCI, or only counts the PDSCHs for which HARQ feedback is to be reported in the indicated PUCCH.
There could be many other possible approaches to support multiple HARQ feedback opportunities for multiple PDSCH scheduling. However, it can be foreseen that such technical solutions can be very complicated for both standardization and implementation.
[bookmark: _Hlk64987762]In our view, multi-PDSCH scheduling mainly targets bulk data transmission in eMBB use cases. Further optimization of HARQ feedback latency is not a top-priority requirement. On the other hand, with short slot duration with 480 or 960 kHz SCS, the HARQ-ACK feedback delay is already very short even in multi-PDSCH scheduling. In use cases with stringent HARQ feedback delay requirement, legacy single-slot PDSCH scheduling can always be used.
[bookmark: _Toc71626967]Do not support HARQ-ACK information corresponding to different PDSCHs scheduled by the DCI to be carried by different PUCCH occasions.

[bookmark: _Toc71625333]Conclusion
In this paper we made the following observations: 
Observation 1	When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, it is not necessary to explicitly prohibit the MCS/NDI/RV fields for the second transport blocks in the specification. These fields can be disabled via existing RRC configuration.
Observation 2	The current ranges for PDSCH scheduling offset (K0), PDSCH HARQ feedback delay (K1) and PUSCH scheduling offset (K2) need to be increased to support multi-PDSCH/PUSCH scheduling in the frequency bands above 52.6 GHz at least for 480/960 kHz SCS, if the relevant timelines are not tightened with reference to the existing requirement for 120 kHz SCS in FR2.
Observation 3	Defining K1 granularity in slot bundle places unnecessary restriction on HARQ-ACK scheduling which can result in longer HARQ feedback latency.
Observation 4	For legacy single-slot PDSCH transmission, restricting K1 being multiple times of slot bundle size makes it almost impossible to multiplex HARQ-ACKs corresponding to adjacent PDSCHs in a single PUCCH transmission.
Observation 5	Fundamental redefinition of DAI can have a large impact on the current NR specs, and also affects DAI counting related to DCIs not used for multi-PDSCH scheduling. This can  cause conceptual chaos among different 3GPP releases, hence should definitely be avoided.
Observation 6	To maintain the same robustness against DCI misdetection as in Rel-15/16 NR, Alt-2 and Alt-3 require increasing the bit-width of DAI values. Due to the use of a single- codebook for single/multi-PDSCH scheduling, this increment of DAI bit-widths applies to all relevant DL and UL DCI formats (DCI Format 1_0, 1_1, 1_2, 0_1 and 0_2) and, in the case of carrier aggregation, to all component carriers.
Observation 7	Alt-1 reuses the same DAI counting mechanism as in Rel-15/16 NR. It requires neither re-definition of DAI counting mechanism nor extension of the bit-width of DAI values. Hence, Alt-1 has the minimum impact on the current NR specs and implementations among the three identified alternatives for dynamic HARQ-ACK codebook enhancement.
Observation 8	Applying time domain HARQ-ACK bundling on top of Alt-1 can reduce the HARQ-ACK codebook size, thus achieving a configurable balance with retransmission efficiency depending on the deployment scenario.
Observation 9	There are a number of open issues around Option 2 for semi-static HARQ-ACK codebook enhancement to support multi-PDSCH scheduling that need to be clarified. Furthermore, it is not clear what potential advantage Option 2 offers compared to Option 1.
Observation 10	For Option 1a for semi-static HARQ-ACK codebook enhancement to support multi-PDSCH scheduling, it is unclear how a set of Candidate PDSCH reception occasions can be determined according to each SLIV of each row in the TDRA table without taking the configured K1 values into account. If the configured K1 values are taken into account, it is not clear how this is different from Option 1.
Observation 11	There are no real technical advantages for supporting multi-PDSCH/PUSCH and CBG transmission simultaneously.

In this paper we made the following proposals:
Proposal 1	Support multiple PDSCH scheduling for 120 kHz SCS.
Proposal 2	No further restriction or UE capability for 120 and 480 kHz SCS on the maximum number of PDSCHs that can be scheduled with a single DCI.
Proposal 3	No further restriction or UE capability for 120 and 480 kHz SCS on the maximum number of PUSCHs that can be scheduled with a single DCI
Proposal 4	Increase maximum number of DL and UL HARQ processes in Rel-17 from 16 to 32.
Proposal 5	For TDRA table that supports multi-PDSCH/PUSCH scheduling, each row contains up to 8 multiple PDSCHs/PUSCHs that can be non-contiguous on slot level.
Proposal 6	For TDRA table that supports multi-PDSCH/PUSCH scheduling, each row contains up to 8 PDSCH/PUSCH, with separate SLIV, mapping type, and scheduling offset K0/K2 for each scheduled PDSCH/PUSCH.
Proposal 7	Introduce new RBG configuration for PDSCH/PUSCH frequency resource allocation Type 0 to reduce FDRA granularity and DCI size.
Proposal 8	Support configurable Resource Allocation Granularity (P) up to 32 for DCI Format 0_1 and 1_1 with PUSCH/PDSCH frequency resource allocation Type 1 to reduce FDRA granularity and DCI size.
Proposal 9	Support intra- and inter-slot frequency hopping for multi-PUSCH scheduling with a single DCI. For inter-slot hopping, consider modifying the hopping counter such that it increments across the scheduled PUSCHs rather than being tied to the slot number within the radio frame.
Proposal 10	When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, the triggered ZP CSI-RS field applies to all the PDSCHs scheduled by the DCI.
Proposal 11	When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, the VRB-to-PRB mapping and PRB bundling size indicator fields apply to all the PDSCHs scheduled by the DCI.
Proposal 12	When multiple PDSCHs are scheduled by a single DCI with DCI Format 1_1, the Rate Matching Indicator field applies to all the PDSCHs scheduled by the DCI.
Proposal 13	When multi-PDSCH is configured, the CBGTI/CBGFI fields in DCI Format 1_1 should not be included. The saved bits can be re-used for indicating RV/NDI for multiple PDSCHs.
Proposal 14	When a DCI schedules M PUSCHs and an aperiodic CSI report with a valid CSI request field, the PUSCH that carries the aperiodic CSI feedback is M-th scheduled PUSCH for M <= 2, or (M-1)-th scheduled PUSCH for M > 2.
Proposal 15	When DCI Format 0_1 is used for scheduling multiple PUSCHs, priority indicator and open-loop power control parameter set indication fields in the DCI should apply to all PUSCHs being scheduled.
Proposal 16	The discussion on increasing K0, K1 and K2 for multi-PDSCH/PUSCH scheduling should be based on the outcome from the discussion on the UE processing timeline tightening.
Proposal 17	Do not support scheduling of multiple PDSCHs with a single DCI where the TB(s) corresponding to one or more of the PDSCHs is(are) mapped over multiple slots by legacy TB repetition (semi-statically configured by pdsch-AggregationFactor or dynamically indicated by repetitionNumber in TDRA table).
Proposal 18	As in Rel-16, do not support scheduling of multiple PUSCHs with a single DCI where one or more of the PUSCHs is(are) mapped over multiple slots by legacy TB repetition (Type A or B repetition).
Proposal 19	Support multi-PDSCH scheduling with a single DCI for multi-TRP transmission in Rel-17 except for the case where the TB(s) corresponding to one or more of the scheduled PDSCHs is(are) mapped over multiple slots by legacy TB repetition.
Proposal 20	Support DAI counting Alt-1 in combination with separate HARQ-ACK codebook for single/multi-PDSCH scheduling and configurable time domain HARQ-ACK bundling for dynamic HARQ codebook enhancement for multi-PDSCH scheduling.
Proposal 21	Support Option 1 for semi-static HARQ-ACK codebook enhancement for multi-PDSCH scheduling.
Proposal 22	For each configured K1 value, the sets of candidate PDSCH reception occasions corresponding to different rows in the TDRA table should be pruned to generate a set of unique PDSCH candidate occasions for the K1 value.
Proposal 23	The sets of candidate PDSCH reception occasions corresponding to different configured K1 values should be pruned to generate a set of unique PDSCH candidate for semi-static HARQ-ACK codebook generation.
Proposal 24	If any occasion(s) in a set of candidate PDSCH reception occasions, derived from a row in the TDRA table and a configured K1 value, collide with any UL symbols indicated by tdd-UL-DL-ConfigurationCommon or tdd-UL-DL-ConfigurationDedicated, the entire set of candidate PDSCH reception occasions should be dropped in the generation of the semi-static HARQ codebook.
Proposal 25	Do not support CBG transmission for multi-PUSCH in Rel-17 when multi-PUSCH is configured and when DCI Format 1_0 is used to schedule multiple PUSCHs (same as multi-PUSCH in Rel-16).
Proposal 26	Do not support simultaneous configuration of multi-PDSCH scheduling and CBG transmission in Rel-17.
Proposal 27	Do not support HARQ-ACK information corresponding to different PDSCHs scheduled by the DCI to be carried by different PUCCH occasions.
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