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Introduction

During registration, the S-CSCF in the home network must learn the name of the P-CSCF, and the P-CSCF must learn the name of a home network contact point, which may be an S-CSCF or an I-CSCF. This currently is accomplished by an extension to IETF SIP, based on a new header, the Path header. This contribution looks into more detail as to where the above-mentioned names may be carried in SIP messages. Based on this, an extension to SIP is proposed which is very similar to the Path header, which is however more aligned with IETF SIP.

Background

During registration, the S-CSCF in the home network must learn the name of the P-CSCF, and the P-CSCF must learn the name of a home network contact point, which may be an S-CSCF or an I-CSCF. This is currently achieved using an extension to IETF SIP, the Path header. The Path header is intended to be filled with the appropriate contact names as it goes from P-CSCF to S-CSCF within a Registration Request, and then back from S-CSCF to P-CSCF in a Registration Response. The S-CSCF and P-CSCF retrieve the information present in the Path header in the Request and the Response, respectively, and store that information. Upon a MOC or an MTC, this information is then used to add a Route-header to an initial Invite Request, so that the Request may find its way according to that Route-header. This notion of a pre-loaded Route is currently not present in IETF SIP. The mechanism based on the Path header therefore does not only extend current IETF SIP (by adding a new header), but also modifies it (by adding the functionality for pre-loaded routes).

Discussion

When a SIP proxy receives a Request destined for the proxy (i.e. it finds either its own name in the Request-URI, or the name of a domain it is responsible for), there are basically two ways for it to determine the next hop: 

Either, the next hop has been prescribed using a Route-header in the Request. In this case, the SIP proxy should remove the next entry in the Route header, use it as the Request-URI, and proxy the Request to the address indicated by the Request-URI. This mechanism is part of the SIP specification. It is only defined for a Request which is not the initial Request within a session. This is due to the fact that the Route-header is built from a Record-Route header of a previous Request/Response message exchange within the session, therefore the contents of the Route header cannot be known for an initial Request using IETF SIP mechanisms. Changing this behaviour, e.g. allowing for pre-recorded routes, means changing SIP.

Or, the SIP proxy uses some logic which is outside the scope of SIP (i.e. above the SIP protocol level). This is exemplified in figure 1 by the location server. The exact operation of the location server is not defined within IETF SIP, but rather considered out of scope. It can be generalized to represent any algorithm by which the proxy server can determine the next hop. This algorithm is at the discretion of the manufacturer of the proxy server, changing it does not affect the SIP protocol. Additionally, this mechanism for determining the next hop for a Request not only works for non-initial Requests, but also for initial ones, and even more so. The Record-Route/Route mechanism can be used to determine the path subsequent Requests should take.
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Figure 1: Use of a location server to determine next hop (source: Henning Schulzrinne).

This discussion shows that using a mechanism based on application level logic to determine the next hop for an initial Request within a session requires no change to the SIP protocol, while using a pre-recorded route does. In accordance with the current Work Item Description (tdoc N1-010448), which states “Deviations from IETF SIP should only be applied when deemed necessary. 3GPP specific SIP extensions should kept to an absolute minimum in order to allow the usage of as generic SIP protocol stacks as possible,” the mechanism based on application level logic should therefore be the preferred one to solve the problem at hand, which is routing an initial Request from P-CSCF to S-CSCF or the other way round, based on information determined previous to that initial Request. More precisely, the information collected in the Path header during Registration should not be used to construct a Route-header, which is then evaluated at the SIP protocol level, but should be fed into application level logic, which then routes the initial Request according to that information. This is straight-forward if no network hiding is required. For a MOC, the P-CSCF sets the Request-URI to the S-CSCF contact name, while for an MTC, the S-CSCF sets the Request-URI to the P-CSCF contact name. However, with network topology hiding, this is not as straight-forward anymore, as the application layer somehow needs to manage to route the Request through the I-CSCF performing topology hiding mechanisms, without using pre-loaded routes. P-CSCF and S-CSCF can always route the Request to the I-CSCF as learned during registration. However, the application level then needs to have a way to learn the next hop. A new header could be used for this. This new header carries the information about the next hop after the I-CSCF in the format of a SIP-URL, and information whether this Request is home-bound (MOC) or visited-bound (MTC) in the form of a parameter. This could be viewed as the location server of Figure 1 being this new header, carrying the information the location server is to provide in-band the SIP signalling. Figure 2 tries to visualize this concept. The detailed procedure is described in the Proposal. 
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Figure 2: Visualization of the concept that the new header can be seen as a generalized location server for a MOC.

It is recognized that this procedure also adds new headers to IETF SIP. However, it does not change the behaviour of SIP. Instead, the new headers should be able to pass the SIP protocol stack transparently (just as any other unrecognised header), while the CSCF application above the stack can use it. Therefore, this procedure allows for the use of a more generic SIP protocol stack, as mandated by the quoted section of the Work Item Description. 

It is also recognized that handling the forwarding in the CSCF application rather than within the SIP stack, which could be done with pre-loaded routes, might be seen to lead to a higher latency in call setup. However, this is not believed to be significant, if true at all. Both P- and S-CSCF need to perform many other operations at the CSCF application level, in the first place being to retrieve again the information for the path as stored during registration, before this information can be used anywhere. The I-CSCF also needs to manipulate the SIP Request at the CSCF application level, e.g. for tokenising the S-CSCF name. Therefore, these manipulations at the CSCF application level do not result in additional latency. For any Request after the initial one, there is no difference at all, as the Record-Route/Route mechanism is used for any non-initial Request.

Additionally, it is recognized that one more header needs to be de-tokenized, however this is seen as a minor issue with regard to the advantages of the proposed procedure of being able to use a more generic SIP protocol stack.

Another issue which adds to an overall solution is being addressed in the following

According to 23.228 section 5.2.2.3, the P-CSCF address is to be carried from the visited network to the home network within the contact header of the Register Request. For this contribution, it is therefore assumed that the P-CSCF address is carried in the contact header of a Registration Request rather than in the Path header. However, the discussion on this issue within N1 seems not to have come to a consensus yet. Also, 23.228 states in the same section that it is the S-CSCF that is to select the I-CSCF to perform network configuration hiding. Therefore, it is assumed for this contribution that the I-CSCF which is in the message path during registration does not enter itself into the Path header, unlike shown in message 7 in section 7.1 in annex A of 24.228, version 0.4.0. However, this assumption is not required, as will be shown.

With these two assumptions, the Path header carried from the P-CSCF to the S-CSCF is empty in the Registration Request. It is only the S-CSCF which determines what contents it should then have on the way back to the P-CSCF (S-CSCF contact name, or S- and I-CSCF contact names). Although defined in a bi-directional way, it is actually only used in one direction. Therefore, instead of defining the Path header in a bi-directional way, it could be redefined to be only uni-directional. To not confound it with the original proposed Path header, it seems suitable to rename it, e.g. Home-Contact. As a consequence, the information so far carried in one uni-directional header field (contact) and one bi-directional header field (path) could now be carried by a symmetrical pair of uni-directional header fields, one being the original Contact header as defined by IETF SIP, the other a new Home-Contact header field, defined by 3GPP. The name Path header could be reused for other purposes, as described in the Proposal.

In case 3GPP decides to have the I-CSCF transfer the name of an I-CSCF which is to perform network topology hiding to the S-CSCF during registration, this could also be accommodated by using the Home-Contact header field upstream in the Request from I-CSCF to S-CSCF. The name would then still be appropriate, however the symmetry and clear separation between a header used only in upstream direction and another one used only in downstream direction would be destroyed. If additionally the assumption that the P-CSCF name is not to be carried in the Contact header field, then there would be no difference between the Home-Contact and the Path header as header field (i.e. not as mechanism), and the name Path header could therefore be maintained.

Proposal

It is proposed to replace the current mechanism based on the Path header for routing initial Request within a session along a path determined at registration time by a mechanism which allows to place that functionality outside the SIP protocol stack. The detailed procedure is very similar to the current one based on the Path header, except that instead of pre-loaded routes handled at the SIP protocol stack level, the functionality is placed at the CSCF application level. The procedure is described in the following. (The assumptions mentioned in the discussion are required.) For simplicity, only the Requests are considered, as there is no change in treating the responses.

· The home network (S-CSCF) learns the P-CSCFs name through the Contact header in the Registration Request. This name is stored, along with the name of the I-CSCF performing network topology hiding in case this is required. In case there is an I-CSCF name, the list is ordered such that the I-CSCF is first in the list.

· The visited network (P-CSCF) learns the home contact name (S-CSCF name, or I-CSCF and S-CSCF name) through a new header (proposed name: Home-Contact) in the Registration Reply, and stores it. In case there is an I-CSCF name, the list is ordered such that the I-CSCF name appears in the first place.

· MOC:

· The P-CSCF retrieves the information stored during registration. It takes the first URL, removes it from the list, and uses it as Request-URI. The original Request-URI is stored at the end of the list (which is empty in case there is no requirement for network topology hiding). The list is inserted as a new header (proposed name: Path) into the Request. A parameter indicating this is a MOC is added. The Request is then forwarded according to the Request-URI.

· When an I-CSCF receives the Request and finds a Path header in it, it removes the first URL from the list and places it in the Request-URI. The Request is then forwarded according to the Request-URI. 

· When an S-CSCF receives the Request, it looks for a Path header. It then replaces the Request-URI by the first entry in the Path header, and removes that entry from the list, which should then be empty. The Path header can thus be removed. Now, the S-CSCF can start processing the Request as S-CSCF, i.e. perform any originating services for the originating subscriber. It then forwards the Request based on the Request-URI (which may have been altered by the service interaction in the meantime).

· MTC:

· The procedure from the Gateway I-CSCF to the S-CSCF is as usual, except that the I-CSCF stores the Request-URI received in the Request at the end of the list in a Path header inserted into the Request, instead of in the Route header. A parameter is added to the Path header indicating this is an MTC.

· After performing any terminating services for the user, the S-CSCF retrieves the list stored during registration. It prepends this list to the one already present in the Path header. It then takes the first URL entry from the list in the Path header, removes it from the list in the Path header, and inserts it in the Request-URI. It then forwards the Request according to that Request-URI. 

· When an I-CSCF receives the Request and finds a Path header in it, it takes the first entry in the list, removes it from the list, and places it in the Request-URI. It then forwards the Request based on the Request-URI.

· When a P-CSCF receives the Request and finds a Path header in it, it takes the first entry in the list, removes it from the list, and places it in the Request-URI. The Path header is now empty and is removed from the Request. The P-CSCF determines the IP address of the mobile using the Request-URI, and forwards the Request to that IP address.

· The parameter in the Path header which indicates a MOC or an MTC can be used to double check that the Request is being routed properly, however detailed usage is currently ffs.

· Record-Route headers are used in an initial Request for a session, so that for any subsequent Request, the routing mechanism based on the Route header can be used.

· The I-CSCF needs to perform the hiding functions as usual, except that it no tokenises the S-CSCF name found in the Home-Contact header instead of the original Path header, and detokenises it in the Path header of an MOC Request instead of the Route header.
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