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1	Introduction
[bookmark: _GoBack]Beam management solutions were standardized in Rel-15. These solutions were designed to support UEs with directional antennas. The solutions included transmission of beam indications to the UE, reporting of L1-RSRP based on CSI-RS and SS/PBCH block and beam recovery solutions.
The release-16 NR eMIMO WID [1] includes improvements to beam management. In this contribution we describe the remaining issues of the multi-beam operation enhancements.
[bookmark: _Ref178064866]2	Discussion
2.1	Signalling and latency reduction
2.1.1	Spatial relation update for PUCCH 
In RAN1#97, the following working assumption was reached:
Working Assumption
For the supported feature of simultaneous update/indication of a single spatial relation per group of PUCCH by using one MAC CE, the following configuration options for the group are supported:
· At least up to two groups per BWP
· FFS: Details on configuring the groups including whether to use implicit method or explicit method
· For example, each corresponding to different TRP/panel, at least for multi-TRP/panel case
· Another example, each corresponding to different active spatial relation at least for single TRP case
· If there is no consensus to support more than two groups, only up to two groups will be supported in Rel-16

In our understanding, having more than one PUCCH group is motivated by the application in a multi-TRP multi-DCI scenario. The signalling structure for this scenario is still somewhat unclear, but since there are only two RAN1 meetings left, this decision cannot be delayed any further. To perform efficient update of PUCCH spatial relations, we propose to confirm the working assumption:
[bookmark: _Toc21098158]Confirm the working assumption about at least 2 groups of PUCCH resources.
Once we have decided to introduce this group, it would seem unfortunate to limit this to only two groups. However, there does not seem to be a need for a very large number of groups. Hence, we propose
[bookmark: _Toc21098159] Introduce 4 groups of PUCCH resources.
To maximize the benefits of the PUCCH group, and to keep the MAC CE signalling to a minimum, the PUCCH group should be explicitly defined:
[bookmark: _Toc21098160]A PUCCH group is defined explicitly and contains a number of PUCCH resources.
Remember that the motivation for introducing the PUCCH group was to reduce the MAC CE signalling. With an explicit PUCCH group, one MAC CE can be used to (initially) set the spatial relation for all PUCCH resources, and a single MAC CE can be used to update the spatial relation for all PUCCH resources when necessary.
In RAN1, there has been a discussion to update TCI states across CCs, to save signalling. The same motivation exists also for PUCCH spatial relations: it may be beneficial to simultaneously define the spatial relation for PUCCH resources in different CCs.
[bookmark: _Toc21098136]In CA, it may be beneficial to simultaneously update the spatial relation of PUCCH resources in difference SCells for different BWPs.
We note that this can be accomplished if the PUCCH group is defined on cell group level, although the signalling details are up to RAN2:
[bookmark: _Toc21098161]A PUCCH group can contain PUCCH resources from different serving cells.
To simplify the design in RAN2, the above information should be included in an LS to RAN2:
[bookmark: _Toc21098162]Send an LS to RAN2 asking RAN2 to define the signalling related to the PUCCH group. The PUCCH group has the following properties:
a. [bookmark: _Toc21098163]A PUCCH group is explicitly defined and contains PUCCH resources potentially in different serving cells and in different BWPs.
b. [bookmark: _Toc21098164]A MAC CE is required to update the spatial relation of all PUCCH resources in a PUCCH group.
2.1.2	Default spatial relation for PUCCH/SRS
In RAN1#98, the following was agreed:
Agreement 
At least for UEs supporting beam correspondence, if spatial relation info for dedicated-PUCCH/SRS, except for SRS with usage = 'BeamManagement', is not configured in FR2, the applied default spatial relation for the dedicated-PUCCH/SRS is down-selected from the followings in RAN1#98bis
· Alt.1: default TCI state or QCL assumption of PDSCH (e.g. the most recent slot and the lowest CORESET ID)
· Alt.2: one of an active TCI state of CORESET
· FFS: details of which TCI state
· Alt.3: TCI state of scheduling PDCCH for A-SRS/PUCCH, and default TCI state or QCL assumption of PDSCH for other than A-SRS/PUCCH
· Alt.4: CORESET#0 QCL assumption
· Alt.5: pathloss reference RS
· FFS: details of which pathloss reference RS
· FFS: whether to apply the above for UEs not supporting beam correspondence

The motivation for the above agreement is to streamline single-beam operation: to reduce signalling. So far, an optimized single-beam solution has been introduced for PDCCH/PDSCH: it is possible to let PDSCH follow PDCCH by not configuring tci-PresentInDci. 
The most important requirement of a default spatial relation is that it must be unambiguous: the NW must know exactly what spatial relation the UE will apply. All the alternatives above are unambiguous (for alt 2, it is of course assumed that the TCI state is appropriately defined).
The next aspect to consider is to balance simplicity, signalling load and performance, a very common issue in the design of any technical solution. Assuming that the NW determines an optimal RS to be used for another purpose (in a TCI state for alt 1-4, for UL power control for alt 5), the underlying idea is that the same RS would be used also to derive a spatial relation. 
Comparing the 5 alternatives, it is clearly so that we will always need to signal a TCI state for DL reception. The minimum signalling option would be that we derive the spatial relation from that TCI state, as suggested in alt 1-4. In atl5, we would always have to signal the pathloss reference RS: thus, alt5 has higher signalling overhead:
[bookmark: _Toc21098137]Deriving the spatial relation from the pathloss reference RS would require that the pathloss reference RS is signalled to the UE.
Of course, it would be possible to derive the pathloss reference RS from another RS, e.g. signalled in a TCI state, to reduce the signalling, but that would make alt 5 identical to alt 1-4. We thus rule out alt 5.
Regarding accuracy, we note that the NW may choose to configure and use different CORESETs. For example, if the NW chooses to configure and use CORESET#1, the RS in a TCI state activated for CORESET#1 would most probably be suitable to use also as a spatial relation. Hence, from a performance point of view, it does not make sense to always use the RS corresponding to the QCL assumption for CORESET#0 as a default spatial relation: most probably other TCI states are sometimes better:
[bookmark: _Toc21098138]Basing the default spatial relation on the QCL assumption of CORESET#0 would only seem appropriate when the NW uses CORESET#0 for scheduling. When data is scheduled using other CORESETs, spatial relation based on the QCL assumption of those CORESETs would seem more appropriate.
We thus rule out alt 4.
Alt 1 provides a simple method to derive the spatial relation that at least to some extent follows a selected beam. It extends the use of the default PDSCH QCL assumption, which is used when the UE is scheduled with a delay shorter than the UE capability timeForQcl. Alt 3 extends alt 1 by introducing another behaviour for A-SRS and PUCCH. As the TCI state of the scheduling PDCCH is probably well-tuned, using the corresponding spatial relation probably provides quite good performance. However, in some cases it would seem that alt 3 would lead to a ‘flipping’ of Rx beams in the base station, i.e., that different channels from the same UE would be received with different Rx beams. This would complicate gNB design. 
Also, scheduled transmissions in FR2 are accompanied by various restrictions on delay, to enable the UE to decode the PDCCH and adjust its analog beam. There are already several UE capabilities introduced to ensure that the UE is capable of this. However, it is unclear to us if the A-SRS transmissions and PUCCH transmissions would need additional timing restrictions in case the UE was required to follow the TCI state of certain PDCCH transmissions:
[bookmark: _Toc21098139]Additional timing restrictions may be required if the spatial relation of an A-SRS/PUCCH is based on the TCI state of the scheduling PDCCH.
Timing restrictions are already a major pain-point in NR design: the combination of an UL/DL pattern and the timing restrictions related to CSI calculation and UL reporting complicates scheduler design. Introducing even more timing restrictions would complicate design even further. We see this as a major disadvantage of alt 3.
Comparing alt 1-3, alt 2 as it is formulated includes both alt 1 and 3. However, we interpret alt 2 as some other TCI state than proposed under alt 1 and alt 3. We are open to consider other options, but so far, we have failed to see what TCI state this would be.
Based on the above discussion, we propose
[bookmark: _Toc21098165]If spatial relation info for dedicated-PUCCH/SRS, except for SRS with usage = 'BeamManagement', is not configured in FR2, the UE applies the spatial relation corresponding to the RS in the default TCI state for PDSCH, as defined in 38.214, section 5.1.5: the lowest CORESET-ID in the latest slot in which one or more CORESETs within the active BWP of the serving cell are monitored by the UE. 
In the agreement from RAN1#98, there was also an FFS on the applicability for UEs not supporting beam correspondence. Here we note that the specification does not provide any restrictions on the configuration of spatial relations: this is left to NW implementation. The NW is free to configure a DL RS in a spatial relation to a UE that does not support beam correspondence. We propose that the same paradigm is applied for the default spatial relation:
[bookmark: _Toc21098166]No restrictions are introduced in the standard on what UEs support the default spatial relation.

2.1.3	TCI state update across CCs
In RAN1#98, the following was agreed:
Agreement
For latency/overhead reduction across multiple CCs/BWPs, support single MAC-CE to activate at least the same set of PDSCH TCI state IDs for multiple CCs/BWPs
· Example 1: Reuse Rel-15 MAC-CE to activate same set of TCI state IDs for all active BWPs in same band or cell group(s) on FR2
· Support of this mode can be indicated by UE capability
· To operate in this mode, UE may expect the same QCL-TypeD RS is configured for same TCI state ID for all BWPs in each band or cell group(s)
· For activation MAC-CE received on any active BWP in a band or cell group(s), indicated activated TCI state IDs will be applied to every active BWP in that band or cell group(s)
· Example 2: Reuse Rel-15 MAC-CE to activate one set of TCI state IDs (including both QCL Type-A and Type-D RSs) for an active BWP of the CC indicated by the MAC-CE to be applied to all active BWPs in same band or cell group(s) on FR2
· Note: The QCL Type A RS(s) applied to each CC/BWP is that corresponding to the same resource ID(s) indicated by the TCI state IDs 
· FFS: operation/signaling details including the possibility to activate different sets of PDSCH TCI state IDs for multiple CCs/BWPs
· Note: QCL type-A comes from the BWP where the TCI state is applied

Our understanding of the proposed functionality captured in this agreement is that it would alleviate the need to send several MAC CEs when the TCI state needs to be simultaneously updated in several CCs, a situation that would be quite common in FR2. However, the agreement only applies to TCI states for PDSCH, thus not leading to any signalling reduction for the more common case where the PDSCH follows the PDCCH:
[bookmark: _Toc21098140]The most common deployment is that the TCI state of the PDSCH follows the TCI state of the PDCCH.
Large scale deployment of independent control of the TCI state for PDSCH is hindered by low UE capabilities. Hence, we propose
[bookmark: _Toc21098167]Any signalling reduction for TCI state activation across CCs should also be applicable to the case where TciPresentInDci is not defined, i.e., when PDSCH follows PDCCH. 
It may also be problematic if it is not clear to which CCs the signalling is applied. The suggestions in the agreement point to “same band”, which is not an entity which is defined in the RAN2 specification. This issue can be avoided a TCI state group is defined on cell group level:
[bookmark: _Toc21098141]Any potential ambiguity of which CCs are affected by the MAC CE command is removed if the TCI state group is explicitly defined. 
However, as long as the signalling reduction is applicable to also to ‘PDSCH follows PDCCH’, the functionality is valuable. The signalling details should be left to RAN2:
[bookmark: _Toc21098168]Introduce MAC CE signalling that facilitates simultaneous activation of TCI states across CCs for PDCCH and PDSCH.
[bookmark: _Toc21098169]Send an LS to RAN2 asking them to design the signalling. 
2.1.4	Power control
In RAN1#98, the following was agreed:
Agreement
Continue discussion on the support of updating pathloss RSs for power control for PUSCH and SRS via MAC-CE, including the following candidates until RAN1#98bis:
· Option 1: For codebook based PUSCH transmission, the pathloss RS follows DL RS in spatial relation associated with SRI indicated in scheduling DCI, if the pathloss RS is not configured and periodic DL RS is configured in the spatial relation.
· FFS: the cases of non-codebook based PUSCH, SRS
· Option 2: Pathloss RS is associated/configured for downlink RS in spatial relation info.
· gNB can configure more than 4 pathloss RSs.
· Option 3: At least the pathloss RSs for SRS or PUSCH can be explicitly activated/updated by the MAC-CE
· FFS: The other power control parameters including P0, alpha, and a closed loop process index are also activated by the MAC-CE
· FFS on whether to support the number of configured pathloss RSs are more than four.
· Note: The MAC-CE is the activation MAC CE for ap-SRS/sp-SRS.
· Option 4: Support updating TCI state for periodic CSI-RS by MAC CE.
· Note: The periodic CSI-RS is used for pathloss reference.
· Option 5: Support semi-persistent CSI-RS for pathloss reference RS.
· Note: Baseline is that the same transmission power is applied within SRS resource set (same as Rel-15).

All these options aim at reducing the signalling load required to update the pathloss reference RS. In particular, RRC reconfigurations should be avoided as long as the UE moves within the cell. 
We note that with option 1, the transmit power of PUSCH is tied to the spatial relation of an SRS. The parameters controlling the transmit power of the SRS itself are on the other hand explicitly provided in the SRS resource. The logic behind the parameter structure is extremely hard to follow, especially since the other power control parameters are supposedly still taken from the PUSCH-PowerControl IE:
[bookmark: _Toc21098142]Coupling the pathloss reference RS to the spatial relation of another RS leads to badly structured RRC, and makes it difficult to understand from where the various parameters are taken.
The power control mechanism in Rel-15 introduced flexible signalling mechanisms for the pathloss reference RS: both SSBs and CSI-RS could be used. Both option 4 and option 5 introduce good enhancements to the CSI-RS configuration that would lead to streamlined use of CSI-RS as pathloss reference RS. However, there is no improvement for using SSB as a pathloss reference RS:
[bookmark: _Toc21098143]Option 4 and 5 do not lead to any signalling reduction when SSB is used as pathloss reference RS.
In option 2, it is proposed to add the pathloss reference RS in the spatial relation. Spatial relations are configured for SRS and PUCCH, but they are not configured (explicitly) for PUSCH. Introducing the pathloss reference RS in the spatial relation could not reduce the signalling for PUSCH power control:
[bookmark: _Toc21098144]Option 2 does not lead to any signalling reduction for PUSCH power control.
This only leaves option 3, as the only option that can handle all types of DL RS, all UL channels and allowing for a large enough number of signalled values. However, with the note stating that the activation MAC CE is the MAC CE for ap-SRS/sp-SRS activation, there is still no possibility to control the PUSCH power:
[bookmark: _Toc21098145]The MAC CE used to control the activation of ap-SRS and sp-SRS cannot be used to control the transmit power of PUSCH. 
Based on the above discussion, we propose
[bookmark: _Toc21098170]Define new MAC CE(s) to assign/activate the pathloss reference RS for PUSCH and SRS.
The details of the signalling are left to RAN2:
[bookmark: _Toc21098171]The design of any MAC CE to assign/activate the pathloss reference RS for PUSCH and SRS is left to RAN2.
2.2	Link recovery on SCells
RAN1#98, the following was agreed:
Agreement
For SCell with both UL and DL, at least reuse the same BFRQ procedure as SCell with DL only.
· Note: Whether to support CBRA/CFRA based BFRQ for both scenarios is a separate issue.
· Note: At least from RAN1 perspective, there is no need for introducing restrictions on MAC CE transmission for BFR in Rel-16 
· FFS: Whether PUCCH-BFR can be configured on SCells

Agreement
Support PUCCH-BFR to be configured by either one of PUCCH format 0 and PUCCH format 1
· FFS: details when PUCCH-BFR transmission is to be made in the same slot with other uplink signal(s).

Agreement
RAN1 will conclude on the following issue in RAN1#98bis
Q3: Is there a case where the SR-like dedicated PUCCH resource for SCell BFR is not configured? If the SR-like dedicated PUCCH resource is not configured, one possible option being considered by RAN2 is that the UE follows the existing framework for requesting uplink resources when no uplink resources are available (i.e. performs CBRA on SpCell).

The agreed procedure for SCell BFR consists of the following steps
· Beam failure detection is performed on a certain SCell
· When beam failure is detected, the UE may use at least a dedicated PUCCH to request UL resources 
· MAC CE is used to deliver the information about which SCell failed, and a potential new beam
The above procedure was designed for DL-only SCells but works for all scenarios mentioned in [1]. As there are only two meetings left for Rel-16, there is no time to agree on an additional procedure. Also, the merits of another SCell BFR solution are unknown. Even if a separate procedure designed for UL/DL SCells would provide better performance,remember that handling of failure cases is typically not optimized. Based on this, we propose
[bookmark: _Toc21098172]The agreed solution based on PUCCH and MAC CE is the only solution for SCell BFR.
In the agreement, there was an FFS on whether PUCCH-BFR can be configured on SCells. Here we do not see any reason to forbid that configuration: SR capacity can be a bottleneck, and allowing transmission of PUCCH-BFR also on SCells may provide additional SR capacity:
[bookmark: _Ref20832187][bookmark: _Toc21098173]PUCCH-BFR can be configured also on SCells.
In the second agreement, there was an FFS on the details when PUCCH-BFR collides with other UL signals. Thinking about PUCCH-BFR as a high priority SR is quite helpful: the NR framework contains quite powerful mechanisms to handle multiplexing of several UCI types ([2], section 9.2.5): 
[bookmark: _Toc21098146]NR provides mechanisms to handle simultaneous transmissions of different UCI types.
Also note that it is typically possible for the NW to avoid these collisions, e.g., between HARQ ACKs and SR, if deemed really necessary.
The only potentially new thing is how to prioritize PUCCH-BFR relative to other SRs. Here we note that the issue was included in the LS to RAN2 [3]:
 Excerpt from [3]:
RAN1 would like to provide the following additional information on SCell BFR to RAN2.
· RAN1 suggests RAN2 to give higher priority for SCell BFR MAC CE than at least UL data, and also higher priority for SCell BFR PUCCH than normal SR
· The details on MAC CE for BFR, and whether to transmit a MAC CE to carry BFRQ information for 1 SCell or multiple SCells is up to RAN2
· RAN1 identified that beam failure on multiple SCells can occur simultaneously but have not reached consensus on how often this occurs

Hence, RAN1 has already asked RAN2 to handle the priority among SRs. 
Based on this, we propose
[bookmark: _Toc21098174]Do not define new prioritization rules in RAN1 due to the introduction of PUCCH-BFR.
In the final agreement listed above, RAN1 stated that it would conclude on if there is a case where the SR-like dedicated PUCCH resource for SCell BFR is not configured, and what the behaviour would be if PUCCH-BFR is not configured.
To conclude on this, we first note that the MAC CE is self-contained: when the NW receives that MAC CE, it knows that beam failure has occurred, which SCell failed, and a potential new beam: PUCCH-BFR is merely an early indication: 
[bookmark: _Toc21098147]The MAC CE containing the information about which SCell failed and a potential new beam is self-contained.
Thus, it does not matter what UL resources were used to transmit the MAC CE; once the NW receives it, the NW knows what happened. For example, if the UE already had UL resources, or asked for UL resources using SR or RACH, the NW still understands that beam failure occurred once it receives the MAC CE.
In many cases, SR capacity is a bottleneck (as mentioned in the discussion leading to Proposal 14). Any means to reduce the SR load is quite welcome. 
[bookmark: _Toc21098148]In many cases, SR capacity is a bottleneck.
Thus, the NW should not be required to reserve dedicated SR resources for this purpose, as this will consume scarce PUCCH resources. Moreover, the UE is not allowed to (directly) transmit PUCCH if the TA timer has expired: the UE would then have to transmit PRACH, in which case the MAC CE containing the BFR information could be included in the early UL transmissions. Based on the above we propose
[bookmark: _Toc21098175]If an SR-like PUCCH resource is not configured, the UE requests UL resources to transmit the BFRQ MAC CE using the normal SR procedure.
Of course, the NW still has the capability to configure the dedicated SR-like PUCCH resource if desired. 
2.3	Measurement reporting based on L1-SINR
The following was agreed in RAN1#98:
 Agreement
When gNB configures UE to report SSBRI/CRI and corresponding L1-SINR, the following report format is supported.
CSI report number
CSI fields
CSI report #n
CRI or SSBRI #1, if reported

CRI or SSBRI #2, if reported

CRI or SSBRI #3, if reported

CRI or SSBRI #4, if reported

SINR #1, if reported

Differential SINR #2, if reported

Differential SINR #3, if reported

Differential SINR #4, if reported

· FFS: range and step size of differential SINR
· Differential SINR #N is determined based on the difference between measured SINR corresponding to the CRI/SSBRI #N and the measured SINR corresponding to CRI/SSBRI #1
· The SINR #1 is the largest SINR among reported SINRs
· The range of SINR is [-23, 40] dB
· The SINR is quantized based on what is specified in 38.133

The FFS in this agreement is related to the range and step size of the differential SINR. For reference, the range of the reported SINR (SINR #1) is [-23,40] dB, quantized in 0.5dB steps [4]. Since SINR#1 is quantized in 0.5dB steps, it would make sense to maintain that level of granularity also for the differential SINR:
[bookmark: _Toc21098176]The step size of the differential SINR is 0.5dB.
It would seem attractive to keep the reporting format of L1-SINR close to the reporting format of the L1-RSRP. This would mean that we use 4 bits to represent the differential SINR, and with 0.5dB step size, we can represent differential SINRs up to 8 dB, and with 5 bits we could represent differential SINRs up to 16dB. The question is if 8dB is large enough: with a differential SINR range of 8dB, it becomes impossible to, e.g., distinguish Tx beams that are 10 and 12dB weaker than the strongest beam. Since the best beam can be as good as 40dB, beams that are even 15dB weaker would provide quite adequate performance and would be useful. Also, each differential SINR is accompanied by a CRI/SSBRI, which is represented by 6 bits. The overhead per reported beam is thus 10 or 11 bits, a rather small difference. It would seem unfortunate to prohibit reporting of useful information, especially since the total overhead difference is small. Hence, we propose
[bookmark: _Toc21098177]Use 5 bits to represent the differential SINR.
The other issue to discuss is how to configure NZP-IMR. An email discussion has been carried out to clarify the available options. The configuration options are summarized below 
· [bookmark: _Hlk20924289]Option 1a: CMR and IMR are 1-to-1 mapped
· In a CSI-reportConfig, gNB configures a list of N CMR(s) and another list of N IMR(s), and they are 1:1 mapped
· For each SINR, interference is measured based on each associated NZP-IMR only
· Option 2a: 1 CMR can be mapped to 1 or more than 1 IMRs
· In a CSI-reportConfig, gNB configures a list of N CMR(s) and another list of N*M IMR(s), and each CMR is associated with every M IMR(s) in order
· For each SINR, interference is measured based on accumulating measurement of all the associated M IMR(s)
·  [Option 2b: 1 CMR can be mapped to 1 or more than 1 IMRs
· In a CSI-reportConfig, gNB configures a list of N CMR(s) and another list of N*M IMR(s), and each CMR is associated with every M IMR(s) in order
· For each SINR, interference is measured based on one selected/reported IMR
·  [Option 2c: 1 CMR can be mapped to 1 or more than 1 IMRs
· In a CSI-reportConfig, gNB configures a list of N CMR(s) and another list of M*K IMR(s)
· UE measures N CMR(s) firstly, and selects K CMR(s) based on L1-RSRP. Then, the L1-SINR of K CMR(s) are calculated with the M*K IMR(s), where CMR(s) and IMR(s) are 1:M mapped in order.
· For each SINR, interference is measured based on selected/reported NZP-IMR
· Option 3: 1 IMR can be mapped to 1 or more than 1 CMRs
· In a CSI-reportConfig, gNB configures a list of NK CMR(s) and another list of N NZP-IMR(s). They are K:1 mapped in order.
· For each SINR, interference is measured based on associated one IMR for a CMR.
We note that we have agreed that the UE reports CRI/SSBRI. To be useful, these indices point into a known list of resources known to the gNB. Hence, the gNB must be able to derive the used CMR and IMR based on the reported CRI/SSBRI:
[bookmark: _Toc21098149]The gNB must be able to derive the CMR and IMR based on the reported CRI/SSBRI.
For both option 2b and 2c, a desired transmission hypothesis corresponding to a single (CMR, IMR) pair is indicated. This is in fact functionally equivalent to Option 1, since the IDs of the CMRs/IMRs in the respective lists can be duplicated. That is, Option 2b/2c is equivalent to the UE reporting values of CRI/SSBRI from the range 0 to NM-1 in Option 1 (otherwise the gNB cannot determine which CMR and IMR correspond to the reported CRI/SSBRI). Thus, option 2b provides the same configuration possibilities as option 1. The difference is that option 2b leads to lower RRC signalling load for some cases, and higher RRC signalling load for some cases:
[bookmark: _Toc21098150]Option 2b provides the same configuration possibilities as option 1, but the RRC signalling is optimized for some configuration options.
At this point in time, we do not see why we should optimize RRC signalling for certain configuration cases.
For option 2c, it is not clear why it would be beneficial to select K IMRs rather than N IMRs. Usually, a CMR can be thought of as corresponding to a ‘signal’ beam, and an IMR to an ‘interfering’ beam, and it is difficult to see why there would be more signal beams than interfering beams, since both signal and interfering beams correspond to different transmission hypotheses. One possible explanation is that the K interfering beams have been down-selected from a total of N beams, using, e.g., a separate RSRP report. However, it is then difficult to see why we could not down-select also the signal beams using a separate RSRP report, and subsequently configure an SINR report with K CMRs and MK IMRs:
[bookmark: _Toc21098151]The benefits of option 2c relative to option 2b are unclear. 
For option 3, we assume that the UE reports CRI/SSBRI from the values 0 to NK-1. In this case, the exact same configuration can be obtained using option 1 or option 2a: the only difference is that option 3 may under some circumstances lead to less RRC signalling:
[bookmark: _Toc21098152]Option 3 does not lead to any additional configuration possibility compared to option 1: it only reduces the RRC signalling for some configuration options.
There is also some unclarity how the QCL assumptions are handled for option 3: in our understanding, different CMRs are combined with the same IMR to produce different SINR estimates, and also that the UE may assume that the K NZP CSI-RS resource(s) for channel measurement and the NZP CSI-RS resource for interference measurement are QCL with respect to 'QCL-TypeD’. Since the UE can only apply one QCL assumption when performing the interference estimation, this implies that all the CMRs must have the same ‘QCL TypeD’, which prevents the UE from using an optimal Rx beam when receiving the CMR.
[bookmark: _Toc21098153]The reduction of RRC signalling in option 3 introduces restrictions on how the UE performs the RSRP measurement in the CMR.
This leaves option 1 and option 2a. For Option 2a, the functionality would be similar to how RAN1 envisioned CQI measurements with NZP-IMR. However, RAN1 never managed to agree to how to define the interference measurement for the case when multiple NZP-IMRs are configured and it is unclear whether the UE averages, accumulates or estimates the residual of configured NZP-IMR resources, see Table 1 below, which makes the feature rather useless in practice.
Table 1: UE assumption (or lack of) for NZP IMR based interference measurements in 38.214:
For CSI measurement(s), a UE assumes: 
-	each NZP CSI-RS port configured for interference measurement corresponds to an interference transmission layer.
-	all interference transmission layers on NZP CSI-RS ports for interference measurement take into account the associated EPRE ratios configured in 5.2.2.3.1; 
-	other interference signal on REs of NZP CSI-RS resource for channel measurement, NZP CSI-RS resource for interference measurement, or CSI-IM resource for interference measurement.


Since option 2a uses multiple REs to estimate inteference, it may seem that option 2a would lead to better accuracy. However, we should note that RAN4 will define RRM requirements for L1-SINR, and for this type of measurements, the UE is free to use any measurements it likes as long as the requirements are fulfilled. The accuracy will be tested for a small number of simulation scenarios. Thus, we observe 
[bookmark: _Toc21098154]Increasing the size of the IMR will not automatically lead to better accuracy.
What is clear is that option 1 is supported by the current CSI framework without changes. We also maintain alignment with the configuration of ZP-IMR. Based on the above discussion, we propose
[bookmark: _Toc21098178]Adopt option 1: CMR and IMR are 1-to-1 mapped.
During the email discussion leading up to the configuration options for NZP-IMR, there was also a discussion about how the UE would estimate interference, or what signals the UE would consider to be interference. In this context, there are some important observations to make:
[bookmark: _Toc21098155]RAN4 will define RRM requirements for L1-SINR.
RRM requirements are based on so-called measurement capabilities described in [5]. RAN4 has previously defined requirements for (L3-)SINR, and during this discussion, RAN4 has not defined how the UE should measure interference, it has been left up to UE implementation:
[bookmark: _Toc21098156]RAN4 has not defined interference for SINR, neither for LTE nor for NR: this has been left to UE implementation.
Furthermore, as was mentioned above, 3GPP has specified CSI reporting  with associated configuration options for CMR and IMR. During this process, RAN1 and RAN4 failed to define interference: this was in the end left for UE implementation:
[bookmark: _Toc21098157]For CSI reporting in general, 3GPP has not specified how interference should be measured: it has been left up to UE implementation.
Thus, interference definition is not a new problem: 3GPP has already tried and failed in at least two occasions. Thus, introducing a definition at this point in time would not seem appropriate, especially for RAN1, since this is intimately tied to the testing framework, which is the responsibility of RAN4. Hence, we propose
[bookmark: _Toc21098179]RAN1 does not define interference in context of L1-SINR reporting.
Conclusion
In the previous sections we made the following observations: 
Observation 1	In CA, it may be beneficial to simultaneously update the spatial relation of PUCCH resources in difference SCells for different BWPs.
Observation 2	Deriving the spatial relation from the pathloss reference RS would require that the pathloss reference RS is signalled to the UE.
Observation 3	Basing the default spatial relation on the QCL assumption of CORESET#0 would only seem appropriate when the NW uses CORESET#0 for scheduling. When data is scheduled using other CORESETs, spatial relation based on the QCL assumption of those CORESETs would seem more appropriate.
Observation 4	Additional timing restrictions may be required if the spatial relation of an A-SRS/PUCCH is based on the TCI state of the scheduling PDCCH.
Observation 5	The most common deployment is that the TCI state of the PDSCH follows the TCI state of the PDCCH.
Observation 6	Any potential ambiguity of which CCs are affected by the MAC CE command is removed if the TCI state group is explicitly defined.
Observation 7	Coupling the pathloss reference RS to the spatial relation of another RS leads to badly structured RRC, and makes it difficult to understand from where the various parameters are taken.
Observation 8	Option 4 and 5 do not lead to any signalling reduction when SSB is used as pathloss reference RS.
Observation 9	Option 2 does not lead to any signalling reduction for PUSCH power control.
Observation 10	The MAC CE used to control the activation of ap-SRS and sp-SRS cannot be used to control the transmit power of PUSCH.
Observation 11	NR provides mechanisms to handle simultaneous transmissions of different UCI types.
Observation 12	The MAC CE containing the information about which SCell failed and a potential new beam is self-contained.
Observation 13	In many cases, SR capacity is a bottleneck.
Observation 14	The gNB must be able to derive the CMR and IMR based on the reported CRI/SSBRI.
Observation 15	Option 2b provides the same configuration possibilities as option 1, but the RRC signalling is optimized for some configuration options.
Observation 16	The benefits of option 2c relative to option 2b are unclear.
Observation 17	Option 3 does not lead to any additional configuration possibility compared to option 1: it only reduces the RRC signalling for some configuration options.
Observation 18	The reduction of RRC signalling in option 3 introduces restrictions on how the UE performs the RSRP measurement in the CMR.
Observation 19	Increasing the size of the IMR will not automatically lead to better accuracy.
Observation 20	RAN4 will define RRM requirements for L1-SINR.
Observation 21	RAN4 has not defined interference for SINR, neither for LTE nor for NR: this has been left to UE implementation.
Observation 22	For CSI reporting in general, 3GPP has not specified how interference should be measured: it has been left up to UE implementation.


Based on the discussion in the previous sections we propose the following:
Proposal 1	Confirm the working assumption about at least 2 groups of PUCCH resources.
Proposal 2	Introduce 4 groups of PUCCH resources.
Proposal 3	A PUCCH group is defined explicitly and contains a number of PUCCH resources.
Proposal 4	A PUCCH group can contain PUCCH resources from different serving cells.
Proposal 5	Send an LS to RAN2 asking RAN2 to define the signalling related to the PUCCH group. The PUCCH group has the following properties:
a.	A PUCCH group is explicitly defined and contains PUCCH resources potentially in different serving cells and in different BWPs.
b.	A MAC CE is required to update the spatial relation of all PUCCH resources in a PUCCH group.
Proposal 6	If spatial relation info for dedicated-PUCCH/SRS, except for SRS with usage = 'BeamManagement', is not configured in FR2, the UE applies the spatial relation corresponding to the RS in the default TCI state for PDSCH, as defined in 38.214, section 5.1.5: the lowest CORESET-ID in the latest slot in which one or more CORESETs within the active BWP of the serving cell are monitored by the UE.
Proposal 7	No restrictions are introduced in the standard on what UEs support the default spatial relation.
Proposal 8	Any signalling reduction for TCI state activation across CCs should also be applicable to the case where TciPresentInDci is not defined, i.e., when PDSCH follows PDCCH.
Proposal 9	Introduce MAC CE signalling that facilitates simultaneous activation of TCI states across CCs for PDCCH and PDSCH.
Proposal 10	Send an LS to RAN2 asking them to design the signalling.
Proposal 11	Define new MAC CE(s) to assign/activate the pathloss reference RS for PUSCH and SRS.
Proposal 12	The design of any MAC CE to assign/activate the pathloss reference RS for PUSCH and SRS is left to RAN2.
Proposal 13	The agreed solution based on PUCCH and MAC CE is the only solution for SCell BFR.
Proposal 14	PUCCH-BFR can be configured also on SCells.
Proposal 15	Do not define new prioritization rules in RAN1 due to the introduction of PUCCH-BFR.
Proposal 16	If an SR-like PUCCH resource is not configured, the UE requests UL resources to transmit the BFRQ MAC CE using the normal SR procedure.
Proposal 17	The step size of the differential SINR is 0.5dB.
Proposal 18	Use 5 bits to represent the differential SINR.
Proposal 19	Adopt option 1: CMR and IMR are 1-to-1 mapped.
Proposal 20	RAN1 does not define interference in context of L1-SINR reporting.
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