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1. Introduction
For LTE, the same basic hybrid ARQ protocol as for HSPA is used, namely N parallel hybrid ARQ processes, each implementing a stop-and-wait protocol. Each hybrid ARQ process has a certain amount of soft buffer memory in order to implement soft combining. 
The number of hybrid ARQ processes should be selected as small as possible to minimize the delays associated with hybrid ARQ retransmissions. At the same time, a too small number may not be feasible to implement. Thus, there is a trade-off between these two requirements. For TYDD, the number of processes required also depends on the UL/DL allocation as well as on how UL and DL subframes will be associated with respect to ACK/NAK transmission.

In this paper, some aspects of hybrid ARQ and the associated rate matching is discussed.

2. Number of hybrid ARQ processes (FDD)

2.1. Number of processes
The timing for downlink and uplink transmissions in case of FDD is illustrated in Figure 1 and Figure 2, respectively. As seen in the figures, the number of processes depends on the propagation delay (TA=2Tp-TUL-DL), as well as the processing speed in the UE and the eNodeB.

The processing speed in the UE and the eNodeB is highly implementation-dependent. Taking implementation constraints into account, a time of approximately 2 ms for UE processing (decoding in case of DL transmission and encoding/multiplexing in case of UL transmission) and approximately 3 ms for eNodeB processing (scheduling/multiplexing/encoding in case of DL transmission and decoding in case of UL transmission) is considered as reasonable.

The propagation delay depends on the distance between the UE and the eNodeB and amounts to 6.7 (s/km. Thus, for smaller cells, the propagation delay is small compared to the processing delays in the UE and eNodeB, but for very large cells, the propagation delay cannot be neglected.

An example of the number of hybrid ARQ processes for different eNodeB-to-UE distances is shown in Table 1. In this example, 7 hybrid ARQ processes is sufficient for cell ranges up to approximately 15 km, while a larger number is required for larger cells. Thus, in order to minimize the hybrid ARQ roundtrip time in smaller cells while still supporting larger cells, a certain degree of configurability for the number of hybrid ARQ processes is necessary.

For TDD, the number of processes also depends on the DL/UL allocation. For example, the extreme DL:UL ratio of 9:1 may require 14 hybrid-ARQ processes in the downlink (not taking propagation delays into account) but only a single process in the uplink. Before settling the exact number of processes for TDD the possible DL/UL allocations need to be known. 

Proposal: LTE should support a limited degree of configurability in the number of hybrid ARQ processes for FDD to handle differences in propagation delays. 

2.2. Alignment between uplink and downlink

In principle, there is no reason why uplink and downlink processing times should be identical; the amount of processing time for uplink and downlink may differ. However, keeping the number of hybrid ARQ processes the same in both downlink and uplink offers benefits for FDD, for example related to DRX configurations. With an identical number of hybrid ARQ processes in both directions, the UE DRX/DTX cycle could be configured such that transmission of ACK/NAK feedback and data coincides in both directions. This increases the amount of time the UE can use DRX and increases battery life. 

For TDD, the number of hybrid-ARQ processes in uplink and downlink depends on the UL/DL allocation and may therefore differ. The DRX/DTX principle, however, still holds although it may not result in the same number of uplink and downlink processes.

Proposal: For FDD, the same number of hybrid-ARQ processes should be used in downlink and uplink.
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Figure 1: Downlink transmission timing (FDD).
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Figure 2: Uplink transmission timing (FDD).
	
	Downlink
	Uplink

	km
	Tp
	TTA
	TRX,UE
	TTX,NB
	Nproc
	TRX,NB
	TTX,UE
	Nproc

	1
	0.003
	0.007
	1.993
	3.000
	7
	3.000
	1.993
	7

	2
	0.007
	0.013
	1.987
	3.000
	7
	3.000
	1.987
	7

	3
	0.010
	0.020
	1.980
	3.000
	7
	3.000
	1.980
	7

	4
	0.013
	0.027
	1.973
	3.000
	7
	3.000
	1.973
	7

	5
	0.017
	0.033
	1.967
	3.000
	7
	3.000
	1.967
	7

	10
	0.033
	0.067
	1.933
	3.000
	7
	3.000
	1.933
	7

	20
	0.067
	0.133
	2.867
	3.000
	8
	3.000
	2.867
	8

	30
	0.100
	0.200
	2.800
	3.000
	8
	3.000
	2.800
	8

	40
	0.133
	0.267
	2.733
	3.000
	8
	3.000
	2.733
	8

	50
	0.167
	0.333
	2.667
	3.000
	8
	3.000
	2.667
	8

	100
	0.333
	0.667
	2.333
	3.000
	8
	3.000
	2.333
	8

	200
	0.667
	1.333
	2.667
	3.000
	9
	3.000
	2.667
	9


Table 1: Example of the number of hybrid ARQ processes necessary for FDD (in this example, 1.9 ms and 3 ms used for the UE and eNodeB processing, respectively, in both DL and UL).

3. Soft combining scheme

3.1. Incremental redundancy vs. Chase combining

In HSDPA, both Chase combining and incremental redundancy is supported. As incremental redundancy typically provides better performance, it is proposed to rely on incremental redundancy only for LTE. Focusing on incremental redundancy also reduced the amount of options and the associated testing. This was also the motivation behind choosing incremental redundancy as the main mode of operation for enhanced uplink.

Proposal: Incremental redundancy is the basis for the LTE hybrid-ARQ scheme
3.2. Number of redundancy versions

To keep the signaling overhead low while at the same time exploiting the gains of incremental redundancy, a total of four redundancy versions is considered as a good compromise. This is also the number of redundancy versions used in enhanced uplink.

Proposal: Four redundancy versions are supported.
3.3. Constellation rearrangement

For HSDPA, there is the possibility to use constellation rearrangement in combination with Chase combining. For LTE, as incremental redundancy is proposed as the basis for soft combining, there is no need for constellation rearrangement as specified for HSDPA ‎[3]. Removing this option simplifies implementation and testing without sacrificing performance.

Proposal: Constellation rearrangement is not used for LTE.

4. Soft buffer memory and rate matching

4.1. Division between processes
The amount of soft buffer memory at the receiving end (UE in the downlink and eNodeB in the uplink) is limited and the larger the number of hybrid-ARQ processes, the smaller the amount of memory per process given a certain total buffer size. 

In HSDPA, the soft buffer memory can be unevenly split among the different hybrid ARQ processes. This is not seen as necessary and to simplify the structure for LTE, it is proposed to split the soft buffer memory evenly among the hybrid ARQ processes.

Proposal: The soft buffer memory is evenly split among the hybrid-ARQ processes.

4.2. Soft buffer memory size

Obviously, only bits that can fit into the soft buffer available for the hybrid-ARQ process currently addressed can be used for soft combining. In HSDPA, UE memory limitations are handled by using two-stage rate matching, where the first rate matching stage performs puncturing of the coded bits taking the soft buffer memory into account. The second stage operates on the output from the first stage and is used to generate the different redundancy versions.

Although two-stage rate matching successfully addresses the problem of not transmitting more bits than can be stored in the soft buffer in the UE, testing of the implementation can be cumbersome ‎[2] due to the large number of combinations of puncturing patterns resulting from the use of two independent stages. Furthermore, a single-stage rate matching scheme also simplifies the network operation as the scheduler does not have to keep track of different capabilities in different UEs.

For the uplink, the soft buffer resides in the eNodeB. As the scheduler is located in the eNodeB and the memory restrictions are less pronounced than in the UE, there is no need for a two-stage rate matching mechanism in the uplink.

For the downlink and UE categories supporting low-to-medium data rates, the amount of UE soft buffer memory required is not a major issue and the circular rate matching scheme can be straightforwardly adopted and incremental redundancy used all the way down to the mother code rate of 1/3.

For the downlink and high-end UEs handling 100 Mbit/s downlink transmissions, the soft buffer size may become significant and a mechanism to limit the amount of soft buffer memory used for the highest data rates may be necessary. Basically, incremental redundancy may not be possible all the way down to the mother code rate 1/3 in these cases. One possibility to handle this is to limit the number bits in the circular buffer as illustrated with the red line in the rightmost part of Figure 3. However, to reduce system and testing complexity the number of different configurations (e.g. wrap around points) should be kept small. 

In case of TDD, the number of processes depends on the UL/DL allocation. The same strategy as for high-rate downlink transmission in FDD can be used for TDD, although the data rates beyond which such a mechanism is needed may be different than for FDD. 
Proposal: Single-stage rate matching is the basis for hybrid-ARQ in LTE.

Proposal: For the largest transport block sizes supported by LTE in the downlink, a small number of configurations limiting the amount of soft buffer memory are supported. 
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Figure 3: Soft buffer handling for very large transport block set sizes.

4.3. Handling of different number of hybrid-ARQ processes

Handling (a small degree of) configurability in the number of hybrid ARQ processes is proposed to be handled by relying on limiting the maximum transport block set size possible to transmit in a TTI. The soft buffer memory in the UE is selected to allow for a nominal number of hybrid-ARQ processes 
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 is the mother code rate. This is the typical case of operation in most cells. The amount of soft buffer 
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. This ensures that the receiver still can buffer all the bits transmitter may transmit. The peak data rate is reduced when the number of hybrid-ARQ processes is increased, but as an increase in the number of hybrid ARQ processes mainly is motivated by large cell ranges, the data rates are often already limited by the available link budget and the reduction in data block size does not cause any further restriction. 
Proposal: Supporting a number of hybrid-ARQ processes larger than the nominal value in FDD is handled by reducing the maximum allowed transport block set size to keep the total amount of soft buffer memory constant

5. Conclusion

The following conclusions are proposed:

· LTE should support a limited degree of configurability in the number of hybrid ARQ processes for FDD to handle differences in propagation delays.

· For FDD, the same number of hybrid-ARQ processes should be used in downlink and uplink.

· Incremental redundancy is the basis for the LTE hybrid-ARQ scheme

· Four redundancy versions are supported

· Constellation rearrangement is not used for LTE

· The soft buffer memory is evenly split among the hybrid-ARQ processes

· Single-stage rate matching is the basis for hybrid-ARQ in LTE

· For the largest transport block sizes supported by LTE in the downlink, a small number of configurations limiting the amount of soft buffer memory are supported.
· Supporting a number of hybrid-ARQ processes larger than the nominal value in FDD is handled by reducing the maximum allowed transport block set size to keep the total amount of soft buffer memory constant
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