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Introduction
In RAN1 #106-e, the following agreements were made for bandwidth reduction techniques for RedCap UE:

	Agreement: Replace the RAN1#104bis-e working assumption with the following agreement:

During initial access, the bandwidth of the initial DL BWP for RedCap UEs is not expected to exceed the maximum RedCap UE bandwidth.

RedCap UEs and non-RedCap UEs can share the same MIB-configured initial DL BWP (including the bandwidth and location).

This does not preclude a SIB-configured initial DL BWP for non-RedCap UEs only with a wider bandwidth than the maximum RedCap UE bandwidth.

This does not preclude separate or additional bandwidth and location for initial DL BWP for RedCap UEs (FFS).

Agreement: Confirm the following working assumptions from RAN1#105-e:

After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 1 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.

After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 2 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
Agreement: Confirm the following working assumption from RAN1#105-e regarding RACH occasions:

For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.

Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.
Agreement: 

In case a separate initial UL BWP is configured for RedCap UEs, it is supported that the network can enable/disable intra-slot PUCCH frequency hopping within the separate initial UL BWP in the PUCCH resource for HARQ feedback for Msg4/MsgB for RedCap UEs.

Working assumption: The frequency hopping is enabled/disabled at least via SIB.


In this contribution, we discuss the remaining issues on reduced maximum UE bandwidth for RedCap.
Initial DL BWP

A separate initial DL BWP should be configured if the legacy initial DL BWP exceeds the maximum RedCap UE bandwidth. As with TDD, a separate initial DL BWP can also be configured in FDD mode, which provides greater scheduling flexibility in the case of PDCCH blocking due to excessive number of accessed RedCap UEs. Besides, the configuration of the separate initial DL BWP enables a unified BWP configuration design for TDD and FDD.
The text box below presents results of the discussion by the last meeting [1]. As can be seen, there was a heated argument on whether or not the separately configured initial DL BWP should include SSB and/or CORESET#0, yet no consensus has been reached. The challenge of this issue is that it not only relates to the tradeoff between gNB scheduling and UE implementation complexity, but also directly affects TDD center frequency alignment, PUCCH resource fragmentation, paging configuration, etc. Although it seems difficult to balance the complexity, resource overhead and specification effort in all aspects, we still try to provide a relatively thorough analysis and comparison of the possible solutions, as detailed in the following.
	Regarding random access in idle/inactive mode in separate initial DL BWP for RedCap UEs in FR1,

If a separate initial DL BWP for RedCap UEs is configured in FR1, it can be configured for random access, including CORESET/CSS for random access.

If the separate initial DL BWP is configured for random access but not for paging, then the UE shall not expect SSB transmission in the separate initial DL BWP.

i.      Note: The network may or may not configure SSB in this case.

2. Regarding paging in idle/inactive mode in separate initial DL BWP for RedCap UEs in FR1,

From RAN1 perspective, if a separate initial DL BWP for RedCap UEs is configured in FR1, it can be configured for paging, including CORESET/CSS for paging.

FFS: If the separate initial DL BWP is configured for paging, then the UE [may expect / shall not expect] SSB transmission in the separate initial DL BWP.

i.      FFS: Note: The network may or may not configure SSB in this case.

3. Regarding CORESET#0 and SIB in idle/inactive/connected mode for RedCap UEs in FR1,

If a separate initial DL BWP for RedCap UEs is configured in FR1, then the UE shall not expect it to contain MIB-configured CORESET#0 or SIB.

 i.      Note: The network may or may not configure MIB-configured CORESET#0 or SIB1 to be within the separate initial DL BWP.

If an RRC-configured DL BWP is configured in FR1, then the UE shall not expect it to contain MIB-configured CORESET#0 or SIB.

 i.      Note: The network may or may not configure MIB-configured CORESET#0 or SIB1 to be within the RRC-configured DL BWP.

In connected mode, the UE is not required to monitor CORESET#0 periodically for SI updates.

 i.      FFS: How SI update notifications are indicated to RedCap UEs

4. Regarding connected mode in an RRC-configured active DL BWP for a RedCap UE in FR1,

Whether the UE can expect SSB transmission in the RRC-configured active DL BWP depends on its UE capabilities (e.g., whether it supports FG 6-1a or only FG 6-1).

i.   A UE not supporting operation without SSB transmission in the RRC-configured active DL BWP may expect SSB transmission in the RRC-configured active DL BWP.

This corresponds to mandatory RedCap UE feature.

 ii.      A UE optionally supporting operation without SSB transmission in the RRC-configured active DL BWP shall not expect SSB transmission in the RRC-configured active DL BWP.

This corresponds to optional RedCap UE feature.

FFS: For BWP#0 configuration option 1, whether the UE can expect SSB transmission in the separate initial DL BWP when it is used in connected mode

Note: According to 38.331 Annex B.2, BWP#0 is considered to be an RRC-configured BWP in BWP#0 configuration option 2 but not in BWP#0 configuration option 1.


Option 1. Separate initial DL BWP includes legacy SSB and CORESET#0.

Based on the ongoing discussion, the most solid motivation behind the configuration of the separate initial DL BWP lies in accommodating the maximum RedCap UE bandwidth. Specifically, if the initial DL BWP configured for non-RedCap UEs is wider than the maximum RedCap UE bandwidth, an initial DL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth) can be configured separately from the initial DL BWP for non-RedCap UEs. Keeping this in mind, an easiest configuration method for monitoring SSB and CORESET#0 would be to share the legacy SSB and CORESET#0 directly with non-RedCap UEs. With this method, the separate initial DL BWP for RedCap UEs should contain the entire MIB-configured CORESET#0 in the frequency domain for the reception of SIB updates. Besides, as is the case for Rel-15/16 UEs, the separate initial DL BWP for RedCap UEs can contain CORESET/CSS for random access and paging, thereby avoiding complex RF retuning. Obviously, this method basically follows the configuration guidelines of Rel-15/16 UEs, which introduces little resource consumption and specification effort.

However, there are still some problems generated by this method. Since the frequency-domain location of CORESET#0 overlaps with the separate initial DL BWP for RedCap UEs, this sharing-based BWP configuration method does not help much to solve the PDCCH blocking problem (if exist) caused by excessive RedCap access. If legacy SSB and CORESET#0 are placed in the carrier middle, the separate initial UL BWP for RedCap UEs should also be placed in the carrier middle for TDD center frequency alignment, which will aggravate the PUCCH resource fragmentation. To alleviate the PUCCH resource fragmentation problem, both SSB and CORESET#0 can be configured at the carrier edge. However, if CORESET#0 in the existing network is not configured at the carrier edge, in order to support RedCap UEs, the CORESET#0 configuration of the existing network needs to be modified. Worthy to be noted is that this problem does not exist in FDD mode.

Observation 1: If the separate initial DL BWP includes legacy SSB and CORESET#0, legacy schemes will be reused, e.g. SSB, RACH, and paging.
Observation 2: If the separate initial DL BWP includes legacy SSB and CORESET#0, legacy SSB and CORESET#0 need be configured at the carrier edge to alleviate the PUCCH resource fragmentation problem.
Observation 3: Mandatory inclusion of legacy SSB and CORESET#0 limits the frequency-domain location and configuration flexibility of the separate initial DL BWP, which is detrimental to efficient resource utilization and PDCCH blocking resolution. 
Option 2. Additional SSB is mandated to be transmitted in the separate initial DL BWP.
In this method, the transmission of additional SSB is mandated in the separate initial DL BWP for RedCap UEs. To minimize the PDCCH blocking rate (if exist), the separate initial DL BWP for RedCap UEs should be configured on a frequency-domain location that does not overlap with the MIB-configured CORESET#0. Besides, for the purpose of offloading, the separate initial DL BWP can contain CORESET/CSS for random access and/or paging. Otherwise, RedCap UEs need to perform RF retuning for msg2/msg4/paging reception, which increases power overhead and UE complexity. The mandatory transmission of additional SSB is considered to reduce RF retuning. Nevertheless, the proportion of power consumption of RF retuning in the overall power consumption is not clear. If the proportion is very small, the power consumption caused by RF retuning can also be ignored.

The mandatory transmission of additional SSB poses serious problems, such as significant DL resource overhead, non-negligible inter-cell interference, access conflicts of different types of terminals, and limited BWP configuration flexibility. Moreover, the specification effort associated with such method need to be considered, e.g. how to configure additional SSB, how to handle the conflict between additional SSB and other signals, and how to handle the mapping between additional SSB and preamble. Some companies proposed to place additional SSB on synch raster instead of cell raster to avoid interference caused by the illegal access of non-RedCap UEs. Besides, NCD-SSB without an RMSI associated can be transmitted in the separate initial DL BWP, which has a longer period and therefore a lower resource consumption compared to CD-SSB.

Observation 4: Additional SSB transmission in the separate DL BWP for RedCap UEs leads to significant DL resource overhead, non-negligible inter-cell interference, access conflicts of different types of terminals, and limited BWP configuration flexibility.

Option 3. Both legacy SSB and CORESET#0 can be optionally configured in the separate initial DL BWP.
Option 3 can provide a more desirable tradeoff between UE complexity and network overhead. Specifically, gNB flexibly determines whether to configure the legacy SSB and CORESET#0 in the separate initial DL BWP for RedCap UEs according to BWP usage and UE capabilities. In this case, RedCap UEs can not always expect SSB and CORESET#0 transmissions in the separate initial DL BWP. 

Requiring that the separate initial DL BWP must contain the legacy SSB and/or CORESET#0 greatly limits its frequency-domain location and configuration flexibility, which is detrimental to efficient resource utilization and PDCCH blocking resolution. Besides, there is no strong motivation or necessity to mandate SSB transmission in the separate initial DL BWP. Note that the initial DL BWP for non-RedCap UEs does not mandate SSB transmission. To be more specific, the initial DL BWP for non-RedCap UEs contains the entire CORESET#0 in the frequency domain yet without any restrictions on SSB. It is possible that the initial DL BWP for non-RedCap UEs does not contain SSB, especially for frequency-division multiplexing patterns 2 and 3. Besides, RedCap UEs can switch to the MIB-configured initial DL BWP by RF retuning when needed to receive the legacy SSB. For RedCap UEs in RRC-connected state, the network can also use CSI-RS based RRM measurement on the separate initial DL BWP to support mobility management.

For offloading purpose, the separate initial DL BWP may contain CORESET/CSS for random access and/or paging. Considering that UEs need to process SSB to guarantee the decoding performance of paging. Therefore, transmission of the legacy SSB somehow determines whether CORESET/CSS for paging needs to be configured in the separate initial DL BWP. If the separate initial DL BWP contains the legacy SSB, CORESET/CSS for paging can be configured in the separate initial DL BWP. Otherwise, RedCap UEs can instead be paged on the MIB-configured initial DL BWP.
Observation 5: gNB flexibly determines whether to configure legacy SSB and CORESET#0 in the separate initial DL BWP for RedCap UEs according to BWP usage and UE capabilities, thus providing a more desirable tradeoff between UE complexity and network overhead.

Proposal 1:  A separate initial DL BWP for RedCap UEs can be configured. 
Both legacy SSB and CORESET#0 can be optionally configured in the separate initial DL BWP.
The separate initial DL BWP can be used for RACH and paging.
BWP#0 configuration for RedCap UEs supporting only one BWP

Note that BWP#0 (i.e. the initial BWP) has two possible configuration options, i.e. BWP#0 configuration option 1 and BWP#0 configuration option 2. These configuration options belong to the behavior of a base station. From the UE capability point of view, BWP#0 under configuration option 2 is considered to be an RRC-configured BWP, i.e. UE only supporting one BWP cannot be configured with BWP#1 in addition to BWP#0 when using this configuration. Therefore, for RedCap UEs supporting only one BWP, the separate initial DL BWP under BWP#0 configuration option 2 should include SSB and CORESET#0 for the reception of paging and SI updates. Under BWP#0 configuration option 1, the separate initial DL BWP is not considered to be an RRC-configured BWP and RedCap UEs can switch to the MIB-configured initial DL BWP by RF retuning when needed.

Proposal 2: The separate initial DL BWP under BWP#0 configuration option 2 should include SSB and CORESET#0.
Supportability of FG 6-1a as a mandatory feature
RedCap UEs should support FG 6-1a as a mandatory feature, that is, BW of UE-specific RRC configured BWP may not include BW of the CORESET#0 (if CORESET#0 is present) and SSB. Although FG 6-1a is concerned with the configuration of UE-specific RRC configured BWP, the separate initial DL BWP becomes UE-specific RRC configured under BWP#0 configuration option 2. As we mentioned before, the availability of SSB transmission on the separate initial DL BWP depends on gNB scheduling and RedCap UEs cannot always expect the presence of SSB. Besides, for traffic offloading and TDD center frequency alignment purposes, both the separate initial DL BWP and other UE-specific RRC configured non-initial BWPs do not necessarily contain CORESET#0. Furthermore, mandatory FG 6-1a allows frequency-domain locations of UE-specific RRC configured BWPs not to be restricted by SSB/CORESET#0, which helps to mitigate the PUSCH resource fragmentation problem. Therefore, we believe that RedCap UEs should support FG 6-1a as a mandatory feature, rather than an optional feature.
Proposal 3: RedCap UEs should support FG 6-1a as a mandatory feature.
The bandwidth for the separate initial DL BWP
In the current specifications, the bandwidth for the configured initial DL BWP in SIB1 is not limited. The configuration that the bandwidth of CORESET#0 is strictly constrained to 24, 48 or 96 PRBs facilitates the determination of the FDRA field in advance, thereby allowing the decoding of DCI format 1_0 with a lower complexity. For RedCap UEs, the terminal has already obtained the frequency-domain location and the number of RBs of the separate initial DL BWP after decoding SIB1, which can also be utilized in the random access procedure to determine the bitwidth of the FDRA field. Therefore, it is not necessary to impose any limit on the supported bandwidths in the separate initial DL BWP for RedCap, which is not beneficial for reducing the complexity of DCI decoding. On the contrary, any bandwidth limitation on the separate initial DL BWP is detrimental to efficient resource utilization and gNB scheduling flexibility. Naturally, the supported bandwidths in the separate initial DL BWP should not exceed the maximum UE bandwidth (i.e., 20 MHz in FR1 and 100 MHz in FR2).

Proposal 4: It is not necessary to impose any limit on the supported bandwidths in the separate initial DL BWP for RedCap UEs.

Accommodation of SSB reception and CORESET#0 monitoring in the absence of SSB/CORESET#0 

In the case that the UE BW does not contain SSB and CORESET#0, the gNB can configure appropriate time gaps to the UE via RRC signaling for SSB reception and CORESET#0 monitoring. Specifically, a measurement gap can be configured as with Rel 15/16 UEs, which is composed of a SSB-based RRM measurement timing configuration (SMTC) window located in the middle for RRM measurement and reserved time intervals located on both sides for retuning RF transceivers. The length and repetition period of the measurement gap can be set to match the SSB burst periodicity, RF retuning delay, and channel conditions, which is flexibly configured by modifying the IE MeasConfig. This kind of flexibility of measurement gap configuration is beneficial for avoiding unnecessary measurements and reducing the power consumption of terminals. Moreover, during the measurement gap duration, the network assumes that the terminal will not listen to the downlink control channel as the terminal is measuring an area outside the active BWP. Similar gaps for CORESET#0 monitoring can also be predefined or configured.

In addition, there are still cases where RedCap UEs cannot switch to the MIB-configured initial DL BWP for SSB reception. In such cases, gNB can configure TRS-based synchronization and CSI-RS-based RRM measurement in the separate initial DL BWP to support mobility management.

Proposal 5: The measurement gap/TRS/CSI-RS can be considered to accommodate SSB reception and CORESET#0 monitoring in a scenario where SSB and CORESET#0 is not transmitted within the UE BW.
Initial UL BWP

Unlike the separate initial DL BWP configuration, there is already much consensus on configuring a separate initial UL BWP for RedCap UEs. The remaining issues focus on PUCCH frequency hopping and TDD center frequency alignment. In the following we present our views on these two issues.

PUCCH frequency hopping for Msg4/MsgB ACK/NACK for RedCap UEs

During initial access, the disablement of PUCCH frequency hopping within the separate initial UL BWP for RedCap UEs is beneficial to alleviate the resource fragmentation problem caused by PUCCH transmission. The last e-meeting already discussed how to indicate frequency hopping information (e.g., static indication in SIB or dynamic indication in PDCCH). Regarding the frequency hopping indication in the PUCCH resource, we have the following working assumption according to RAN1#106-e:

	In case a separate initial UL BWP is configured for RedCap UEs, it is supported that the network can enable/disable intra-slot PUCCH frequency hopping within the separate initial UL BWP in the PUCCH resource for HARQ feedback for Msg4/MsgB for RedCap UEs.

Working assumption: The frequency hopping is enabled/disabled at least via SIB.


Modifying the frequency hopping indication in SIB is relatively simpler to implement and beneficial for solving the PUSCH resource fragmentation problem. In contrast, dynamic indication of PUCCH hopping information via DCI during initial access means modification or optimization of PDCCH, which is unnecessary and would lead to additional signaling overhead. 

Proposal 6: Confirm the working assumption that the intra-slot PUCCH frequency hopping within the separate initial UL BWP for HARQ feedback for Msg4/MsgB for RedCap UEs is enabled/disabled at least via SIB.

TDD central frequency alignment

After initial access, frequent UL and DL switching due to unaligned UL/DL center frequency results in increased power overhead, reduced data rates, and loss of channel reciprocity. In this case, it is definitely necessary for mandatory UL/DL center frequency alignment. To obtain a unified design, TDD center frequency alignment should also be ensured during initial access as after initial access. Besides, we note that BWP#0 (i.e. the initial BWP) has two possible configuration options, i.e. BWP#0 configuration option 1 and BWP#0 configuration option 2. From the UE capability point of view, BWP#0 under configuration option 2 is considered as an RRC-configured BWP. In this case, RedCap UEs supporting only one BWP cannot support different TDD center frequency alignment requirements during and after initial access. Therefore, TDD center frequency alignment should be mandatory both during and after initial access.

Proposal 7: TDD center frequency alignment is assumed both during and after initial access.

Conclusions

In the previous sections we have discussed the open issues on reduced maximum UE bandwidth for RedCap UEs and made the following observations and proposals: 

Observations:
Observation 1: If the separate initial DL BWP includes legacy SSB and CORESET#0, legacy schemes will be reused, e.g. SSB, RACH, and paging.

Observation 2: If the separate initial DL BWP includes legacy SSB and CORESET#0, legacy SSB and CORESET#0 need be configured at the carrier edge to alleviate the PUCCH resource fragmentation problem.

Observation 3: Mandatory inclusion of legacy SSB and CORESET#0 limits the frequency-domain location and configuration flexibility of the separate initial DL BWP, which is detrimental to efficient resource utilization and PDCCH blocking resolution. 

Observation 4: Additional SSB transmission in the separate DL BWP for RedCap UEs leads to significant DL resource overhead, non-negligible inter-cell interference, access conflicts of different types of terminals, and limited BWP configuration flexibility.

Observation 5: gNB flexibly determines whether to configure legacy SSB and CORESET#0 in the separate initial DL BWP for RedCap UEs according to BWP usage and UE capabilities, thus providing a more desirable tradeoff between UE complexity and network overhead.

Proposals:

Proposal 1:  A separate initial DL BWP for RedCap UEs can be configured. 

Both legacy SSB and CORESET#0 can be optionally configured in the separate initial DL BWP.

The separate initial DL BWP can be used for RACH and paging.

Proposal 2: The separate initial DL BWP under BWP#0 configuration option 2 should include SSB and CORESET#0.

Proposal 3: RedCap UEs should support FG 6-1a as a mandatory feature.

Proposal 4: It is not necessary to impose any limit on the supported bandwidths in the separate initial DL BWP for RedCap UEs.

Proposal 5: The measurement gap/TRS/CSI-RS can be configured to accommodate SSB reception and CORESET#0 monitoring in a scenario where SSB and CORESET#0 is not transmitted within the UE BW.

Proposal 6: Confirm the working assumption that the intra-slot PUCCH frequency hopping within the separate initial UL BWP for HARQ feedback for Msg4/MsgB for RedCap UEs is enabled/disabled at least via SIB.

Proposal 7: TDD center frequency alignment is assumed both during and after initial access.
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