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Introduction
Use case 4.10 in [5] describes a topology for distributing media without a focus.  This contribution expounds on this use case by describing the multicast distribution model and proposes text to be added to the permanent document.

Proposal

Update section 4.10 of [5] as follows:

------------------------------  Start of Changes -----------------------
4.10.2 Media Distribution via Multicast
In a multicast model, each participant joins a common multicast group, and each participant sends a single copy of its media stream to that group. The underlying multicast infrastructure then distributes the media, so that each participant gets a copy. 

The advantage of this distribution model over multi-unicast is that it does not require the sending terminal to send individual copies of the media to each of the other (N-1) participants. This could provide a big savings on the uplink capacity, uplink coverage, and terminal battery life for conferences with large N.

Editor’s note: FFS is the potential delay incurred by participants subscribing and setting up the multicast tree to receive media.  
4.10.2.1 Session Establishment 

4.10.2.1.1. In the absence of a Conference Focus

One method to establish a session without a Focus is for the conference initiator to invite the other participants to join the multicast group over which the media is to be delivered.  Once all the participants join a multicast group they can all transmit and receive media from that group using the multicast IP address. The conference initiator may select and assign the multicast IP groups (e.g., public or operator controlled private IP address) associated with the mandatory and recommended codecs. 
If the conference initiator wishes to offer the use of multiple codecs for a particular media type then the initiator establishes a multicast group for each of the codecs to be used.  Furthermore, at least one of these multicast groups must be assigned to a codec that is supported by all the terminals (i.e., a mandatory codec).  This guarantees that all the invited participants will have at least one multicast group from which they can decode the media.  
4.10.2.1.2. In the presence of a Conference Focus

If a Focus was involved in session establishment of a multicast session, the conference focus would convey the same information as the conference initiator, albeit with possibly different signaling methods. For example, the conference focus will initiate the dialog with N participants to set up a conference, but the session description associated with the dialog will allow media to be distributed via multicast to all the participants. The multicast IP addresses (public or private) associated with the multicast groups for each of the mandatory and recommended codecs are selected and assigned by the conference focus. The security considerations are handled by the conference focus through SIP authentication mechanisms. 
4.10.2.2 Media Handling
4.10.2.2.1 In the absence of a Conference Focus for media handling
As multicast groups were designed primarily for streaming applications, some additional media handling needs to be specified when using this topology for conferencing.
If a terminal supports more than the mandatory codec(s) for a particular media type and wishes to receive media on the optional codec(s) then, as described in the previous section, it must also register to receive the media in a multicast group carrying a mandatory codec.  If more than one mandatory codec is offered by the conference initiator there are two possibilities for the participants:
1. Each listening participant must register to listen to all the multicast groups carrying media from the mandatory codecs.  When sending media, each sender only has to encode media using one of the mandatory codecs and send this media over the corresponding multicast group. 

2. Each listening participant only has to register for one multicast group carrying media from one of the mandatory codecs.  When sending media, each sender has to encode media using all of the mandatory codecs and send the media on all their corresponding multicast groups.

The second approach increases the encoding load for the sender while decreasing the decoding load of the receivers and is generally less desirable than the first approach as encoding is computationally more taxing than decoding.
Since media is always going to be sent on the mandatory multicast groups and all terminals will listen to these groups, no terminal is ever required to encode media using the optional codecs and their multicast groups.  Even the conference initiator does not have to encode media using the optional codecs for which it has established and offered a multicast group to the other participants.  However, terminals that are capable of concurrently encoding both a mandatory and optional codec should still encode using the optional codec if it provides better quality.
For each multicast group a terminal is listening to, the terminal should examine the sources (e.g., source IP address) of the media to determine which traffic is coming from the same participant and avoid decoding multiple versions of media coming from the same source.  The terminal should compare the source information to any media received from other multicast groups it is listening to.  If there is duplication of media representations, i.e., media coming from the same source with the same RTP timestamp or sequence number, the terminal should choose to decode the media from one of the codecs, preferably the one that offers the best quality.  This choice could change on a per-frame-frame basis in the event that some loss is experienced for packets traversing through different multicast trees.  
Once the media packet is chosen, the terminal should perform de-jitter buffering on that packet in relation to previously chosen packets for that media type from the same participant, but not necessarily the same codec type. Note that this switching of codec types being fed into the de-jitter buffer requires that the codec information is also maintained in the de-jitter buffer operation to ensure proper decoding after de-jittering.
Listening terminals must also examine the source of the media received to avoid decoding its own media when the terminal is also transmitting media to the multicast group.  This is to prevent generating an echo of the speaker’s transmission.
Terminals concurrently sending media using multiple codec types must encode media at the same time- frame boundaries and use the same timestamps and sequence numbers to allow the listeners to identify duplicate representations of the media type.
Some of the following limitations have been identified for media distribution via multicast in 3GPP networks:

1. 3GPP terminals are generally assigned private IP addresses by the MNO which can prevent multicast spanning trees from spanning different private IP address domains.  As 3GPP PGWs currently do not support the ability to have the multicast trees span across different private IP address domains, this limits conferences using multicast distribution to terminals in the same operator’s private IP address domain, i.e., where the private IP address assignments are unique.  
2. There is a security risk as the joining of a multicast spanning tree is not authenticated, allowing an attacker to listen in on any multicast group conference.
3. There is no standardized mechanism in 3GPP networks that enables the terminal to request assignment of an available multicast IP address for its use.

Editor’s note: The media handling described in this section also applies to the case where a central Focus is used to establish the session.

4.10.3 Media Distribution via Single-Source Multicast

Editor’s note: FFS whether there is a need to differentiate this from the traditional conference model using a Focus.
------------------------------  End of Changes -----------------------
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