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1 Introduction and Proposal

The Work Item on “HTTP-based Streaming and Download Services” was agreed at SA4#58 (S4-100189). During SA4#59 it was agreed to generate a permanent document that contains use cases, requirements and working assumptions for this Work Item. This document contains multiple use cases. It is propose to include these use cases along with the analysis, requirements and example solutions in the permanent document.

2 Use Case 1: Profiling/Service Description
2.1 Use case/Problem Description

An HTTP streaming client wants to access an Adaptive HTTP Streaming service through an MPD. The service is identified by the MIME type of the MPD.  However, by knowing the MIME-type of the MPD, the client does not have a clear understanding whether it can present the streaming service to the user or not as the MIME type does not sufficiently describe the required capabilities to present the service. HTTP Streaming avoids capability exchange for the benefit of stateless servers. The HTTP Streaming client may download the MPD and understand from here, whether it can sufficiently support the service. However, in case of a live service, a new period may reset the codec parameters in an undefined manner.

So the service either has to offer the content with all the options that are in the spec (for example also providing support for optional codecs), or there needs to be a way to signal the required and sufficient support of codecs and other parameters to access the service. In this sense HTTP Streaming is similar to broadcast services. In 3GPP MBMS the user service description is applied to signal the properties of the presentation such that the receiver can decide if it can present the service. However, this again is not a single conformance point, but a record.

The specification would benefit from the definition of conformance points, i.e. profiles. The profile tells you what codecs you have to support and then the MPD can tell you what codecs you need to be able to present the included presentation. A profile has an identifier and refers to a set of specific restrictions.  Those restrictions might be on features of the media presentation description (MPD) file, usage of the network, media format(s), codec(s) used, protection formats, or on quantitative measures such as bit-rates, screen size, and so on.   

2.2 Analysis of Use Cases for Rel-9

Rel-9 AHS is clearly identified by the MIME Type of the MPD. However, it may not be obvious from the MIME Type, what codec support is necessary for presentation. It is assumed that by downloading the MPD, the client can understand if it can access the service. If the MPD is updated, it is expected that the client is not excluded from the presentation.
2.3 Requirements
· 3GPP AHS Release-9 shall be one profile.

· The number of profile shall be small.

· Profiles maybe supported by levels to address capabilities

· Profiles/levels should preferably be onion-shelled, i.e. a higher profile should include all features of a lower profile.

· A registration process/authority is necessary to register profiles.

· A signaling of the profile before accessing the MPD should be provided.
2.4 Working Assumptions

ffs
2.5 Example Solution
The profile identifier may either a plain name, or a reversed domain name.  Plain names may be reserved by 3GPP or another registration authority.

A profile is a claim and a permission; it claims that the Media Presentation conforms to the profile, and gives 'permission' to a reader that implements that profile to read the MPD, interpret what it recognizes, and ignore the material it does not understand.

The profiles with which an MPD complies are indicated in [TBD] the 'profiles' attribute of the MPD element. The profiles may also be indicated as a parameter in the MIME type of the MPD (e.g. video/vnd.mpeg.mpd;profiles="X,Y,Z").

3 Use Case 2: Advanced Representation Grouping and Annotation
3.1 Use case

1. A German-speaking user has an AHS-ready mobile phone and wishes to watch the tennis match from the mid-field camera. The user receives content optimized for the low bandwidth, resolution, language preference, and codec profiles available on the phone. While watching, the user boards a crowded bus and manually enables captions for the commentary.

2. A hearing-impaired English-speaking user with a WiFi Connected laptop wishes to watch the same match in HD quality. The user subscribes to a pay TV service providing access to protected HD content without commercials. While viewing the game, the user sees captions including subtitles and scene descriptions, and switches camera angles using a selector button. After a while the user is accompanied by a friend, who is more comfortable with French language. They switch to French audio while still showing English subtitles.
3. A family with young children wants to watch a movie together on the family room TV. They have set the profile for the TV to indicate family viewing and automatically receive a sound track with appropriate language substituted.

3.2 Analysis of Use Case for Rel-9

The Rel-9 provides for the client to be supplied with a set of Representations, grouped into disjoint Representation Groups. The significance of the Representation Group is that Representations within the same group are mutually exclusive i.e. that they represent exactly the same content (same video, same language audio etc.) with different encoding or other parameters.

Representations, and potentially Representation Groups, may be annotated with information that assists the client in selecting a set of Representations to present. This information must include, at a minimum, sufficient information for the client to determine whether or not it has the capabilities to render any given Representation. The client can immediately remove from consideration any Representations that it is incapable of playing.

The annotations must also include information for Representation Selection based on user preferences, for example, language or rating. The client can immediately remove from consideration any Representations that do not align with current user preferences. At this stage, the client has identified a set of Representations, arranged into Representation Groups that individually match the device and user capabilities/preferences.

The next stage is for the client to identify a subset of the Representation Groups that it can play concurrently. For example there may be multiple Representation Groups containing video streams, but the device may be able to play only one video stream at a time. At this stage it is a question of client capabilities how the decision is made. A simple client may just choose the video Representation Group, which is annotated as the “main” view. An advanced client may present the user with the option to choose which of the video views they wish to see. The client removes from consideration all but the Representation Groups, which it chooses to present simultaneously.

The above process may be repeated whenever device or user capabilities change.

Finally, the client must choose one Representation within each group according to the available bandwidth on the network. The initial decision could be based on recent bandwidth measurements from other sessions or could be a device default or based on user configuration of their connection type etc. Subsequently, it is a basic property of adaptive HTTP Streaming that the Representation choices are modified during streaming according to the available bandwidth.

As a result the selection of a group of representations (i.e. a set of media components) to present is adapted to the needs of the client.

Analysing the use cases, it is clear that the Representations need the following annotations:

1. Media type

2. Video and audio codec and profile

3. Video resolution

4. Audio/text language

5. Text type (subtitles, scene descriptions etc.)

6. DRM type

7. Camera angle

8. Rating

Items 1, 2, 3, 4 and 6 are supported in Rel-9. 

5, 7 and 8 are not supported. Others could also be added as identified.

Optimizations may be achieved along three axis:

1. Many Representations may have the same values for many of these parameters. There could therefore be substantial duplication in the XML signaling of these attributes.

2. As things stand, clients typically discard the vast majority of the MPD they receive. There could therefore be optimization in the portion of the MPD that a client receives.

3. If a Representation Group is discarded the client has no need for the “access” information currently present in the MPD (URLs etc.). This is also the information, which changes frequently in the live case with MPD polling.

Transport inefficiency due to (1) is greatly mitigated by the use of gzip at the HTTP layer for transport of the MPD. Gzip replaces duplicate information by references. Nevertheless it may be considered arduous for the client to parse all this repeated XML.

3.3 Requirements

· The solution shall be backward-compatible to Rel-9 AHS

· The solution shall re-use existing concepts in Rel-9 AHS

· The solution shall provide extensions to include additional use cases

· The solution shall address valuable optimizations
3.4 Working Assumptions

· Re-use of Rel-9 specification as far as possible

· Extensions in a backward-compatible manner.
3.5 Example Solutions

3.5.1 Overview
We propose to add additional Representation Attributes as necessary. The identified attributes may include text types, camera angles and ratings. Other attributes may be added as identified.

In addition, to mitigate the inefficiency of duplicate attributes, we propose to introduce a RepresentationGroup element corresponding to the existing Representation Group concept. This element carries the same attributes as a Representation, which serve as default values for all the Representations within the group. When the RepresentationGroup element is used then the Representations belonging to the group must appear as child elements to the RepresentationGroup.

To mitigate the inefficiency of unnecessary download and parsing, we propose a simple method for hierarchical download, whereby a RepresentationGroup can contain a reference attribute which provides a URL for a document containing the complete XML for the Representations of that RepresentationGroup. This enables the client to first discard RepresentationGroups in which it has no interest and then download the details of the remaining ones. If profiles are agreed, then signaling of the profiles may be added here such that the client can decide if its profile permits decoding of the referenced Representations.

We believe the above proposals represent practical and simple optimizations, whilst retaining the possibility to “do simple things simply” in the case that the number of Representations is not overwhelming. We also believe it is important to retain the concept that it is the client which makes the selection of representations from the complete available set. It is the client that has the best knowledge of all three of device, network and user capabilities and thus server-side restrictions can only worsen the user experience.

3.5.2 Additional Representation Attributes

An example for a set new representation attributes and elements is added. The preference is the reuse of existing schemes. Typically schemeURI (or Reference or URN) and SchemeInformation may be used. This is exemplified below. If not available, new attributes and classifiers may be defined in 3GPP.

	
	
	Representation
	E
	1..N
	M
	This element contains a description of a Representation.

	
	
	
	bandwidth
	A
	
	M
	The minimum bandwidth of a hypothetical constant bitrate channel in bits per second (bps) over which the representation can be delivered such that a client, after buffering for exactly minBufferTime can be assured of having enough data for continuous playout. 

	
	
	
	…
	
	
	
	

	
	
	
	texttype
	A
	
	O
	identifies the type of the text. Options are:

· sub-title

· closed-captioning

· <other to be identified>

	
	
	
	cameraangle
	A
	
	O
	provides the camera angle. Pure annotation, e.g. main, mid-field, players view

	
	
	
	Rating
	E
	0 … N
	
	provides rating information

	
	
	
	
	SchemeInformation
	E
	0,1
	O
	This element gives the information about the used rating scheme. The element can be extended to provide more scheme specific information.

	
	
	
	
	schemeIdUri
	A
	
	O
	Provides an absolute URL to identify the scheme. The definition of this element is specific to the scheme employed for rating.


3.5.3 Representation Group Element

The basic principle of the Representation Group Element is provided 
	
	
	RepresentationGroup
	E
	1..N
	M
	This element contains a description of a Representation Group

	
	
	
	RepresentationGroupAttributes
	List of Elements and Attributes
	
	
	Partly new, partly identical to the Representation Attributes, but only describes the defaults for this group. may for example include profile information.

	
	
	
	Representation
	E
	0..N
	O
	This element contains a description of a Representation.

	
	
	
	
	RepresentationAttributes
	List of Elements and Attributes
	0,1
	O
	Describes the Representation attributes that are specific for this Representation

	
	
	
	representationListURI
	A
	0..N
	O
	URI that points to a document that contains a list of Representations.


Example:

<RepresentationGroup annotation="blah0" annotation2="blah1">


<representationListURI="http://www.example.com/representations1.xml/>

</RepresentationGroup>

<RepresentationGroup annotation="blah2" annotation2="blah3">


<representationListURI="http://www.example.com/representations2.xml/>

</RepresentationGroup>
4 Use Case 3: Advanced Trick Mode Support
4.1 Use cases

1. Lisa consumes the latest series of the show “Lost” in SD coded at a bitrate of 2 MBit/s that is distributed to an AHS-ready Client set. Her client is equipped with a H.264/AVC video decoder that is capable to handle H.264/AVC High Profile level 3.0. All of a sudden the phone rings and he pauses the service. 

2. After the phone call, she resumes the service, but realizes that he wants to go backward in time, as she cannot remember the start of the scene. She seeks backward to the last scene changes and resumes the service from there. 

3. After a while she needs to leave for her Football practice and she decides to continue to watch the movie from her smart phone with H.264/AVC CBP level 1.3. She enters the service and does a fast-forward 64-times of the original speed to the position where he stopped on the TV set. Once he is close, she reduces the search speed gradually down until she recognizes the position. Once the position found, she resumes the service at normal playback speed. 

4. She meets her friend Max and pauses the service. She remembers the great scene in the show wants to share the scene with her friend. She seeks backward in-time and finally gets to the scene and shares it with her friend. 

4.2 Analysis of Use Cases for Rel-9

In Rel-9, basic trick mode operations are feasible. The client can use certain Representations for Trick Mode plays. In addition, the client can easily identify RAPs and can access those using byte range requests. However, for example high framerate in fast forward is hardly achieved in general. 
4.3 Requirements

· The solution shall be backward-compatibility and should re-use of Rel-9 specification as far as possible

· The solution should not require any new coding profiles or levels

· The solution should maximize the re-use of regular Representations

· The solution should avoid additional client complexity

· The solution should enable simple content provisioning

· The solution should provide bandwidth, cache and storage efficiency 

· The solution should provide flexibility to the client implementation to optimize user experience, to be common among different trick mode operations, and should be applicable to a broad spectrum of client implementations

· The solution should enable to provide good user experience in terms of start-up delay after seeking , frame rates, reactiveness and other metrics.

4.4 Working Assumptions

· reuse of existing codecs.
4.5 Example Solutions

4.5.1 Overview
To support such a solution, the use of temporal sub-sequences is proposed. The advantage of temporal subsequences is obvious:

· it easily supports different frame rates

· the representation can be used for regular playout

· encoding with temporal subsequences is generally very efficient. 

4.5.2 MPD Extensions

To indicate the availability of such a coding structure, it is proposed to extend the trick mode element by an additional TemporalSubSequence element that contains the relevant attributes.

	
	
	
	TrickMode
	E
	0, 1
	O
	Provides the information for trick mode. It also indicates that the Representation may be used as a trick mode Representation.

	
	
	
	
	alternatePlayoutRate
	A
	
	O
	Specifies the maximum playout rate as a multiple of the regular playout rate, which this Representation supports with the same decoder profile and level requirements as the normal playout rate.

	
	
	
	
	TemporalSubSequence
	E
	0 … N
	O
	Specifies that this Representation contains a temporal sub-sequence that can be easily accessed by byte ranges using the information of the Sub-Fragment Index (‘sfix) Box.

	
	
	
	
	
	frameRate
	A
	
	M
	Specifies the frame rate of the temporal sub-sequence.

	
	
	
	
	
	bandwidth
	A
	
	O
	Specifies the minimum bandwidth of a hypothetical constant bitrate channel in bits per second (bps) over which the temporal sub-sequence can be delivered such that a client, after buffering for exactly minBufferTime can be assured of having enough data for continuous playout.

	
	
	
	
	
	alternatePlayoutRate
	A
	
	O
	Specifies the maximum playout rate as a multiple of the regular playout rate, which this temporal sub-sequence supports with the same decoder profile and level requirements as the normal playout rate.


The xml element is ffs.
Note that the TemporalSubSequence may be used for other purpose as well. For example for improved switching performance in case of bandwidth drop, etc.
4.5.3 Delivery Format Extensions

4.5.3.1 Overview

Two new boxes are defined. The Sub-Fragment Index box provides index information, which can be retrieved by a client along with a Segment Index Box in advance of requesting media data. The Sub-Fragment Index provides information enabling a client to construct byte range requests, which target subsets of the fragment data, for example temporal sub-layers.
4.5.3.2 Sub-Fragment Index Box
The Sub-Fragment Index box specifies prefixes of Movie Fragments that are independently useful, for example because they contain sufficient data to render a temporal sub-layer of the media. The Sub-Fragment Index box must appear immediately after a Segment Index Box and provides Movie Fragment prefix sizes for the Movie Fragments referenced in that immediately preceding Segment Index Box"

Box Type: ‘sfix’
Container: None
Mandatory: No
Quantity: One per Segment Index Box
aligned(8) class SubFragmentIndexBox
extends FullBox(‘strf’, 0, 0) {
unsigned int(32) fragment_count;
unsigned int(8) sub_fragment_count;
for( i=0; i < fragment_count; i++ )
    for( j=0; j < sub_fragment_count-1; j++ )
        unsigned int(32) prefix_size;
}
fragment_count specifies the number of fragments for which sub-fragment information is specified in this box. This must be equal to the number of fragment references in the immediately preceding Segment Index Box.
sub_fragment_count specifies the number of sub-fragments per fragment
prefix_size specifies the size of the prefix of fragment i occupied by sub-fragment j
4.5.3.3 Sub-Track Fragment box
The Sub-Track Fragment box specifies a re-ordering of the sample data of the track fragment such that the samples of each sub-track fragment precede all samples that appear only in higher sub-track fragments. Samples of a sub-track fragment that do not appear in any lower sub-track fragment are placed contiguously within the file in the same order as they appear in the Track Run box. This allows, for example, for samples to be stored in order of temporal scalability layer within the track fragment. When this box is present there must be only a single Track Run box.
Box Type: ‘strf’
Container: Track Fragment Box ('traf')
Mandatory: No
Quantity: Zero or One
aligned(8) class SubTrackFragBox
    extends FullBox(‘strf’, 0, 0) {
unsigned int(8) sub_track_count;
unsigned int(16) sample_count[sub_track_count-1];
for( i=0; i < sub_track_count; i++ )

for (j=0; j < sample_count[i]; j++ )


bit(1) cur_sub_trak_flag;

}
reserved_trailing_bits;
}

sub_track_count indicates the number of sub-track fragments; When this box is present, the sub_track_count shall be equal or larger than 2.
sample_count[i] indicates the number of samples in sub-track fragment with an index of i+1. Samples of a sub-track fragment are considered to be members of all sub-track fragments with smaller index values,. The number of samples in sub-track fragment 0 is equivalent to the number of zeros of the first bitstring in the subsequent loop. The number of samples in sub-track fragment with an index of sub_track_count-1, which is sample_count[sub_track_count-1], is equal to the number of samples in the Track Fragment.
cur_sub_track_flag equal to 1 in the iteration i of the outer loop indicates that a sample belongs to sub-track fragment with an index of i+1. This value equal to 0 in the iteration of the outer loop indicates that a sample belongs to a sub-track fragment with an index smaller than i+1. Note: That is, the first iteration of the loop contains sample_count[0] flags indicating the positions of the samples in sub-track-fragment 1 that are not also in sub-track-fragment 0. The second iteration of the loop contains sample_count[1] flags indicating the positions of the samples in sub-track-fragment 2 and not also in sub-track-fragment 1 etc. sample_count[sub_track_count-1] is considered equal to the number of samples in the Track Fragment.
5 Use Case 4: MPD Updates for Live Services
5.1 Use case

A service provider wants to provide a live football event using Adaptive HTTP Streaming that can potentially be accessed by millions of users. The live event is sporadically interrupted by time outs during which advertisement is added. The exact timing of the ad breaks is unknown. Furthermore, the service provider also providers redundant infrastructure in terms of encoders and servers to enable a seamless switch-over in case any of the components fails during the live event.  Anna accesses the service in the bus with her mobile device, and the service is available immediately. Next to her sits Paul, who watches the event on his laptop. A goal is scored and both celebrate this event at the same time. Paul tells Anna that the first goal in the game was even more exciting and Anna uses the offering that she can view the event 30 minutes back in time. After having seen the goal she goes back to the live event.  

To address this use case, the service provider needs to be able to:

· update the MPD

· signal to the clients that an updated MPD is available

· permit clients to access the streaming service such that it can present the data close to real-time
5.2 Analysis of Use Case for Rel-9

Updating of the MPD is feasible in an asynchronous manner to the delivery of segments. The server provides guarantees to the receiver that an MPD is not updated for some time. The server may rely on the current MPD. However, no explicit signaling is provided when the MPD is updated before the minimum update period. Completely synchronous playout is hardly achieved as client may operate on different MPD update instances and therefore, clients may have drift. Time-shift viewing is also enabled in Rel-9.
5.3 Requirements

· The specification shall provide means to update the MPD

· The specification shall provide means to signal the update of an MPD in case of unforeseen events

· The specification shall be backward-compatible to Rel-9 AHS

· The specification shall provide means to enable the clients to present the media close to real-time.

· Bandwidth efficiency should be taken into account.

· Scalability should be taken into account
5.4 Working Assumptions

· In-band signaling on Segment level is used to indicate the update of the MPD

· Updates can only at segment boundaries.
5.5 Example Solutions
5.5.1 Overview

It is proposed to add 

· an MPD element that provides the publishing time in wall-clock time of the MPD

· an optional MPD update box that is added at the beginning of segments in case an MPD update is required.

· Update optimizations using hierarchical structures

5.5.2 MPD Publish time

5.5.3 The addition of a unique MPD publish time. The publish time provides a unique identifier for the MPD and when the MPD was issued. It also provides an anchor for the update procedures.
5.5.4 MPD update box

5.5.4.1 Overview

If present, the MPD update box shall be placed right after the ‘styp’ box.
5.5.4.2 Definition

Box Type:

‘mupe’ 
Container:

None
Mandatory:

No
Quantity:

Zero or one.

The MPD Update Box contains information about the media presentation of which the segment is a part.
5.5.4.3 Syntax

aligned(8) class MPDUpdateBox

extends FullBox(‘mupe’) {
 
unsigned int(3)  mpd_information_flags;

unsigned int(1)  new_location_flag;
   unsigned int(28) latest_mpd_update_time;

    /// The following are optional fields
    string mpd_location
}

5.5.4.4 Semantics

mpd_information_flags contains the logical OR of zero or more of the following:


0x00
Media Presentation Description update now


0x01
Media Presentation Description update ahead




0x02
End-of-presentation 


0x03-0x07
reserved 

new_location_flag if set to 1, then the new Media Presentation Description is available at a new location specified in mpd_location.

latest_mpd_update_time specifies the time in ms by when the MPD update is necessary relative to the MPD issue time of the latest MPD. The client may choose to update the MPD any time between now.
mpd_location is present if and only if the new_location_flag is set and provides a Uniform Resource Locator for the new Media Presentation Description…

5.5.5 Optimizations

If the bandwidth of updates is an issue, the server may offer MPDs for certain device capabilities such that only these parts are updated. 

6 Use Case 5: Advanced Ad Insertion
6.1 Use cases

1. A service provider offers On-Demand content through 3GPP AHS. The content is composed by several scenes, and in between each scene, an advertisement may be added. The advertisement may differ for each user, i.e. targeted advertising is added. In addition, each advertisement may be of different duration. 

2. A service provider offers a free live service. When accessing the live service, the service provider wants to insert an advertisement that may or may not be targeted to the user. The duration of the advertisement may be different, depending on the access time, the access location, the user, etc. Only after having completed the advertisement, the URL of the live service is provided.
6.2 Analysis of Use Case for Rel-9

In Release-9 a web server may dynamically generate a separate MPD for each user. External means may be used to concatenate the playout of a targeted ad and a live service.
6.3 Requirements

· The specification shall be backward-compatible to Rel-9 AHS

· The specification shall provide means for referring to external sequences that compose a media presentation.
6.4 Working Assumptions

· A reference to “External Periods” is required

· For On-Demand content, period durations may be preferable over period start times to support external Periods.

· An MPD is composed of a sequence of “Periods”, where Periods can be external or internal.

· The use case 2 above is not in scope of Adaptive HTTP Streaming. Both sequences may be supported by MPDs conforming to AHS, but the exact procedures on how to permit access to the live service, and how and under what circumstances the MPD of the live service is provided to the client, is not in scope of 3GPP AHS.
6.5 Example Solutions

6.5.1 Overview
· For On-Demand content the reference to external Periods is supported. Periods may be defined by their duration, i.e. the start time of the Period depends of the duration of the previous Period. The client maps the external Periods to an MPD structure, such that the MPD is compatible to a Rel-9 MPD. 

· For live services, the concatenation of MPDs is may be achieved by a dynamic creation of the MPD on the server with appropriate update procedures. Other web technologies may be used.

· URLs for externally defined periods may be processed in real-time to generate a new period containing advertisements targeted to the user. The client may supply additional information with the request that may be used for advertisement targeting, for example user id, user preferences, user demographic information or other information. 

6.5.2 Addition of Relevant MPD Information
	
	Period
	E
	1…N
	M
	Provides the information of a Period

	
	
	PeriodAttributes
	List
	
	M
	already existing period attributes

	
	
	periodDuration
	A
	
	O
	Provides the period duration, may be used as alternative to start attribute of next Period.

	
	
	representationGroupListURI
	A
	
	O
	URI that points to a document that contains a list of Representations.

	
	
	RepresentationGroups
	E
	0..N
	
	This element contains a description of a Representation Group

	
	periodListURI
	A
	
	M
	URI that points to a document that contains one or several Period elements. 


7 Use Case 8: Quality Reporting
7.1 Use case

A service provider makes a new piece of content available for streaming using Adaptive HTTP Streaming. The service provider makes available a number of different representations at different bitrates and provides HTTP serving infrastructure to host the media files.

Users access the service and view the content. The service provider wishes to collect metrics that will enable them to determine the quality of the users viewing experience.

7.2 Analysis of Use Case for Rel-9

In Release-9 basic QoE metric collection for streaming services is supported, but the dedicated support for HTTP Streaming metric collection is not included. 
7.3 Requirements

· The specification shall be backwards compatible with Rel-9

· The specification shall provide for reporting of Quality of Experience metrics from client to service provider for a specific viewing session

· The specification shall define a set of Quality of Experience metrics sufficient for the service provider to obtain an accurate picture of the quality of the viewers experience for a specific viewing session
7.4 Working Assumptions

· QoE metrics should refer to the actual viewing as experienced to by the user and be independent of the client algorithms used for scheduling of HTTP requests, representation selection decisions etc.
7.5 Example Solutions

A QoE report consists of an XML document with a structure mirroring the MPD. A report thus consists of a sequence of PeriodReport elements representing the Periods that were played out. A Period element consists of a sequence of RepresentationReport elements each representing a continuous playout of a portion of a Representation and providing the start and end times in both real time and presentation time. The report should also include the initial startup time, this being the time from the user request for viewing the content and the start of playout.

From this information the service provider can determine exactly what was played out, when there were pauses in playout and when there were switches in representation.

Alternatively, or additionally, summary information could be provided in the form of the total playout duration and number of distinct continuous playout periods for each represetation together with the number of pauses and the mean and variance of the pause durations.
