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1. Problem Statement

The AMR vocoder optionally employs discontinuous transmission (DTX), which will reduce the bandwidth required for VoIMS.  However, the AMR DTX scheme was initially developed for GSM systems, where the primary resource to be conserved was mobile battery life—not bandwidth.  Therefore, a very conservative approach was adopted for DTX, which resulted in a relatively high voice activity factor (VAF) for active speech.  (The VAF is defined as the number of frames represented as active speech divided by the total number of input frames.)  Here we demonstrate that the AMR DTX can be tuned to decrease bandwidth usage with no impact on voice quality, using a field-proven VAD technique.  Since capacity estimations are based on VAF measurements that are directly linked to existing Standards, we propose that this VAD modification become an optional DTX standard.

DTX is accomplished by using a voice activity detection (VAD) algorithm prior to encoding input speech samples.  For each frame of PCM speech, the VAD makes a determination regarding whether or not the frame contains active speech, and passes this decision on to the AMR speech encoder.  If the frame was determined to contain active speech, the speech encoder represents the input frame using the selected AMR mode (e.g., 5.9 Kb/s, 12.2 Kb/s etc).  If the frame was determined not to contain speech, the speech encoder may generate either a noise descriptor frame or nothing at all.  In a run of successive non-speech frames, the speech encoder maintains a frame counter and only generates a noise descriptor frame once for every N input frames, where N is usually set such that noise descriptor frames are generated once every 160 msec during periods of non-speech.

There is a well-proven scheme to more aggressively minimize VAF that does not adversely affect voice quality.  The scheme is implemented in EVRC (IS-127).  The following study demonstrates the effect of using the EVRC VAD as a replacement for the AMR VAD.

2.  Methodology and Results

This study comprises two parts.  The first characterizes the behaviour of three different VAD algorithms on a variety of input speech conditions.  The second compares the voice quality of AMR under a number of different speech conditions, tested using the default VAD and with the rate determination algorithm from the EVRC (IS-127), configured to perform a VAD function.  

2.1 Voice Activity Factor of Various VAD algorithms
For this part of the experiment, three different VAD algorithms were applied to an identical set of conversational speech files, and the resulting VAF was recorded for each.  The speech input consisted of twelve 8-minute segments of one side of a conversation between two people.  This database was used to determine the average data rate produced by the candidates in the TIA’s competition for the IS-127 standard, and were selected because they closely mimic conversational speech behaviour on a telephone channel.  The twelve conditions were combinations of three different input levels (-32, -22, and -12 dBov) and four different input acoustic conditions (clean, babble noise@SNR=20dB, car noise@SNR=10dB and street noise@SNR=12dB).  Note that -22dBov is the nominal input level.

The three different VAD algorithms compared were:  AMR with no hangover
, AMR with default hangover, and the EVRC’s RDA configured to function as a VAD.  The EVRC RDA normally encodes active speech frames as either rate=1 (171 bits) or rate = ½ (80 bits).  Non-speech is normally encoded as rate=1/8 (16 bits).  One rate=1/2 frame is included at the end of a talk spurt to prevent clipping.  For the purposes of this experiment, frames declared rate=1 or rate=1/2 were presented to the AMR encoder as “active speech”; frames declared rate=1/8 were presented to the AMR encoder as “non-speech”.  The resulting VAFs obtained are shown in Figure 1.
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Figure 1: Voice activity factor obtained using three different VAD algorithms on the TIA conversational speech database used in the EVRC competition.

In all cases except for clean speech at 10 dB below nominal input level, the EVRC VAD resulted in a lower VAF than the AMR VAD with or without hangover.  Clearly, using the EVRC VAD would yield the highest air-link capacity on an HSPDA system.  It remains to be shown that there would be no resulting degradation in voice quality.  The following section addresses that question.

2.2 Evaluation of AMR voice quality using two different VAD algorithms.
In this part of the study, identical sets of speech input files were processed through the AMR in the 12.2 Kb/s mode, with DTX being controlled by either the default AMR VAD (with hangover) or the EVRC RDA used as a VAD as described in the previous section.  The quality of the source material and the processed speech was evaluated using the Perceptual Evaluation of Speech Quality methodology described in ITU-T Recommendation P.862.  This is an automated (objective) procedure that, for each set of input files, yields an Estimated Mean Opinion Score (EMOS) in the range 1 to 4.5, with 4.5 being the best possible value.  The input speech files consisted of series of phonetically balanced Harvard Sentences, each mixed with appropriate background noise to yield the same set of acoustic conditions described in the section 2.1.  Tables 1a through d contain the EMOS results for the various acoustic conditions.  Note that EMOS differences of less than roughly 0.15 are not significant.  There are no significant differences.

Table 1a:  EMOS scores for clean (no background noise) condition
	
Sample File #
	Source Material (No Proc)
	
AMR with default VAD
	
AMR with EVRC VAD
	
Percent 
Change

	1
	4.5
	3.82
	3.77
	-2%

	2
	4.5
	3.90
	3.88
	-1%

	3
	4.5
	3.81
	3.88
	2%

	4
	4.5
	3.78
	3.78
	0%

	5
	4.5
	3.98
	3.95
	-1%

	6
	4.5
	3.88
	3.88
	0%

	7
	4.5
	4.00
	4.04
	1%

	8
	4.5
	3.93
	3.85
	-2%

	9
	4.5
	3.89
	3.86
	-1%

	10
	4.5
	3.93
	3.88
	-1%

	average
	4.5
	3.89
	3.88
	0%


Table 1b: EMOS scores for babble noise (SNR=12dB) condition

	
Sample File #
	Source Material (No Proc)
	
AMR with default VAD
	
AMR with EVRC VAD
	
Percent 
Change

	1
	3.14
	3.17
	3.17
	0%

	2
	3.19
	3.24
	3.25
	0%

	3
	3.11
	3.20
	3.20
	0%

	4
	3.39
	3.39
	3.41
	1%

	5
	3.32
	3.33
	3.29
	-1%

	6
	3.24
	3.26
	3.24
	0%

	7
	3.31
	3.41
	3.36
	-2%

	8
	3.27
	3.28
	3.25
	-1%

	9
	3.34
	3.38
	3.34
	-1%

	10
	3.17
	3.23
	3.21
	-1%

	Average
	3.25
	3.29
	3.27
	0%


Table 1c:  EMOS scores for vehicular noise (SNR=10dB) condition

	
Sample File #
	Source Material (No Proc)
	
AMR with default VAD
	
AMR with EVRC VAD
	
Percent 
Change

	1
	2.89
	2.89
	2.89
	0%

	2
	2.91
	2.93
	2.93
	0%

	3
	2.91
	2.98
	2.98
	0%

	4
	2.91
	2.92
	2.93
	0%

	5
	2.86
	2.87
	2.87
	0%

	6
	2.96
	2.95
	2.96
	0%

	7
	2.90
	2.93
	2.93
	0%

	8
	2.93
	2.96
	2.93
	-1%

	9
	2.97
	2.94
	2.94
	0%

	10
	2.93
	2.97
	2.95
	0%

	Average
	2.92
	2.93
	2.93
	0%


Table 1d: EMOS scores for street noise (SNR=12dB) condition

	
Sample File #
	Source Material (No Proc)
	
AMR with default VAD
	
AMR with EVRC VAD
	
Percent 
Change

	1
	3.34
	3.36
	3.35
	0%

	2
	3.47
	3.50
	3.46
	-1%

	3
	3.17
	3.25
	3.24
	0%

	4
	3.34
	3.34
	3.35
	0%

	5
	3.50
	3.55
	3.48
	-2%

	6
	3.41
	3.45
	3.44
	0%

	7
	3.49
	3.55
	3.56
	0%

	8
	3.49
	3.47
	3.46
	0%

	9
	3.29
	3.26
	3.24
	-1%

	10
	3.53
	3.51
	3.48
	-1%

	Average
	3.40
	3.42
	3.41
	-1%


The tables show that, despite the fact that the EVRC VAD results in a significantly lower VAF, there is no degradation in voice quality relative to the default VAD under a representative set of acoustic conditions.  

3. Channel Activity Factor (CAF) Estimation

The VAF values in the preceding sections ignored the effect of noise descriptor frames on channel loading.  In this section we use the VAF values given above for the various VAD schemes to estimate the channel activity factor (CAF), which is the sum of the number of active voice frames and noise descriptor frames, divided by the total number of frames in the input sample. The CAF is a more relevant measure of how a given VAD/DTX scheme will impact system capacity.  We can get a crude approximation of the CAF from the VAF for the default AMR DTX scheme by using:

CAF = [1 + (N-1) x VAF] / N, where N is the noise descriptor frame generation interval, in frames.  The default value of N for AMR is 8.

This ignores the difference in size between active speech frames and noise descriptor frames, and assumes that 1/N of the non-speech frames result in the generation of a noise descriptor frame (since, by default, noise descriptor frames are generated once every Nx20 ms.)   Using this approximation, Table 2 shows the channel activity factors obtained with the various VADs in Section 2.1 applied to the same set of input speech files.

Table 2: VAF and CAF obtained for different VADs and acoustic conditions

	Input Level [dBov]
	Acoustic Condition & SNR [dBov]
	AMR VAF 

(no hangover)
	   AMR CAF 

(no hangover)
	AMR VAF including 

hangover 
	AMR CAF including hangover
	EVRC VAF
	EVRC CAF

	
	
	
	
	
	
	
	

	-12
	clean
	0.6012
	0.651
	0.6373
	0.682638
	0.532
	0.5905

	
	babble@20
	0.7257
	0.759988
	0.7808
	0.8082
	0.4756
	0.54115

	
	vehicle@10
	0.3499
	0.431163
	0.3825
	0.459688
	0.2958
	0.383825

	
	street@12
	0.5143
	0.575013
	0.5496
	0.6059
	0.4029
	0.477538

	
	
	
	
	
	
	
	

	-22
	clean
	0.4721
	0.538088
	0.5127
	0.573613
	0.4547
	0.522863

	
	babble@20
	0.6756
	0.71615
	0.7358
	0.768825
	0.4557
	0.523738

	
	vehicle@10
	0.3311
	0.414713
	0.3645
	0.443938
	0.2726
	0.363525

	
	street@12
	0.4954
	0.558475
	0.5297
	0.588488
	0.395
	0.470625

	
	
	
	
	
	
	
	

	-32
	clean
	0.3758
	0.453825
	0.4124
	0.48585
	0.3977
	0.472988

	
	babble@20
	0.6025
	0.652188
	0.6548
	0.69795
	0.4472
	0.5163

	
	vehicle@10
	0.3258
	0.410075
	0.3591
	0.439213
	0.2734
	0.364225

	
	street@12
	0.4468
	0.51595
	0.4809
	0.545788
	0.3817
	0.458988

	
	
	
	
	
	
	
	

	AVERAGE
	0.493017
	0.556385
	0.533342
	0.591674
	0.398692
	0.473855


The results show that, for the same set of conversational speech data, the default AMR DTX scheme yields a CAF of 0.59, versus 0.47 for the EVRC.

Other experiments have shown that the DTX scheme specified for GSM and UMTS are overly conservative with respect to the frequency of noise descriptor frame generation.  Subjective listening and objective PESQ tests have shown that, for relatively clean acoustic conditions, updating the noise once every 50 frames (i.e., once per second) is sufficient, and that for the harshest noise conditions, updating every 25 frames is sufficient to achieve equivalent voice quality to updating every frame.  If a more aggressive scheme were to be adopted, further reductions in CAF could be achieved.

4. Conclusion
Since the average bit rate produced by a voice user is critical in determining the capacity of an HSPDA system, a scheme that results in a lower average bit rate is to be preferred over one that results in a higher average bit rate, provided there is no concomitant loss in speech quality.

The results presented in sections 2.1 and 3 demonstrated that the EVRC rate determination algorithm, when configured to provide a VAD decision, yields an average CAF that is more than 20% lower than that yielded by the default AMR VAD/DTX algorithm.  In section 2.2 we demonstrated that there is no voice quality difference (as measured by PESQ) produced as a result of substituting the EVRC RDA for the default AMR VAD in DTX mode.  We conclude, therefore, that the default DTX specification for AMR is not optimal for HSPDA systems, and that adopting a more aggressive scheme would result in significantly higher system capacity with no penalty in voice quality.
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� In order to insure that active speech is not clipped at the end of a talk burst, the default AMR VAD encodes an additional six frames as active speech after it has determined that active speech has ended.
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