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1 Introduction

It was agreed in the April 2004 video ad-hoc meeting that interworking between the AVC HRD, the de-interleaving buffer and Annex G should be clarified. As a response to this, Nokia provided an input contribution S4-040239 to SA4#31. Because it was not possible to reach a decision on all aspects of the input contribution, Nokia and Ericsson were asked to find a proposal for the remaining issues before SA4#32. This contribution presents the results of the work and proposes a solution for the issue based on the following points:

· Annex G shall not be used for AVC video; hence no interworking between Annex G and AVC HRD or Annex G and the de-interleaving buffer is required.

· The buffer parameter signaling methods defined in Annex G are reused as much as possible.

· Only a subset of AVC HRD parameters are signaled in PSS.

· The de-interleaving buffer parameters are signaled separately from the HRD parameters.

· Minimum requirements for the AVC de-interleaving buffer are specified by requiring PSS clients supporting AVC to receive and decode streams up to a certain value of sprop-deint-buf-req MIME/SDP value

The changes to TS 26.234 "PSS: Protocols and codecs" and TS 26.244 "The 3GPP file format (3GP)" reflecting this proposal have been included in contribution S4-040423 containing revised draft specification texts for the support of H.264 in MMS, PSS, PSC, and 3GP in Release 6. We propose that SA4 adopts the proposed changes as implemented there.

2 Role of Different Buffers

Annex G was primarily designed for the following purposes:

· To allow initial buffering in H.263. H.263 HRD is designed for conversational applications in which no initial buffering takes place.

· To allow server-specific delay variation, i.e., to allow transmission scheduling in which the transmitted bitrate can be non-constant. Note that H.263 HRD and MPEG-4 Visual VBV are specified for constant input bitrate.

· To avoid peaks in number of computations. Worst-case bitstreams in MPEG-4 Visual can require processing of a significantly higher coded bitrate than the maximum bitrate specified for the level. See section 5 for more details on this problem. Peaks in number of required computations can be smoothed out by using a post-decoder buffer specified in Annex G.

AVC HRD includes the following functions:

· It is used to verify that bitstreams comply with the H.264/AVC standard and as a reference for testing if a decoder implementation complies with the H.264/AVC standard.

· Coded picture buffer (CPB) for buffering of coded data. The CPB is similar to the buffers specified in H.263 HRD and MPEG-4 Visual VBV.

· Decoded picture buffer (DPB) for buffering of decoded pictures. Both reference pictures for inter prediction and pictures to be reordered for output are stored in the DPB.

· Initial delay for CPB and DPB can be specified to allow video bitrate variation. 

· AVC HRD allows two input modes, a constant bitrate mode (cbr_flag = 1) and a “leaky bucket” mode (cbr_flag = 0). 

· Peaks in the required computations are limited by specifying maximum input bitrate, maximum macroblock processing rate and minimum compression ratio for profiles and levels. 

The interleaved packetization mode of the AVC RTP payload format includes the following functions:

· Encapsulating coded data from multiple pictures to one packet. This reduces packetization header overhead in low bitrates (see S4-040048).

· Scheduling packet transmission such that the transmitted bitrate can be non-constant. 

· Transmitting data out of decoding order. This enables prioritization of important packets, such as reference frames, to have more time for their potential retransmission. See S4-040048 for further details.

Thus, it can be seen that AVC HRD and the interleaved packetization mode together can provide the functionality specified in Annex G. Moreover, the split of functions in Annex G and H.263 HRD/MPEG-4 Visual VBV when compared to AVC deinterleaving buffering and AVC HRD is not identical and therefore Annex G cannot be used as such together with AVC interleaved packetization mode or AVC HRD.

As described above, the functions of AVC HRD and the deinterleaving buffer do not overlap but rather they complement each other. Thus, signaling of parameters for both buffers is desirable in PSS.

3 Signaling of HRD Parameters 

3.1 Options for Signaling Mechanisms

The AVC HRD parameters can be signaled in-band (in the AVC bitstream) or out-of-band (similarly to Annex G parameters). In this section we analyze these options and justify our proposed design decision for 3GPP specifications.

In-band signaling consists of the following elements:

· HRD parameters in the Video Usability Information (VUI) of sequence parameter sets. This specifies “the operation points” (i.e., input bitrates) specified for the bitstream and gives vital information in order to parse the HRD SEI messages.

· Buffering period SEI message specifies the initial CPB buffering delay and it shall be associated to IDR access units and access units including a recovery point SEI message.

· Picture timing SEI message specifies the CPB removal delay and the DPB output delay (among other things) for an access unit and it shall be associated to every access unit of the bitstream.

Note that a bitstream is not required to include any of the signaling above regardless of whether the information is provided to the decoder by other means.

We propose that in-band HRD parameter signaling is not used due to the following reasons:

· The use of picture timing SEI message has been disallowed in the AVC file format and in the AVC RTP payload format to make it clear that timestamps in the file format and RTP header respectively are valid. This design decision makes it easier to modify the timing information of files/streams, e.g. change the playback pace.

· As picture timing SEI message cannot be used in AVC file format and RTP payload, it is consistent to transmit also the rest of the HRD parameters (information in VUI HRD parameters and buffering period SEI message) outside of the AVC bitstream.

· Correct reception of in-band HRD parameters cannot be ensured. Incorrectly received buffering parameters may lead to excessive initial buffering (and buffer overflows later) or buffer underflows (and rebuffering) during playback.

The concept of out-of-band signaling has been proven to work in PSS Annex G. Therefore we propose similar signaling to Annex G for AVC HRD buffer parameters. The next subsections present the details of our proposal.

3.2 Selected Parameters 

H.264/AVC HRD is used to verify that bitstreams comply with the H.264/AVC standard and as a reference for testing if a decoder implementation complies with the H.264/AVC standard. Consequently, some of the HRD parameters specified in the H.264/AVC standard are not needed in normal decoder operation, but rather decoder implementations can expect that the incoming bitstreams are standard-compliant. Therefore we think that the variety of buffering parameters specified in the AVC standard can be reduced without affecting the functions needed in 3GPP services. In particular, we regard the following parameters specified in the AVC standard as unnecessary in the 3GP file format and in out-of-band signaling of buffering parameters:

· cbr_flag[] in VUI HRD parameters. Regardless of the cbr_flag, coded data flows into a PSS client in its natural reception rate, and therefore this parameter does not play a role in a decoder implementation. (It is useful only in HRD.)

· All “length” syntax elements in VUI HRD parameters. These are used for efficient variable length coding in the AVC bitstream.

· initial_cpb_removal_delay_offset[] in buffering period SEI message is applicable in HRD only, not in a real decoder implementation.

· cpb_removal_delay in picture timing SEI message. This parameter is practically needed only for HRD operation, as most implementations do not synchronize the output from CPB, but rather implementations typically run as fast as possible given that there is coded input data and room for decompressed pictures in the DPB.

· Parameters that are present in the picture timing SEI message only when pic_struct_present_flag is true (see subclause D.1.2. of the AVC standard) are meant for alternative means to signal output timestamps and for signaling multiple output timestamps for the same coded picture (e.g. 3:2 pulldown). As RTP timestamp is sufficient for specifying the output timestamp and as it is not expected that multiple output timestamps for the same coded pictures would be needed in 3GPP services, these parameters are not needed.

We think that the remaining AVC HRD parameters should be taken into account as follows:

· transmission byte rate
Corresponds to BitRate[]/8, wherein Bitrate[] is specified in subclause E.2.2 of the AVC specification. . 

· pre-decoder buffer size
This gives the required size of the pre-decoder buffer or coded picture buffer in bytes. The value is equal to CpbSize/8, where CpbSize is specified in subclause E.2.2 of the AVC specification.

· initial pre-decoder buffering period
This gives the required delay between the time of arrival in the pre-decoder buffer of the first bit of the first access unit and the time of removal from the pre-decoder buffer of the first access unit. It is in units of a 90 kHz clock. The value is equal to the corresponding initinal_cpb_removal_delay of the NAL HRD parameters.

· post-decoder buffer size
This gives the required size of the post-decoder buffer, or the decoded picture buffer, in unit of bytes. The value is equal to max_dec_frame_buffering*( PicWidthInMbs  * FrameHeightInMbs * 256 * ChromaFormatFactor ) as specified in the AVC specification.

· initial post-decoder buffering period
This gives the required delay between the time of arrival in the post-decoder buffer of the first decoded picture and the time of output from the post-decoder buffer of the first decoded picture. It is in units of a 90 kHz clock. The value is equal to the dpb_output_delay of the first access unit. The syntax element dpb_output_delay is specified in subclause D.2.2 of the AVC specification.

The proposed default values for these selected parameters are as follows:

· At least one value of the values of transmission byte rate in the proposed file format extension (see section 3.5) must be less than or equal to limit given by the value of MaxBR of the level to which the stream conforms.

· The default value of pre-decoder buffer size equals to the value of MaxCPB of the level to which the stream conforms.

· The default value of the initial pre-decoder buffering period is equal to 0. Note that the default value of pre-decoder buffering period in Annex G is 1 second. However, the default value specified in the AVC specification, when the syntax elements are absent, is 0. Thus, if a non-3GPP client would stream AVC content where an assumption of non-zero initial pre-decoder buffering delay was made, the non-3GPP client would fail to play the stream pauselessly. Thus, we propose the default value specified in the AVC specification.

· The default value of the initial post-decoder buffer size is equal to the value of MaxDPB of the level to which the stream conforms.

· The default value of the initial post-decoder buffering period is equal to 0.

We propose that the selected parameters are interpreted to cover all types of NAL units, i.e. both VCL NAL units and non-VCL NAL units.

3.3 PSS Capability Exchange

PSS clients may signal their capability of providing larger buffers than the minimum requirements in the capability exchange process described in clause 5.2 of the PSS specification. In the existing UAProf vocabulary, VideoDecodingByteRate, VideoInitialPostDecoderBufferingPeriod, and VideoPreDecoderBufferSize are specific to Annex G, and there is no means to indicate that these parameters would be specific to AVC HRD instead. AVC MIME parameters include max-mbps, max-fs, max-cpb, max-dpb, and max-br, which can be used for similar purpose when signaled as part of PssAccept. (Note that max-cpb was added in the H.264/AVC RTP payload format draft to respond to the discussion in SA4#31.) No changes in the PSS specification are needed.

3.4 Signaling of the Selected Parameters 

Initial parameter values for each stream can be signaled within the SDP description of the stream. Signaled parameter values override the corresponding default parameter values. The values signaled within the SDP description guarantee pauseless playback from the beginning of the stream until the end of the stream.

PSS servers may update parameter values in the response for an RTSP PLAY request. If an updated parameter value is present, it shall replace the value signaled in the SDP description or the default parameter values. An updated parameter value is valid only in the indicated playback range, and it has no effect after that. The updated parameter values guarantee pauseless playback of the actual range indicated in the response for the PLAY request. The indicated pre-decoder buffer size and post-decoder buffer size shall be smaller than or equal to the corresponding values in the SDP description or the corresponding default values, whichever ones are valid. 

For signaling of the parameters in SDP descriptions, the three additional SDP fields X-predecbufsize, X-initpreddecbufperiod and X-initpostdecbufperiod defined in subclause 5.3.3.2 of the PSS specification are used to signal pre-decoder buffer size, initial pre-decoder buffering period and initial post-decoder buffering period, respectively. The semantics of each field is as specified in section 3.2.

Another SDP field is defined to signal post-decoder buffer size:


"a=3gpp-postdecbufsize:<required size of the post-decoder buffer>"

Semantics is as specified in section 3.2 for post-decoder buffer size.

Note that PSS clients are required to interpret these parameters as specified in section 2.1 of this document when AVC is in use. When H.263 or MPEG-4 Visual is in use, PSS clients are required to interpret the relevant parameters as specified in TS 26.234 Release 5.

If any of attributes is missing in an SDP description, clients should expect the default value for each missing attribute. 

For signaling of the parameters using the response for RTSP PLAY request, the three additional RTSP header fields x-predecbufsize, x-initpreddecbufperiod and x-initpostdecbufperiod defined in subclause 5.3.3.2 of the PSS specification are used to signal pre-decoder buffer size, initial pre-decoder buffering period and initial post-decoder buffering period, respectively. The semantics of each field is as specified in section 3.2.

Another RTSP header field is defined to signal post-decoder buffer size:


3gpp-postdecbufsize:<required size of the post-decoder buffer>

Semantics is as specified in section 3.2 for post-decoder buffer size.

These header fields are defined for the response of an RTSP PLAY request only. Servers shall include the parameter values in an RTSP PLAY response whenever the values are available in the file that is streamed. Otherwise, it is optional for the servers to signal the parameter values in RTSP PLAY responses.

Any VUI HRD parameters, buffering period SEI messages, or picture timing SEI messages in the bitstream must not contradict the parameter values signaled in SDP or RTSP PLAY response or the default parameter values, whichever are in effect as described above.

3.5 Storage of the Selected Parameters in File Format

This section proposes a sample grouping to contain AVC HRD parameters. 

The grouping type 'avcb' defines the grouping criterion for AVC HRD parameters. Zero or one sample-to-group box ('sbgp') for the grouping type 'avcb' can be contained in the sample table box ('stbl') of a track. It shall reside either in a hint track or a video track. The presence of this box and grouping type indicates that the associated video stream complies with AVC HRD with the indicated parameters. 

Each sample group is associated to zero or one sample group entry in the sample group description box ('sgpd'). Sample group entries for sample groups defined by the grouping type 'avcb' are given by the AVC HRD sample group entry defined in Table 1. Such a sample entry provides buffer parameters relevant to all samples in the corresponding sample group(s). Samples that are not sync samples shall have the same value of group_description_index in the SampleToGroup box associated with the grouping type ‘avcb’ compared to the value of group_description_index of the previous sync sample in sample number order. The indicated HRD parameters for a sync sample is applicable for the stream from that sync sample onwards.

Table 1: AVC HRD sample group entry

	Field
	Type
	Details
	Value

	AVCHRDParameters
	AVCHRDstruc
	Structure which holds the AVC HRD parameters
	


AVCHRDParameters: the structure where the AVC HRD parameters reside.

AVCHRDstruc is defined as follows:

struct AVCHRDstruc{
 
Unsigned int(16) 

operation_point_count 
 
for (i = 0; i < operation_point_count; i++){
 

Unsigned int (32) 
tx_byte_rate
 

Unsigned int (32) 
pre_dec_buf_size
 

Unsigned int (32) 
post_dec_buf_size
 

Unsigned int (32)
init_pre_dec_buf_period
 

Unsigned int (32) 
init_post_dec_buf_period
 
}
}

The definitions of the AVCHRDstruc members are as follows:

operation_point_count: specifies the number of operation points. Values of AVC HRD parameters are specified separately for each operation point. The value of operation_point_count shall be greater than 0. 

tx_byte_rate: indicates the input byte rate (in bytes per second) to the coded picture buffer (CPB) of AVC HRD. The value of tx_byte_rate is equal to BitRate[]/8, wherein Bitrate[] is specified in subclause E.2.2 of the AVC specification, and shall be greater than 0 and at least one value of tx_byte_rate shall conform to the maximum bitrate allowed by profile and level of the stream.

pre_dec_buf_size: gives the required size of the pre-decoder buffer or coded picture buffer in bytes. The value is equal to CpbSize/8, where CpbSize is specified in subclause E.2.2 of the AVC specification.

post_dec_buf_size: gives the required size of the post-decoder buffer, or the decoded picture buffer, in unit of bytes. The value is equal to max_dec_frame_buffering*( PicWidthInMbs  * FrameHeightInMbs * 256 * ChromaFormatFactor ) as specified in the AVC specification. 
init_pre_dec_buf_period: gives the required delay between the time of arrival in the pre-decoder buffer of the first bit of the first access unit and the time of removal from the pre-decoder buffer of the first access unit. It is in units of a 90 kHz clock. The value is equal to the corresponding initial_cpb_removal_delay of the AVC NAL HRD parameters.

init_post_dec_buf_period: gives the required delay between the time of arrival in the post-decoder buffer of the first decoded picture and the time of output from the post-decoder buffer of the first decoded picture. It is in units of a 90 kHz clock. The value is equal to the dpb_output_delay of the first access unit. The syntax element dpb_output_delay is specified in subclause D.2.2 of the AVC specification.

4 Signaling of De-interleaving Parameters 

4.1 Introduction

According to the working assumption agreed in SA4#30, PSS clients shall support all RTP packetization modes of AVC. The operation of the interleaved packetization mode is controlled with MIME/SDP parameters sprop-deint-buf-req, deint-buf-cap, sprop-init-buf-time, sprop-interleaving-depth and sprop-max-don-diff. sprop-deint-buf-req indicates the requirement that the stream causes for the size of the receiver’s deinterleaving buffer size, i.e., sprop-deint-buf-req is used to signal stream properties. deint-buf-cap indicates receiver capabilities, i.e., the size of the deinterleaving buffer that the receiver can allocate.

4.2 Requirements for PSS Clients

In the Lund video adhoc group meeting, the following was decided (excerpt from the meeting report S4-040225):

Consensus was reached that PSS clients have to support a known value of the deint-buf-size MIME/SDP parameter and that the proposed formula for the default values is a working assumption that will be further studied.

We propose that when a PSS client supports H.264/AVC, it shall be capable of receiving and decoding streams for which the value of the sprop-deint-buf-req MIME/SDP parameter is up to cpbSize * 1000 / 8, inclusive, in which cpbSize is equal to the value of MaxCPB associated with the announced level of the stream (given in the profile-level-id MIME/SDP parameter) according to Table A-1 of ITU-T Recommendation H.264.

For example, PSS clients capable of decoding level 1 and level 1b must be able to receive streams with sprop-deint-buf-req value equal to 21875 bytes and 43750 bytes respectively.

We think that other MIME/SDP parameters related to deinterleaving buffering, i.e., sprop-interleaving-depth, sprop-init-buf-time, and sprop-max-don-diff do not characterize resource consumption or capability of a terminal but rather the operation of the buffer. Thus, it is unnecessary to constrain these parameters.

The proposed requirements for the size of the deinterleaving buffer are justified as follows:

· The deinterleaving buffer for H.264/AVC is similar to a pre-decoder buffer according to PSS Annex G, as both can smooth out variations in transmission bitrate. In other words, both buffers allow a streaming server to select such a transmission schedule that does not fulfill the requirements given by the HRD/VBV of the video coding standard. Thus, the required size for the deinterleaving buffer should be similar to the requirements in PSS Annex G. 

· The increase of memory consumption because of the deinterleaving buffer is moderate. For example, H.264/AVC level 1 requires a 21875-byte coded picture buffer and storage of 4 reference frames in addition to the current frame. In addition, parameter sets and macroblock-specific data such as motion vectors and intra prediction modes require a significant amount of storage space. There are further memory requirements for maintaining the decoding process such as picture order count and frame number for each of the pictures stored in the memory. Thus, the increase of memory consumption caused by the deinterleaving buffer is less than 10 %.

· We believe that the proposed buffer size is large enough for the most common use cases for interleaving. For example, we tried a pre-defined transmission scheduling of a scalable 64-kbps AVC bitstream with GOP structure IpPpP in which the midmost pPp forms a sub-sequence that can be deleted (see Annex E of S4-040048 for more details). The transmission scheduling was such that the initial buffering delay was not changed compared to conventional transmission scheduling, but reference pictures in the base layer were scheduled earlier in transmission order. As a result, the available time to retransmit base layer pictures increases more than 50 msec per each second of transmitted data.

4.3 PSS Capability Exchange

Similar as for HRD parameters, PSS clients may signal their capability of providing larger de-interleaving buffers in the capability exchange process described in clause 5.2 of the PSS specification. All PSS clients are required to support a certain minimum deinterleaving buffer size. A client supporting a larger buffer size can signal this capability by including the appropriate value of deint-buf-cap parameter of the H264 MIME type in the StreamingAccept attribute of UAProf.

4.4 Signaling of the Selected Parameters 

Initial parameter values for each RTP packet stream can be signaled within the SDP description of the stream. The values signaled within the SDP description guarantee that the de-interleaving buffer will not underflow or overflow from the beginning until the end of the transmission period of the RTP packet stream. Some values are helpful to minimize the initial delay associated with de-interleaving.

Assigning of new parameter values to random access points was not seen necessary, because in most cases sprop-max-don-diff can be used intelligently to control the initial buffering in the deinterleaving process. Therefore no syntax and semantics are proposed for RTSP PLAY response or 3GP file format.

5 Appendix: Peak Bitrate in MPEG-4 VBV/VCV Operation

MPEG-4 VBV operates roughly as follows: The buffer is initially empty. vbv_buffer_occupancy defines a way to fill the buffer to a certain occupancy level before the consumption of buffer data is begun. The buffer is filled in at a data rate of the connection in use. The maximum data rate is limited by the video coding profile and level in use. A frame is instantaneously removed from the buffer at its decoding time. The buffer must not overflow. Moreover, the buffer must not underflow, i.e., a frame must be entirely in the buffer before its decoding time.

When a frame is removed from the VBV buffer, it is placed in the Video Complexity Verifier (VCV) buffer. The VCV buffer has space for a certain amount of macroblocks defined in the profile and level in use. Macroblocks are removed from the VCV buffer at a rate defined in the profile and level in use. For example, in MPEG-4 Visual Simple Profile at Level 0, the size of the VCV buffer is 99 macroblocks and the VCV decoder rate is 1485 macroblocks per second (which corresponds to 15 QCIF frames per second). The VCV buffer must not overflow.

MPEG-4 VBV and VCV can be considered to model a real decoder. VBV represents buffering before decoding, while VCV represents the decoding process itself. The size of the VBV buffer and the maximum input rate (in bits per second) of the VBV buffer are specified in the profile and level in use. The decoding speed is defined in macroblocks per second and it is independent of the coded size of the macroblocks (in bits). Thus, a decoder must be able to decode the biggest possible picture (VOP) that fits into the VBV buffer in real-time and as fast as any smaller pictures. In MPEG-4 Visual Simple Profile at Level 0, the size of the VBV buffer is 20480 bytes. Consequently, a decoder should be able to decode a 20480-byte frame in 1/15 seconds, which corresponds to decoding rate of 2 457 600 bps! Such huge frames are of course extremely rare. Normal QCIF-sized INTRA frames are from two to three kilobytes, which corresponds to decoding rate ranging from 240 000 bps to 360 000 bps. Processing bit rates of several hundreds of thousands of bits per second is very challenging for a decoder implementation that is designed to handle a maximum of 64-kbps average bit-rate. 
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