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Abstract of the contribution:

This contribution describes different options for MRF discovery in OSCAR and proposes some editor’s notes for inclusion in TR 23.849.

Introduction

TR 23.849 currently describes two options for MRF discovery:
a) Interrogate MRB in VPLMN and get back MRF address.

b) Get MRF address from configuration or roaming info.

Option a) in the TR further focuses on the relay MRB option documented in TS 23.218 and draft-ietf-mediactrl-mrb, rather than the in-line MRB option.  This paper focuses on MRB options (in particular the in-line MRB), based on the observation that it is probably undesirable to require that all application servers must be updated to support MRF discovery procedures.

Annex A proposes the addition of some editor’s notes to TR 23.849.

Annex B includes text from subclause 4 of http://www.ietf.org/id/draft-ietf-mediactrl-mrb-07.txt, which describes the different MRB deployment scenarios.

Query MRB vs. In-line MRB

Annex B highlights two major architecture options for MRB deployment, query MRB and in-line MRB.
In addition to (and perhaps instead of) describing the query MRB option for allocation of resources in a roamed-to network, we propose that the study focus on the in-line MRB option for the following reasons:

· The in-line MRB simplifies the AS behavior by proxying requests onward to the MRF.
· If the first MRF resource contacted is unavailable, the in-line MRB can retry to alternate MRF resources if necessary without involving the application server.

· The in-line MRB can potentially provide security functions associated with access to an MRF in a different network, including topology hiding, header filtering, access control and service authorization.  These functions would not be required for an in-network resource.

MRB location

The TR currently describes the MRB as being located in the VPLMN, but there are significant advantages to MRB placement in the HPLMN for application servers located in the HPLMN or in 3rd party networks:

· If an MRB located in a VPLMN is unable to identify an available MRF resource within the VPLMN, it would not be reasonable for this MRB to further search for MRF resources in the HPLMN or elsewhere.  After receiving a failure notification from the MRB in the VPLMN, the application server would be required to contact one or more other MRBs to local a MRF in an alternate network. As an alternative, if the MRB is in the HPLMN, then it could assume responsibility for allocating the best available MRF within one of several networks and completely isolate the application server from any responsibility for retry procedures.
· The AS only needs to provision information on how to access a single MRB in the HPLMN.
· An AS need only maintain secure access to servers in the HPLMN, thus avoiding the need to maintain direct interconnection and related security procedures to all possible roaming networks.  This feature is particular attractive for 3rd party AS.

MRB chaining

The IETF MRB draft does not address inter-network MRF access and assumes that only one MRB is needed.  In the discussion above, arguments favor placement of the MRB in the HPLMN, but there are also advantages to placing at least some MRB functions in the same network as the requested MRF (e.g., VPLMN).  For example, the MRB in the VPLMN can keep track of all in-network MRF resources while providing security features such as topology hiding, access control and authorization.
We propose to enhance the reference architecture to allow for two MRBs: one within the same network as the MRF it advertises; and a 2nd with knowledge of MRBs in multiple networks.  The first MRB is responsible for finding an appropriate resource within its network and for protecting access to those resources.  The second MRB is responsible for querying different network MRBs to find the optimal resource, and for protecting the integrity of the HPLMN.

Summary

We propose to discuss the suggestions above regarding query MRB vs. in-line MRB, MRB location, and MRB chaining.  We also propose to include the editor’s notes from Annex A in TR 23.849.

Annex A

Proposed changes to TS 23.849:

5.2
Solution Alternatives for Allocation of Resources

Editor's Note: This document shall contain information on the in-line MRB option in addition to the query MRB option currently described, and its potential advantages.

Editor's Note: This document shall contain a discussion of MRB placement in HPLMN vs. VPLMN.

Editor's Note: This document shall include discussion of the potential advantages of placement of specialized MRBs in both the VPLMN and the HPLMN.

Annex B
Subclause 4 of http://www.ietf.org/id/draft-ietf-mediactrl-mrb-07.txt
4.  Deployment Scenario Options

   On researching Media Resource Brokering it became clear that a couple

   of high level models exist.  The general principles of "in-line" and

   "query" MRB concepts are discussed in the rest of this section.

4.1.  Query MRB

   The "Query" model for MRB interactions provides the ability for a

   client of media services (for example an Application Server) to "ask"

   an MRB for an appropriate Media Server, as illustrated in Figure 5.

                        +---+-----+---+

          +------------>|     MRB     |<----------+----<-----+---+

          |             +-------------+        (1)|          |   |

          |                                       |          |   |

          |(2)                             +---+--+--+---+   |   |

          |                                |    Media    |   |   |

          |                          +---->|    Server   |   |   |

          |                          |     +-------------+   |   |

          |                          |                    (1)|   |

   +---+--+--+---+                   |     +---+-----+---+   |   |

   | Application |                   |     |    Media    |   |   |

   |   Server    |<-----+-MS Control-+---->|    Server   |->-+   |

   +-------------+          (3)      |     +-------------+       |

                                     |                           |

                                     |     +---+-----+---+    (1)|

                                     +---->|    Media    |       |

                                           |    Server   |--->---+

                                           +---+-----+---+

                            Figure 5: Query MRB

   In this deployment, the Media Servers use the "Media Server Resource

   Publish Interface", as discussed in Section 5.1, to convey capability

   sets as well as resource information.  This is depicted by (1) in

   Figure 5.  It is then the MRB's responsibility to accumulate all

   appropriate information relating to media services in the logical

   deployment cluster.  The Application Server (or other media services

   client) is then able to query the MRB for an appropriate resource (as

   identified by (2) in Figure 5).  Such a query would carry specific

   information related to the Media Service required and enable the MRB

   to provide an increased accuracy in its response.  This particular

   interface is discussed in "Media Resource Consumer Interface" in

   Section 5.2.  The Application Server is then able to direct control

   commands (for example create conference) and Media Dialogs to the

   appropriate Media Server, as shown by (3) in Figure 5.  Additionally,

   with Query MRB, the MRB is not in the signaling path between the AS

   and the selected MS resource.

4.1.1.  Hybrid Query MRB

   As mentioned previously, it is the intention that a tool kit is

   provided for MRB functionality within a MediaCtrl architecture.  It

   is expected that in specific deployment scenarios the role of the MRB

   might be co-hosted as a hybrid logical entity with an Application

   Server, as shown in Figure 6.

          +------------<----------------<---------+----<-----+---+

          |                     (1)               |          |   |

          |                                       |          |   |

          |                                +---+--+--+---+   |   |

          |                                |    Media    |   |   |

          V                          +---->|    Server   |   |   |

   +------+------+                   |     +-------------+   |   |

   |     MRB     |                   |                       |   |

   +---+--+--+---+                   |     +---+-----+---+   |   |

   | Application |                   |     |    Media    |   |   |

   |   Server    |<-----+-MS Control-+---->|    Server   |->-+   |

   +-------------+                   |     +-------------+       |

                                     |                           |

                                     |     +---+-----+---+       |

                                     +---->|    Media    |       |

                                           |    Server   |--->---+

                                           +---+-----+---+

                  Figure 6: Hybrid Query MRB - AS Hosted

   This diagram is identical to that in Figure 5 with the exception that

   the MRB is now hosted on the Application Server.  The "Media Server

   Publish Interface" is still being used to accumulate resource

   information at the MRB but as it is co-hosted on the Application

   Server, the "Media Server Consumer Interface" has collapsed.  It

   might still exist within the Application Server/MRB interaction but

   this is an implementation issue.  This type of deployment suits a

   single Application Server environment but it should be noted that a

   "Media Server Consumer Interface" could then be offered from the

   hybrid if required.

   In a similar manner, the Media Server could also act as a hybrid for

   the deployment cluster, as illustrated in Figure 7.

                                   (1)                 +---+-----+---+

   +---+---+------------->---------------->----------->|     MRB     |

   |   |   |   +---+--+--+---+                         +---+-----+---+

   |   |   +-<-| Application |                         |    Media    |

   |   |       |   Server    |<--+-MS Control-+------->|    Server   |

   |   |       +-------------+                   |     +-------------+

   |   |                                         |

   |   |       +---+--+--+---+                   |

   |   +---<---| Application |                   |

   |           |   Server    |<--+-MS Control-+--+

   |           +-------------+                   |

   |                                             |

   |           +---+--+--+---+                   |

   +---<-------| Application |                   |

               |   Server    |<--+-MS Control-+--+

               +-------------+

                  Figure 7: Hybrid Query MRB - MS Hosted

   This time the MRB has collapsed and is co-hosted by the Media Server.

   The "Media Server Consumer Interface" is still available to the

   Application Servers (1) to query Media Server resources.  This time

   the "Media Server Publish Interface" has collapsed onto the Media

   Server.  It might still exist within the Media Server/MRB interaction

   but this is an implementation issue.  This type of deployment suits a

   single Media Server environment but it should be noted that a "Media

   Server Publish Interface" could then be offered from the hybrid if

   required.  A typical use case scenario for such a topology would be a

   single MS representing a pool of MSs in a cluster.  In that case, the

   MRB would actually be handling a cluster of MSs, rather than one.

4.2.  In-Line MRB

   The "In-line" MRB is architecturally different from the "Query" model

   that was discussed in the previous section.  The concept of a

   separate query disappears.  The client of the MRB simply uses the

   media resource control and media dialog signalling to involve the

   MRB.  This type of deployment is illustrated in Figure 8.

                               +-------<----------+----<-------+---+

                               |                  | (1)        |   |

                               |                  |            |   |

                               |             +---+--+--+---+   |   |

                               |             |    Media    |   |   |

                               |     +------>|    Server   |   |   |

                               |     |(3)    +-------------+   |   |

                               |     |                      (1)|   |

   +---+--+--+---+             |     |       +---+-----+---+   |   |

   | Application |  (2) +---+--V--+---+  (3) |    Media    |   |   |

   |   Server    |----->|     MRB     |----->|    Server   |->-+   |

   +-------------+      +---+-----+---+      +-------------+       |

                                     |                             |

                                     |   (3) +---+-----+---+    (1)|

                                     +------>|    Media    |       |

                                             |    Server   |--->---+

                                             +---+-----+---+

                           Figure 8: In-line MRB

   The Media Servers still use the 'Media Server Publish Interface' to

   convey capabilities and resources to the MRB - as illustrated by (1).

   The media server Control (and Media dialogs as well, if required) is

   sent to the MRB (2) which then selects an appropriate Media Server

   (3) and would stay in the signaling path between the AS and the MS

   resource for the handled dialogs.

   In-line MRB can be split into two distinct logical roles which can be

   applied on a per request basis.  They are:

   In-line Unaware MRB Mode (IUMM):  Allows an MRB to act on behalf of

      clients requiring media services who are not aware of an MRB or

      its operation.  In this case the AS does not provide explicit

      information on the kind of MS resource it needs (as in

      Section 5.2) and the MRB is left to deduce it by potentially

      inspecting other information in the request from the AS; for

      example, SDP content, or address of the requesting AS, or

      additional Request-URI parameters as per RFC 4240 [RFC4240].

   In-line Aware MRB Mode (IAMM):  Allows an MRB to act on behalf of

      clients requiring media services who are aware of an MRB and its

      operation.  In particular it allows the AS to explicitly the

      convey the same kinds of MS characteristics desired as does the

      Query MRB mode (as in Section 5.2).

   In either role, the MRB would deduce that the selected MS resources

   are no longer needed when the AS terminates the corresponding dialog.

   The two modes are discussed in more detail in Section 5.3.
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