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1
Introduction
Clause 6 of TR 23.818, “Analysis of impact of non call related IMS signalling” describes that SIP is used for more than the establishment of real-time services, and that one important service that requires consideration is presence. Presence signalling can result in both a high number of messages over the air interface as well as a large size of messages.
This contribution further explores means to reduce the impact of non-call related signalling to an ongoing call, with the aim of having a solution in the release 7 timeframe for this issue.
2
Discussion

2.1
General

When the SIP signalling is used to transport payload, such as it is with presence, this can cause interference with call establishment as well as with the media of ongoing calls.  As non-call related signalling such as presence is transported at the same priority as the call establishment signalling, it can interfere with the call establishment of the user receiving the presence information, as well as the other users trying to share the same transmission resources in a cell.

When WCDMA HSPA is used as an access, this can mean that the service coverage of multimedia IMS real-time services containing e.g. video is reduced. The additional bits caused by non-call related signalling e.g. presence may be sent with higher priority than real-time media, using the signalling indication set to ‘yes’, thus causing audible and visible disturbances near the coverage limit for the multimedia IMS real-time service. 
When the GERAN is used as an access, the available bit-rate will in many cases be too low to carry large prioritized presence messages without causing audible disturbances in a basic voice call ongoing in parallel. 
With the above in mind, section 6 describes some tools to minimise the impacts of the problem, however the problem still occurs.
2.2
Solutions
In addition to minimising the impact, this contribution identifies two types of solutions.  An application level solution and a transport level solution.  These are described below.
2.2.1 
Application level solutions

Application level solutions are a means to prevent non-call related signalling e.g. presence when a call is ongoing.  For presence, this would imply that the presence NOTIFY’s would not be sent over the air interface towards the user while a call is ongoing.  There may be more than one way to accomplish this, however as the application level does not have accurate information regarding the state of the radio network, application level solutions will always prevent the sending of the presence information even if there was sufficient radio capacity to transport this over the air interface.

This is viewed as a much more brutal approach than is desired.
2.2.2
Transport level solutions
Transport level solutions are based upon find a means to prioritise the non-call related signalling differently through the IP-CAN (e.g. over the air interface).
In 3GPP networks, this is based upon sending the presence signalling on a different PDP context to the SIP signalling used to establish a call.  This can allow a different prioritization over the air interface, avoiding impacting ongoing calls in overload situations.

As transport level solutions allow the presence signalling to be transported to the user when there is sufficient radio traffic, while minimising the impact to ongoing calls, this contribution considers these solutions to be the preferred approach.

2.2.3
Detailing transport level solutions

With the transport level solutions, a means is needed to separate the e.g. presence signalling onto a different PDP context (both downlink and uplink).  This contribution identifies two solutions for this: placing non-call related signalling a separate IP port to the rest of the SIP signalling; or through the use of the differentiated service code point (DSCP) IP header. (The DSCP head is used to provide differentiated treatment at the IP transport level).
Placing the non-call related signalling on a separate IP port would imply the following:

· the UE would have to register multiple contacts, one for call related signalling and another for non-call related signalling;

· the multiple contacts would imply multiplying the number of security associations between the UE and the P-CSCF; the current registration procedure would be impacted;
· the multiple contacts might imply multiplying the number of sigcomp flows;

· the multiple contacts would be propagated into the S-CSCF and would be in the scope of the normal forking behaviour; this would require additional means to suppress/change the normal forking logic;
· the multiple contacts related to one UE might require signalling means to associate them to avoid misconception during registration and for subscribers to registration event package;
Transport the non-call related signalling with a separate DSCP value would imply the following:

· the P-CSCF would require logic to differentiate call and non-call related SIP signalling in order to set respective DSCP values;
· The GGSN would map different DSCPs to different QoS PDP contexts;

· The UE would map the uplink non-call related traffic to the different PDP contexts.

The use of the DSCP approach limits the standardisation required, even though it does have some limitations.  As the DSCP code points are sometimes mapped at network boundaries, the DSCP approach works best if the GGSN and the P-CSCF are in the same network (as described in standards today) or at least the SLA between the networks takes into account the DSCP values for the call signalling and the non-call related signalling.
3
Proposal

This contribution proposes that the transport level solution using DSCP header to differentiate the non-call related signalling is taken forward as a working assumption and further studied as a solution for the release 7 timeframe.
It is propose that the following text is included into TR 23.818.
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6.2
Solution analysis

6.2.1
Limiting traffic load

The traffic load created by presence is a function of the number of presentities on the buddy-list, the number of presence states (see Annex B) and also the presence model used. The following presence models are commonly used:

-
Push
-
Updates presence status at the watcher when state change (the presence model used in the traffic model above)

-
Good interactivity but creates potentially lot of traffic

-
Throttling
-
The notification messages are grouped together at the server and cumulative notifications are periodically sent to the watchers. (If updates have occurred)

-
Less interactivity than Push, creates less traffic than Push.

-
Pull
-
The watchers have to manually pull the server for presence updates

-
Lower interactivity than Push may create less traffic than Push (depends on user behaviour)

It is recommended that the presence client on a 3GPP terminal use the pull or throttling model when the presence client is not active on the watchers screen to limit traffic for users not actively monitoring their buddy lists.

It should be noted that the presence service is defined by the Open Mobile Alliance (OMA). Decisions on including procedures to limiting traffic load needs to be taken by OMA:

6.2.2
Reducing message size

The IETF has developed a SIP dictionary [RFC3485] to increase compression of “ordinary” SIP terms. A similar effort would to develop a presence dictionary for SigComp.

Having a presence dictionary for SigComp can provide means for:

-
increase compression ratio - reduced traffic & delay;

-
decreases the impact of presence on SigComp with dynamic compression.

If such dictionary is developed by IETF, 3GPP needs to support the presence dictionary by including support for it in [3GPP TS24.229].
6.2.3
Supporting different prioritisation of the non-call related signalling through the IP-CAN
In order to ensure that non-call related signalling (such as presence) does not interfere with call establishment, or the media for ongoing calls, to either the user receiving the non-call related signalling, and other users sharing the same transmission resources (e.g. the same call in a cellular network), a means is required to transport the non-call related signalling through the IP-CAN at a lower priority than the real-time media and call related signalling.  This is to allow the IP-CAN to provide a different handling in congestion situations, while still allowing the non-call related signalling to get through when there is sufficient transport capacity to do so. 
The different prioritisation could be achieved by placing the non-call related signalling a separate IP port to the rest of the SIP signalling; or through the use of the differentiated service code point (DSCP) IP header. (The DSCP head is used to provide differentiated treatment at the IP transport level).

Placing the non-call related signalling on a separate IP port would imply the following:

-
The UE would have to register multiple contacts, one for call related signalling and another for non-call related signalling;

-
The multiple contacts would imply multiplying the number of security associations between the UE and the P-CSCF; the current registration procedure would be impacted;

-
The multiple contacts might imply multiplying the number of sigcomp flows;

-
The multiple contacts would be propagated into the S-CSCF and would be in the scope of the normal forking behaviour; this would require additional means to suppress/change the normal forking logic;

-
The multiple contacts related to one UE might require signalling means to associate them to avoid misconception during registration and for subscribers to registration event package;

Transport the non-call related signalling with a separate DSCP value would imply the following:

-
The P-CSCF would require logic to differentiate call and non-call related SIP signalling in order to set respective DSCP values;

-
The GGSN would map different DSCPs to different QoS PDP contexts;

-
The UE would map the uplink non-call related traffic to the different PDP contexts.

The use of the DSCP approach limits the standardisation required, even though it does have some limitations.  As the DSCP code points are sometimes mapped at network boundaries, the DSCP approach works best if the GGSN and the P-CSCF are in the same network (as described in standards today) or at least the SLA between the networks takes into account the DSCP values for the call signalling and the non-call related signalling.
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