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Discussion

The use of GRUUs in IMS has the potential to introduce new privacy issues. The specifics depend on how GRUUs are represented and translated. The requirement in TS 23.808 is “It shall be possible to apply same level of privacy irrespective whether GRUU is used or not.” Whether a particular use of GRUU passes or fails this test is affected not only by the GRUU implementation, but also by the level of privacy afforded by IMS without GRUU.
What level(s) of Privacy are available in IMS, and how does GRUU interact with them?

The basic mechanisms for Privacy are spelled out in RFCs 3323 and 3325. RFC 3323 introduces the Privacy header with the options "header", "session", "user", "none", while RFC 3325 adds the option “id”. Of these, the ones of significance to the current discussion are “id”, “header”, and possibly “session”.
The Privacy value of “id” is explicity intended for realization of the conventional “callerid blocking” functions found in many telephony systems. Other than “none” it is the weakest, and least costly to implement, form of privacy offered by the Privacy header. It causes the P-Asserted-Identity header to be removed when a request leaves the trust domain. If the UE also takes care about what else it puts into a request this provides at least superficial privacy. However this can still leak signfificant identity hints to a sufficiently motivated peer. For instance, the Contact address and any media addresses in SDP are still available. While these addresses are usually not translatable in a straightorward way to a Public User Identity, they may be sufficient to identify the provider and the geographic location of the UE. More significantly, they can be used for correlation. All calls from a particular contact address may be inferred to be from the same caller. If some calls omit ‘Privacy:id’, then a correlation with the public user identity can be made and carried over to calls with privacy is invoked.
These weaknesses can be resolved by using higher levels of privacy. ‘Privacy:header’ will prevent correlation using the contact address. ‘Privacy:session’ will prevent correlation with media addresses. To get complete privacy requires use of ‘Privacy:id,header,session’. The use of “header” requires a THIG or similar kind of B2BUA. The use of “session” requires a B2BUA that terminates and reoriginates media. These are costly operations conpared to simply using ‘Privacy:id’.
So one question is: is ‘Privacy:id’ ever enough? If so, then correlation attacks must be acceptable.

Impact of Privacy on GRUU 

The most simple and straightforward representation of a GRUU, described in draft-ietf-sip-gruu-07, is simply to add ‘gruu’ and ‘opaque’ URI parameters to the Public User Identity, with the value of the ‘opaque’ parameter being the instance ID. This has some very convenient properties, including ease of recovering the Public User Identity from the GRUU. But that convenience comes at the price. If a request contains a GRUU of this sort, and ‘Privacy:id’, then while the recipient will not get the P-Asserted-Identity header, it will still be able to recover the public identiy from the GRUU. This is similar to correlation attack with a regular contact address, but is somewhat worse because the Public Identity is directly recoverable. A UE that follows standard procedures will not display the callerid, but a UE that has been suitably “hacked” can do so. To preserve better privacy when using this kind of GRUU it would be necessary to use ‘Privacy:id,header’.

Using ‘Privacy:header’ with messages containing GRUUs may also impact how header privacy is implemented, in order to avoid breaking procedures that depend on GRUUs. The following are special considerations:

· when the contact URI is replaced, the replacement URI must carry the ‘gruu’ URI parameter to indicate it is a GRUU;

· when the contact URI is replaced, the replacement URI must still have the GRUU property. A new request addressed to this URI, outside of the original dialog, possibly originated by a different user in the same or a different IMS operator’s network or from a non-IMS network in the internet, must properly route to a network element that can translate the the URI back to the original GRUU and properly route the request onward.
· The duration over which the translation of the GRUU is valid must be at least as long as the dialog containing the request in which the GRUU was translated. (Longer durations are FFS.)

Anonymous GRUUs

Rather than using ‘Privacy:header’ for all anonymous requests, it may be desirable to use a different form of GRUU (an Anonymous GRUU) that will preserve privacy when used in conjunction with ‘Privacy:id’.

Such a GRUU must have the GRUU property – namely that it be globally routable. In the context of IMS this means that when routed using normal sip routing rules it will arrive at some element that can recover the corresponding Public User Identity and then route to the S-CSCF responsible for the Public User Identity. (This routing and translation could happen in stages – it could route via RFC3263 rules to an I-CSCF and then be routed using other rules to an S-CSCF that can recover the Public User Identity. Or it could first route to an I-CSCF that recovers the Public User Identity and then routes to an S-CSCF. Or the GRUU could route directly to an S-CSCF via RFC3263 rules and then the S-CSCF could recover the Public User Identity. And there are no doubt other possibilities.)
To provide strong anonymity, an anonymous GRUU should only be used for one call. If it is used for more than one call, then it is possible to determine that both calls were made by the same caller. It is hard to say when or if this degree of anonymity is required. There could be some level of policy control over this. Because the UE is the one that uses the GRUU, it is the best candidate to decide whether to use an old anonymous GRUU or obtain a new one. This in turn implies the need for a mechanism to request a new anonymous GRUU. But the assignment of a new anonymous GRUU must not invalidate a previously assigned anonymous GRUU. An example of when this is important is when the UE has two calls active at the same time.  (E.g. by making one call, putting it on hold, and then making another call.) Both calls could be anonymous, and might need different GRUUs. Each GRUU needs to remain functional for at least the duration of its respective call. So requesting a new GRUU for the second call should not invalidate the one assigned previously.
But an anonymous GRUU need not remain valid forever. It need only remain valid as long as the UE that requested it desires to handle requests addressed to it. A lower bound is the duration of a dialog using the GRUU as a contact address. A reasonable upper bound for anonymous GRUUs is the time the UE remains registered. In practice the UE will have a particular desired lifetime based on the use to which it applied the GRUU.

TR-23.808 specifies that the same GRUU always be generated for a particular pairing of Public User Identity and Instance Identifier. This clearly cannot be the case for anonymous GRUUs. If that is truly a requirement for public GRUUs, then an anonymous GRUU must be only a supplement for a public GRUU, not a replacement. In that case an anonymous GRUU would be used for an anonymous requests, and the public gruu used for public requests. The UE must have a way to specify whether it is requesting public or anonymous GRUUs, or both, and must make the appropriate request(s) based on its planned usage. The existing IETF draft on GRUU does not provide a way to make this distinction. That draft is almost certainly too close to RFC status now to be ammended in this way. So another standards track draft is probably necessary to accomplish this.
An alternative might be to relax the requirement in 23.808. A UE might request one GRUU for use with public calls, and then request others as needed for use with anonymous requests. In this case all the GRUUs would be “anonymous”, and only the UE would be aware that one was being used for public calls. The S-CSCF would then have a common policy about the lifetime of each GRUU. In that case all GRUUs would have bounded lifetimes.
Without introducing entirely new network elements into IMS, the domain name portion of the anonymous GRUU will need to be something that can be reached directly by any potential caller vai normal SIP routing. One way of achieving this is for it to resolve to an I-CSCF. 
Another possibility is for the domain name of the anonymous GRUU to resolve directly to the S-CSCF that assigned it. If the domain name of the S-CSCF is used, then the S-CSCF must itself be reachable directly via the originating routing path of any potential caller. In general this means that the S-CSCF would probably need to be reachable directly from the public internet. That has impacts on firewall administration, and bypasses the topology hiding features of IMS. This possibility is sufficiently unattractive that is will not be further considered in this paper.
The user part and/or URI parameters may then carry information about the specific target – the Public User Identity and the Instance ID. This information must be recoverable from the URI by the element the domain name routes to. But it must be impossible or computationally difficult for an element outside the trust domain to be able to recover this information. There seem to be two general approaches to doing this:
· Table lookup using all, or a well known part, of the GRUU to obtain the target info

· The target info may be encrypted in the GRUU, and recovered using cryptographic processes using a key known to the element that is doing the recovery.

Anonymous GRUUs – Table Based
Neither technique is ideal. If table lookup is used, then the table must be stored somewhere. The table needs to be updated each time a new GRUU is assigned, and the table entry preserved for the life of the GRUU. Public GRUUs in general should remain valid for long periods of time, even when the Public User Identity is not assigned to any S-CSCF. This ideally should also be true for anonymous GRUUs if they are the only kind of GRUU. If there are both anonymous and public GRUUs then it is likely that only the public ones need be long lived, while the anonymous GRUUs may have a lifetime limited to the association of the Public User Identity with an S-CSCF, or perhaps only the duration of a dialog.

The lookup table must be accessible at the point where the request is routed to the terminating S-CSCF. This means it must either be part of the HSS, or something else available to the I-CSCF. But it must also be available to the S-CSCF for updating when new GRUUs are assigned, and so that incoming requests addressed to a GRUU can be properly recognized by the S-CSCF itself. This implies a requirement for distributed tables, or a table server.
One possibility is to make all GRUUs be entries in the HSS – just another specialized form of Public User Identity. A big problem with this approach is that the S-CSCF would have to make updates to the HSS each time a GRUU is assigned. Another problem is that this would vastly increase the number of entries in the HSS. If all UEs use GRUUs, then this would at least double the number of entries, and further increase it if there are multiple UEs using a particular Public User Identity. Updates to the HSS by the S-CSCF would require a new interface between the HSS and S-CSCFs. This approach would also slow down registrations by incurring another interaction with the HSS to do the update, and would increase the transactional load on the HSS.
An alternative table based approach is to keep the table in the S-CSCF. In this case the format of the GRUU is as an instance of a wildcard-PSI. The wildcard-PSI is then registered in the HSS, and refers to a particular S-CSCF. The value placed in the portion of the URI that matches the wildcard is the key in a table of GRUUs managed by the S-CSCF. Each S-CSCF requires a unique wildcard-PSI that it can use for the purpose of assigning GRUUs. This must be provisioned in both the HSS and the S-CSCF. But then no distributed table maintenance is required. A limitation to this approach is that the lifetime of the GRUU is limited to the period during which the Public User Identity is associated with a particular S-CSCF. This may be sufficient for GRUUs used with anonymous requests. Another possible disadvantage of this approach is that the use of a PSI per S-CSCF potentially discloses a bit of toplogy information to the outside world. It may be possible to mitigate this through clever formatting of the PSI.
Anonymous GRUUs – Encryption Based
Encryption based approaches are a bit like the table based ones, except instead of distributing the table you must distribute the encryption keys.

An issue is how many keys are used, when are they changed, and how is the key to use for a particular GRUU determined. If a single key is used for a long time, for all GRUUs, then someone observing the system will probably find a way to break the encryption and be able to translate all the GRUUs. If keys are changed, then each old key need to be retained as long as there is a valid GRUU that depends upon it. And there must be some way to determine which key to use to decrypt each GRUU.
If decryption of GRUUs is done by the I-CSCFs, then keys need to be shared between them and the S-CSCFs. This would require a new mechanism. They keys would also most likely need to be stored in persistent storage. The HSS would seem a likely candidate for storage of the keys, but then a new interface would be required to update and access the keys in the HSS, for both the I-CSCFs that decrypt and the S-CSCFs that both encrypt and decrypt.

Alternatively, the encryption and decryption could be done solely in the S-CSCFs. This is just a variation on the table based approach with tables in the S-CSCF and the GRUU represented as an instance of a wildcarded-PSI. In this case the choice of whether to use tables or encryption is just an implementation matter for an S-CSCF, and does not affect other components of the system.

Managing Multiple GRUUs

If we accept the need for both publc and anonymous GRUUs then there needs to be a way to specify which is being requested. This capability is not currently addressed in the GRUU draft.

And if we accept the need for multiple anonymous GRUUs, then there needs to be a way to request a new one, rather than simply another copy of the one already assigned.  There is currently no way to explicitly specify this. Potentially it could be addressed with the current specifications by assuming that each registration that contains a contact address with an instance id, and the specifies support for GRUU is in fact a request for a new GRUU.
Managing Lifetimes of Anonymous GRUUs

Only the UE knows for sure what lifetime is appropriate for an anonymous GRUU. It must be long enough to allow features that depend on the GRUU to function. But it should not extend longer than necessary, because when it does it provides the opportunity for that GRUU to be used to initiate an unrelated request.

There seem to be a few ways that the lifetime of a GRUU might be controlled by the UE:

1. The S-CSCF could maintain state for each active GRUU. It then invalidates each GRUU based on events it observes, such as the request for another GRUU, or the termination of all dialogs using the GRUU.

2. The S-CSCF could maintain the state for each active GRUU. It then invalidates each GRUU based on an explicit request from the UE.

3. The S-CSCF could keep no state for each active GRUU. Instead the GRUU is formatted so that the Public User ID and instance ID are recoverable from it. A public gruu remains valid forever. A Private GRUU remains valid (from the perspective of the S-CSCF) for the duration of the registration (including refreshes) in which it was assigned. The UE decides for itself when a particular GRUU becomes invalid and ceases honoring requests addressed to that GRUU.
There are problems with all of these. Both (1) and (2) require the S-CSCF to keep state for all active GRUUs. This is potentially a lot of extra work. In addition, (1) suffers from depending on the S-CSCF to determine the end of life for a GRUU. That limits the flexibility of the UE and the features it supports. (2) suffers from requiring extra interactions between the UE and the S-CSCF, and it isn’t obvious what kind of interaction would be suitable for the purpose. 

Option (3) appears not to be possible using existing SIP standards and the drafts that are already on track to become standards. The problem is that it requires the UE to be able to distinguish whether an incoming request was addressed to a Public User Identity or to a GRUU, and the existing specifications don’t provide for that. The S-CSCF does populate the P-Called-Party header when it translates a Public User Identity to a contact, and it will need to also do so when translating a GRUU. But the P-CSCF uses P-Called-Party to populate the P-Asserted-Identity header of responses, so when a GRUU is translated, P-Called-Party must be populated with the corresponding Public User ID. So that doesn’t help in deciding if a GRUU was used.

It appears that additional standards work will be required to provide a way to indicate that a GRUU was targetted, and which one. 
Conclusions

1. We must choose between a few directions:

a. A single (public) GRUU format, based on the recommendation in draft-ietf-sip-gruu-07. 

b. Two GRUU formats – one public GRUU format for use in requests when identity is not hidden, and another private GRUU format for use when identity is hidden.

c. A single (private) GRUU format, supporting multiple simultaneously active anonymous GRUUs.

Choice (a) is easier to realize but has some performance penalties for anonymous calls.
Choice (b) mitigates the performance penalties, but is more complex and most likely requires a new RFC. It probably cannot be realized in the R7 timeframe because of the new for new standardization work.

Choice (c) doesn’t meet the requirement of 23.808 for a single permanently valid GRUU. It remains to be seen whether than requirement is negotiable. If it is, then there are still issues managing the lifetimes of the GRUUs. (Choices (b) and (c) share these issues.) 
It seems that (b) and (c) are not feasible for the timeframe of R7. That leaves only (a) as an option for R7. However it is far from ideal. Work should also proceed to choose among (b) and (c), and then initiate the required standardization work, so that the resulting solution may be incorporated into R8.
2. When following choice (a), changes may be required to the components that support anonymization for ‘Privacy:header’ and topology hiding, to prevent breaking GRUUs. 
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