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Abstract of the contribution: Triggered by several recent proposals to expand the existing set of standardized QCI values (as specified in TS 23.203), this Discussion Paper explores the current SA2 methodology for assigning new standardized QCI values. It identifies several issues, specifically related to the assignment of new QCI Priority Level values, and discusses two potential options to address these issues. A new optional information element is proposed to be added, to overcome obstacles that are inherent in the current QCI assignment mechanism.
1. Background
Table 6.1.7 of TS 23.203 [3] specifies a set of standardized QoS characteristics associated with standardized QoS Class Identifier (QCI) values. These QoS characteristics include three attributes that are intrinsic to particular types of traffic: Resource Type (GBR or non-GBR), Packet Delay Budget (PDB), and Packet Error Loss Rate (PELR). The fourth QoS characteristic, the QCI Priority Level, has proven to be more difficult to quantify in a precise fashion, leading to subjective analysis and debate in conjunction with proposals to introduce new QCI values. This Discussion Paper explores the current SA2 methodology for assigning new standardized QCI Priority Level values, identifies several issues related to such assignments, and discusses two potential options to address these issues. A new optional information element is proposed to be added, to overcome obstacles that are inherent in the current QCI assignment mechanism.
Operator Requirements for Standardized QCI Values

Following the standardization of an initial set of nine QCI values in TS 23.203 (V8.2.0) back in 2Q 2008, no additional QCIs were standardized until 3Q 2014, when four additional QCI values were agreed in Rel-12 (pertaining to Mission Critical (MC) PTT voice, non-MC PTT voice, MC delay-sensitive signalling, and MC data) and subsequently revised in 4Q 2015.  In 3Q 2016, two additional QCI values were added for (GBR and non-GBR) V2X messages, bringing the total number of standardized QCI values to 15. During the most recent SA2#122 meeting, proposals were submitted to introduce additional standardized QCI values for MC Video and for Ultra-Reliable and Low Latency Communications (URLLC).  Although these CRs were noted (pending further analysis and feedback from other WGs), this recent activity suggests the need to re-consider what SA2 methodology should be applied for assigning new standardized QCI Priority Level values.
TS 22.261 [4] specifies a wide range of emerging services that are anticipated to require the system to support differentiated packet-handling treatment based on the relative priority of particular traffic. Clause 6.7.1 of TS 22.261 states: 
“The 5G network will need to support mechanisms that enable the decoupling of the priority of a particular communication from the associated QoS characteristics such as latency and reliability to allow flexibility to support different priority services (that need to be configurable to meet operator needs, consistent with operator policies and corresponding national and regional regulatory policies).”  
Network operators need to configure the relative priority amongst a growing set of priority services (e.g., Emergency communications, MPS [1], MCPTT [2], and various forms of preferential [silver/gold/platinum] groups), different priorities amongst different (signalling / voice / video / data) media within the context of a given service, as well as different priorities amongst different users of a given service,
 where such configuration must support the flexible assignment of priorities that are consistent with operator policies and corresponding national / regional regulatory policies.
Observation 1: SA1 has specified a large set of services, which require various QoS characteristics that will require a wide variety of packet handling treatments based on traffic: Resource Type (GBR or non-GBR), Packet Delay Budget (PDB), and Packet Error Loss Rate (PELR). 
Observation 2: Operators require the flexibility to assign different relative priorities to a particular type of media traffic, dependent upon the specific context in which it is used (e.g., assignment of different QCI priority level for “Conversational Voice” media, depending on whether it is used for “normal,” emergency services, or MPS), and can even allow distinct priorities for different users of the same service and same media type, based on operator policies and corresponding national / regional regulatory policies.
Existing QoS specifications (specifically pertaining to standardized QCI assignments) address relative priority amongst various media (e.g., voice vs. video), but are not adequate to fully accommodate priority amongst a growing number of priority services, e.g., drone control, air traffic control, V2X.  Many of these services share the same intrinsic QoS characteristics (such as delay and loss rate), but have different priority requirements.  It is left as a matter of operator preference, consistent with operator policies and national / regional regulations, to determine which of these services have priority over the others.  In times of natural or manmade disaster when not all users can be served, select priority services identified by the operator need to maintain a suitable level of performance (consistent with the intrinsic QoS characteristics).  This priority treatment must support satisfactory QoS, even when the communication capability of the system is impaired (e.g., due to congestion or partial network infrastructure outage, perhaps as a direct or indirect result of an emergency situation).
Observation 3: The existing set of standardized QCI assignments address relative priority between different types of media (e.g., voice vs. video), but are not adequate to fully accommodate priority amongst the growing number of priority services, or amongst the potential set of users for a particular service. 
Issue 1:  SA1 specifications require relative service priorities to be configurable based on operator policies and corresponding national / regional regulatory policies – thereby forcing such determination to be beyond the scope of 3GPP specifications. Such flexibility is incompatible with the current SA2 approach for standardized QCI assignments, whereby each type of traffic is assigned to a fixed QCI Priority Level that is independent of the specific service (or particular service user) making use of each traffic (media) type.
SA2 Specifications Concerning QCI Priority Level Usage
QCIs are an important ingredient to the overall solution which must be deployed to allocate system resources in a (priority-based) manner.  Based on SA2 specifications, the QCI Priority Level impacts the scheduling of particular packets (considering their relative importance) when the target PDB cannot be satisfied for all Service Data Flow (SDF) aggregates.  Key material concerning the use of QCI Priority Level is extracted from clause 6.1.7.2 (“Standardized QCI characteristics”) of TS 23.203:

“Services using a GBR QCI and sending at a rate smaller than or equal to GBR can in general assume that congestion related packet drops will not occur, and 98 percent of the packets shall not experience a delay exceeding the QCI's PDB. Exceptions (e.g. transient link outages) can always occur in a radio access system which may then lead to congestion related packet drops even for services using a GBR QCI and sending at a rate smaller than or equal to GBR. Packets that have not been dropped due to congestion may still be subject to non congestion related packet losses (see PELR below).

Every QCI (GBR and Non-GBR) is associated with a Priority level (see Table 6.1.7). The lowest Priority level value corresponds to the highest Priority. The Priority levels shall be used to differentiate between SDF aggregates of the same UE, and it shall also be used to differentiate between SDF aggregates from different UEs. Via its QCI an SDF aggregate is associated with a Priority level and a PDB. Scheduling between different SDF aggregates shall primarily be based on the PDB. If the target set by the PDB can no longer be met for one or more SDF aggregate(s) across all UEs that have sufficient radio channel quality then Priority shall be used as follows: in this case a scheduler shall meet the PDB of an SDF aggregate on Priority level N in preference to meeting the PDB of SDF aggregates on next Priority level greater than N, until the priority N SDF aggregate's GBR (in case of a GBR SDF aggregate) has been satisfied. Other aspects related to the treatment of traffic exceeding an SDF aggregate's GBR are out of scope of this specification.”
Observation 4: QCI Priority Level assignments are an important ingredient to the composite set of mechanisms that need to be applied appropriately, in order to satisfy the priority-related requirements for particular services.  The QCI Priority Level is used for scheduling between different SDF aggregates, when sufficient radio resources are not available to satisfy the target PDB for all SDF aggregates, and real-time decisions need to be made in response to potential short-term congestion events prior to application of more aggressive irreversible controls, such as dropping of established bearers.
Issue 2:  Given the role of QCI Priority Level for determining the relative importance among different types of traffic, there is a need to assess the potential impacts that particular QCI Priority Level assignments can have on other existing traffic.  A notable example of such impacts is the potential dropping of IMS signalling packets due to assignment of a QCI Priority Level lower than value ‘1’ (as assigned for IMS signalling) – which could hamper the ability to establish certain life-threatening or critical communications (e.g., associated with emergency calls or MPS), could result in dropping of media packets associated with these communications, and could disrupt the system’s ability to release existing sessions (thus hampering the system’s ability to recover from its current congested state).
Note: The focus of this Discussion Paper pertains to packet scheduling priorities (as impacted by QCI), which are distinct from admission and retention priorities (as impacted by ARP). EPS QoS uses the Allocation and Retention Priority (ARP) as a mechanism to determine the relative importance of a resource request, to indicate whether a bearer establishment or modification request can be accepted or needs to be rejected in case of resource limitations.
  Based on TS 23.401, the ARP priority is pertinent at the time of bearer establishment, and may also be relevant for determining what sessions to drop during conditions where exceptional resource limitations are experienced,
 yet is precluded from being used for the scheduling of individual packets (other than indirectly, to the extent that the ARP priority level may be used in addition to the QCI to determine the transport level packet marking, e.g., to set the DiffServ Code Point).
 Since the intended use of the ARP does not address differentiated scheduling of individual packets (associated with priority traffic), the use of ARP is not discussed further within this Discussion Paper.
Observation 5: Although ARP may be used to support admission and retention decisions concerning particular bearers, ARP is precluded from being used for the scheduling of individual packets. 
5G System (5GS) Efforts to Overcome Current QCI Limitations
The 5G QoS specifications explicitly support the decoupling of priority aspects from intrinsic QoS characteristics, via the ability to define non-standardized 5QI values. Such values allow the QoS priority level to be included among the set of QoS characteristics that can be flexibly signalled over the N2 interface between the AMF and the (R)AN. This mechanism allows traffic related to particular priority services to make use of an appropriate set of QoS characteristics that can be customized (via non-standardized 5QI values) to support particular priority services (as well as specific service users).  

Observation 6: The 5G QoS model supports non-standardized 5QI values, allowing 5QI Priority Level values (along with other QoS characteristics) to be configured by the network operator, and flexibly assigned to particular QoS flows based on operator policies and corresponding national / regional regulatory policies.
Clause 4.11.1.1
(“5GS to EPS handover using Nx interface”) of TS 23.502 [7] specifies procedures for handover from the 5GS to EPS, while acknowledging that “The details of QoS parameters mapping from 5GC to EPC and EPS bearer ID allocation is FFS.” Such procedures will need to address how particular 5G QoS parameters (particularly for a non-standardized 5QI value, which does not have a direct correspondence to a specific EPC standardized QCI value) are to be handled.  This is particularly important for priority traffic that is assigned an elevated 5QI Priority Level in 5G, and which is expected to maintain a similarly elevated QCI Priority Level when handed over to EPC.
Issue 3:  The 5G QoS model allows operators to flexibly assign Priority Level values (and other QoS characteristics) for non-standardized 5QI values. However, given that new and emerging services will need to be supported in both LTE and NR, an appropriate mechanism is required to address 5GS-EPS interworking aspects.  Priority traffic, that is assigned an elevated 5QI Priority Level in 5GS, should maintain a similarly elevated QCI Priority Level when it is handed over to EPC – as well as when handed back to 5GS.
The remainder of this Discussion Paper provides an analysis of two potential solutions to address the above 5GS-EPS interworking issue. The corresponding solutions are also evaluated in terms of their ability to address other limitations (as discussed above) that persist with the current QCI mechanism for EPC. Based on this analysis, the only solution that would provide the required flexibility to meet diverse operator requirements would be to introduce a new IE within the protocol.
2. Potential Solutions
Solution 1: based on expanded set of QCI values
The EPS QoS uses the QoS Class Identifier (QCI) as a mechanism to ensure bearer traffic is allocated appropriate QoS.  Different bearer traffic requires different QoS and therefore, different QCI values.  The QCI is a scalar that is used as a reference to node specific QoS characteristics that control bearer level packet forwarding treatment, and that are pre-configured by the operator owning the radio access network (e.g., eNodeB).  These QoS characteristics include Resource Type (GBR or non-GBR), Packet Delay Budget, Packet Error Loss Rate, and Priority Level. Table 6.1.7 of TS 23.203 [3] provides guidelines for the operator’s mapping of standardized QCI values to particular QoS characteristics.
Additional QCI values could be assigned to support different types of priority services that may require operator configured relative priority treatment.  However, there are several deficiencies to this approach:

1. Significant extensions to the current set of QCI values may be required, with potential delays as corresponding modifications to the specifications are deliberated and agreed upon.
2. Operational and specification changes are required every time a new QCI is introduced.

3. Consensus among operators would need to satisfy constraints imposed by all regulatory domains.  This is not likely and is a key deficiency of this solution.  It also fails to satisfy the SA1 requirement that relative priorities be configurable based on operator policies and corresponding national / regional regulatory policies.
4. Special treatment (e.g., applicability of VCC functionality and certain overload control behaviours) is currently linked to the use of certain standardized QCI values (e.g., QCI value ‘1’).  Such linkages would need to be extended to accommodate the introduction of new QCI values to support priority sub-classes of such traffic (e.g., to enable proper VCC processing for prioritised “Conversational voice” traffic).
Note that new QCI values might be pursued either as additional standardised QCI values (subject to all the above deficiencies) or as operator-specific values (subject to deficiencies 2 [operational aspect] and 4).
Solution 2: based on QCI in combination with new (QCI Priority Override) IE
During CT3#87, CT3 reviewed a discussion paper (C3-164073) and a proposed WID (C3-164074) to define a new protocol IE to indicate the relative priorities amongst a growing set of priority services, and different priorities amongst different media within the context of a given service.  Based on these discussions, CT3 sent an LS (C3-164205) to SA2, in which they “agreed that priority services (e.g., MPS) have an issue in both assignment of scheduling priority and transport level priority given the current set of standardized QCI assignments.” In the LS, CT3 requested SA2 input concerning particular actions that may be required to remedy / mitigate these gaps, in order to guide corresponding stage 3 actions by CT3.  During the resulting SA2 discussions, an alternate approach was selected as a more expedient approach for addressing the existing gap in how appropriate transport level priority can be set.  The recommended solution allowed the ARP priority level to be used in addition to the QCI to determine the transport level packet marking (e.g., to set the DiffServ Code Point), but did not address how to assign appropriate scheduling priorities (e.g., for priority vs. non-priority voice traffic), given the current set of standardized QCI assignments.
The introduction of a new protocol IE would provide the ability to separate priority aspects from other intrinsic QoS parameters such as delay and loss rates.  This new protocol IE is envisioned as a “QCI Priority Override” IE, which could optionally be sent in addition to the QCI IE.  When received and supported by the recipient, this new IE would override the default Priority Level as defined for the corresponding QCI value.  For example, it could be used to alter the requested QCI Priority Level (value ‘2’) that is normally associated with QCI value ‘1’ for “Conversational Voice” traffic.  This approach is synergistic with current 5G efforts that are intended to support similar flexibility
 and can be an important capability in the overall migration strategy for 5G networks.

This solution would provide greater flexibility to operators, enabling them to assign appropriate relative priorities amongst users of a given service as well as amongst users of different services.  This new protocol IE would provide a means to unambiguously mark bearers that according to operator policy are entitled to special treatments in the EPS.  These treatments are subject to operator policy, but may include aspects involving eNodeB scheduling.  This new IE would be supported (sent, received, and/or processed) by various 3GPP-specified functional entities (e.g., HSS, PCRF, S-GW, PDN-GW, MME, eNodeB) and by the UE (e.g., in order to support appropriate handling of downlink traffic in the UE-NW relay).
3. Proposed Solution

It is broadly agreed that the relative priority amongst priority services should be left to operator policy subject to national / regional regulation.  However, current specifications lack the means to signal this relative priority decision to the EPS, to distribute it to key functional entities.

The use of an expanded set of QCIs to mark the relative priority amongst priority services was considered in Solution 1 as described in Section 2.  Deficiencies were identified for this solution.  Solution 2 provides a future-proof mechanism that maps directly with QoS mechanisms specified for 5G allowing graceful backward compatibility, and supports an effective means to convey and distribute operator-chosen relative priority decisions to the EPS in a manner that can simultaneously meet the varied needs of operators under different regulatory constraints.
Based on the above analysis, it is proposed that a new protocol IE be specified to indicate the relative priority amongst the growing set of priority services (e.g., emergency communications, MPS, MCPTT, and various forms of preferential [silver/gold/platinum] groups), and different priorities amongst different media within the context of a given service.  This priority should be configurable by the network operator, consistent with operator policies and corresponding national / regional regulatory policies.  This new “QCI priority override” IE should be optionally included in messages that currently carry the QCI IE.
It is proposed to endorse the QCI priority override IE solution. Two CRs have been prepared in support of this proposal: S2-175723 and S2-175727.
4. Comparative Analysis Summary
	Pros/Cons
	Solution 1

New QCI Assignments
	Solution 2
New QCI Priority Override IE

	Extensibility – ability to support additional future priority services
	(-) Addition of new QCI values requires ongoing specification and operational impacts
(-) Delays as updates to specifications are deliberated and agreed upon
(-) Difficult to achieve consensus among operators / satisfy constraints imposed by all regulatory domains
(-) Potential need to accommodate special treatments (e.g., VCC support) for new QCIs
	(+) Separate IE supports desired priority differentiation
(+) Extends, but does not conflict with, current QCI usage
(+) Special treatments remain applicable to existing QCI values

	Consistency with existing SA2 specifications
	(+) Promotes continued use of existing EPC QoS framework, including QCIs
	(+) Supports (and extends) use of existing EPC QoS framework

	Complexity - protocol impacts
	(+) No impacts (Use of existing QCI IE)
	(-) Requires addition of new (optional) QCI Priority Override IE

	Support for LTE Migration / Synergy with 5G initiatives 
	(+) Consistent with the use of only “standardized” 5G 5QI values
(-) No additional support for handover of 5G QoS flows that use non-standardized 5G 5QI values
	(+) Supports separation of priority from intrinsic QoS characteristics (support for handover of 5G QoS flows that use either standardized and non-standardized 5G 5QI values)
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� Within the definition of certain priority services, e.g., MPS [1], there are normative stage 1 requirements to be able to control the relative priority within the set of MPS users.  In MCPTT [2], there are normative stage 1 requirements to control access amongst users of the MCPTT service. 


� The ARP provides information concerning the priority level, the pre-emption capability, and the pre-emption vulnerability.  The priority level defines the relative importance of a resource request.  The pre-emption capability information defines whether a service data flow can get resources that were already assigned to another service data flow with a lower priority level.  The pre-emption vulnerability information defines whether a service data flow can lose the resources assigned to it in order to admit a service data flow with higher priority level.


� Section 4.7.3 of TS 23.401 [5] states: “The primary purpose of ARP is to decide whether a bearer establishment / modification request can be accepted or needs to be rejected due to resource limitations (typically available radio capacity for GBR bearers). The priority level information of the ARP is used for this decision to ensure that the request of the bearer with the higher priority level is preferred. In addition, the ARP can be used (e.g. by the eNodeB) to decide which bearer(s) to drop during exceptional resource limitations (e.g. at handover).”


� Section 4.7.3 of TS 23.401 [5] also states: “Once successfully established, a bearer's ARP shall not have any impact on the packet handling (e.g. scheduling and rate control) within the eNodeB, PDN GW, and Serving GW. Such packet handling should be solely determined by the other EPS bearer QoS parameters: QCI, GBR and MBR, and by the AMBR parameters. The ARP priority level may be used in addition to the QCI to determine the transport level packet marking, e.g. to set the DiffServ Code Point.”


� TS 23.501 [6] supports the use of non-standardized 5QI values, plus the explicit signalling of corresponding QoS characteristics via N2, that allow flexible assignment of priority attributes to particular traffic.
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