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Introduction
RAN2-95 discussed possible changes to the agreed (LTE) user plane baseline. In this contribution we do not propose any change but rather intend to reflect on the reasons for the LTE L2 UP design choices. We focus in particular on the placement of the second ARQ level (RLC ARQ). 
[bookmark: _Ref178064866]Discussion
General Requirements and Design Principles
In our previous paper on the same overall topic [1] we listed a number of observations, which companies seemed to agree to. For completeness we repeat herein the observations that describe the expectations of the higher layer (TCP) and the reasons speaking in favour of a second ARQ protocol on top of the HARQ protocol in MAC.
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While companies in RAN2 seemed to agree with these observations, there was a debate whether the RLC ARQ protocol could reside higher (PDCP) or lower (MAC) in the protocol stack.
Placement of Link Layer ARQ protocols
Also in UMTS, RLC AM was used as second retransmissions mechanism above MAC HARQ. However, unlike LTE, the UMTS RLC protocol terminated in the RNC rather than in the NodeB. This caused a number of problems in network operation, which we will discuss briefly in the following.
Tuning ARQ parameters
An ARQ protocol has a number of timers and other parameters that need to be tuned to match the characteristics of the underlying link. The Poll Timer determines when the ARQ transmitter performs a retransmission of a packet for which it has not yet received an acknowledgement. In LTE the RLC transmitter may expect to receive an RLC status report within a few HARQ RTTs and it was not difficult to determine a suitable value. In UMTS (RLC in RNC), one needs to account for the queuing delay in the transport network and in the NodeB. This caused either unnecessary latency when choosing a long poll timer, optimized for a lot of queuing. And it caused unnecessary retransmissions when choosing a short poll timer optimized for low system load. Of course, one had to avoid the latter since it is counter-productive to increase the load if the TN or NodeB queue is already overloaded. 
[bookmark: _Toc461114248][bookmark: _Toc461114559][bookmark: _Toc461115219][bookmark: _Toc462652879][bookmark: _Toc462925551][bookmark: _Toc462926672]Placing the ARQ protocol in a distant node (non-ideal interface; queuing) increases the protocol latency or causes unnecessary overhead and thereby increases the congestion. 
Congestion-Related Loss (on the transport network)
The RLC ARQ receiver entity in UMTS detects Uu transmission errors. However, it also detects RLC PDUs lost due to congestion on the transport network. Neither the RLC transmitter nor the receiver can distinguish these two types of losses. The RLC transmitter issues retransmissions even if RLC PDUs were lost due to an overload on the transport network or due to excessive queuing in the NodeB. Unfortunately, these retransmissions increase the load on the congested hop even further. Secondly, the RLC retransmissions are stuck behind other PDUs and might therefore not arrive before the poll timer expires which triggers another set of retransmissions of the same packets. The Flow Control protocol between NodeB and RNC was supposed to avoid excessive overload but since it triggers only based on detected Iub packets losses it reacted typically too late to avoid this effect. Tuning these protocol settings in the field consumed huge efforts and did anyway not provide satisfactory results. To avoid these issues, the LTE RLC protocol was moved into the eNB to avoid that it detects and corrects congestion related losses on the transport network. It only recovers from transmission related losses caused by the Uu L1/MAC layer in order to achieve the desired low residual loss rate. If packets on the S1 interface are lost, the LTE PDCP/RLC/MAC protocol stack does not notice or correct those losses. What may appear as a problem at a first glance is in fact a very desirable property in LTE: The TCP client detects the congestion related loss (based on received TCP DUPACKs) and informs its transmitting peer which will in turn reduce the congestion window and thereby the congestion on the S1 interface. The desired protocol behaviour can hence be summarized as follows:
[bookmark: _Toc461114249][bookmark: _Toc461114560][bookmark: _Toc461115220][bookmark: _Toc462652880][bookmark: _Toc462925552][bookmark: _Toc462926673]A link layer ARQ protocol should detect and correct transmission related losses.
[bookmark: _Toc461114250][bookmark: _Toc461114561][bookmark: _Toc461115221][bookmark: _Toc462652881][bookmark: _Toc462925553][bookmark: _Toc462926674]A link layer ARQ protocol should not detect and correct congestion related losses but rather make those visible to higher layer protocols (in particular to TCP). 
Protocol Efficiency
Retransmissions should be efficient and adaptive so that it increases the probability for the retransmitted packet to be received. In LTE, the RLC transmitter obtains the PDCP PDUs and segments or concatenates them into a single RLC PDU that fits perfectly into the scheduled MAC PDU. This made the LTE RLC sequence number space independent from the scheduled L1 data rate: An RLC transmitter inserts just one RLC SN per MAC PDU. If RLC would only support concatenation (but not segmentation) of PDCP PDUs one could avoid even this RLC SN. But since RLC must also be able to segment an PDCP PDU into many RLC PDUs and to sort and reassemble those at the RLC receiver, an RLC sequence number was necessary per RLC PDU. One should note that this is a very overhead-efficient scheme in particular at low L1 data rates, where protocol efficiency matters most.
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If a MAC PDU is lost, this results in the loss of one RLC PDU (per affected DRB). The RLC receiver reports that loss and the RLC transmitter aims to retransmit exactly that lost portion of data. In particular at low L1 data rates (small MAC PDUs) this is much more efficient than transmitting the entire affected higher layer PDCP PDU. In the example in Figure 1, a PDCP PDU is segmented in to three segments and the first and the last part are correctly received while the middle part is not. In this case only PDU_2 needs to be retransmitted. Naturally, to retransmit all segments (including PDU_1 and PDU_3) would not only waste radio resources but would also introduce additional delay since several segments would need to be re-sent instead of just the missing segments.




[bookmark: _Ref453937628]Figure 1: Retransmission of individual RLC PDUs
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[bookmark: _Toc454384372][bookmark: _Toc454384405][bookmark: _Toc454384417]The LTE RLC protocol assigns a sequence number for each RLC PDU. The size of the RLC PDU is chosen when MAC indicates how much data each RLC entity may send. This principle minimizes the RLC protocol overhead and the RLC sequence number space compared to e.g. older versions of UMTS that used a fixed (small) RLC PDU size. In UMTS, the RLC PDU size was fixed and rather small. To transmit larger packets several RLC PDUs were concatenated in to one larger transport block. This meant that, since there are many RLC PDUs in each transport block, there would be many RLC headers in each transport block and this would create unnecessary processing and transmission overhead.
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Retransmissions configurable per service
It has been discussed briefly to make MAC more robust so that an RLC ARQ protocol becomes obsolete. There are two approaches to achieve this: 
One could design the MAC HARQ protocol so that it becomes more reliable. This could for example be achieved by converting the single-bit HARQ feedback into a feedback bitmap, which could then be encoded and protected by a CRC. RAN1 is expected to assess signalling overhead and robustness achievable by such schemes. 
Alternatively, one could include a second level ARQ scheme into MAC. This scheme would not require fundamental changes other than moving specification text from RLC to MAC. However, we also do not expect any improvements. Assuming that RAN2 would not introduce per-DRB ARQ entities within MAC, the second level ARQ scheme would apply to all MAC PDUs and hence to all services. While the RLC ARQ overhead is negligible for continuous data transfers and/or relatively large IP packets, it adds a significant overhead to a non-continuous stream of small data packets such as VoIP. Running VoIP over RLC AM works but it almost doubles the data transmissions due to RLC STATUS reports being sent for every VoIP packet. In LTE it is therefore possible to configure whether ARQ should be used per bearer (i.e. per RLC entity). This would no longer be feasible when the second ARQ level is moved into MAC. Creating per-DRB ARQ entites would enable this but is (in terms of implementation and processing) equivalent to keeping them in RLC).
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Relation of ARQ and In-Sequence-Delivery
RAN2 discusses whether to perform in-sequence-delivery in RLC or to move it to the PDCP layer. Some companies argued that the latter would enable deciphering of PDCP PDUs in the order of arrival, i.e., before all PDUs are in-sequence. Other companies claimed that this may be done by an implementation even if the standard defines in-sequence delivery to remain part of RLC. Another argument for moving in-sequence delivery to PDCP could be a diversity transmission scheme wherein a UE receives duplicates of RLC PDUs in separate RLC entities. By delivering the contained SDUs to PDCP without in-sequence delivery could accelerate the reception of a complete data stream on PDCP level. 
[bookmark: _Toc461115226][bookmark: _Toc462652886][bookmark: _Toc462925558][bookmark: _Toc462926679]Even if RAN2 agrees to move in-sequence-delivery from RLC to PDCP, the ARQ should stay in RLC, i.e., in the lower part of the L2 protocol.

Text proposal
Based on the observations in section 2 we prepared the following text proposal which is intended to explain the design rational:
[bookmark: _Toc453622032]5.4.2	RLC Sublayer
5.4.2.X	ARQ functionality
In particular services using TCP as transport protocol require low IP loss rates and low end-to-end latency to benefit from high data rates offered by an underlying link. This should be taken into account when designing the L2 UP protocol stack.
The single-bit ACK/NACK feedback in LTE’s MAC HARQ protocol was not considered sufficiently reliable to achieve the required low residual loss rate with reasonable overhead. Hence, LTE RLC AM was introduced above MAC HARQ to correct the residual HARQ errors reliably with relatively low overhead but (like any protocol ensuring in-order-delivery by means of retransmissions) at the expense of latency spikes and hence L2 memory. 
The following design principles where taken into account for LTE and should still apply for the NR design:
-	Placing the ARQ protocol in a distant node (non-ideal interface; queuing) increases the protocol latency or causes unnecessary overhead and thereby increases the congestion.
-	A link layer ARQ protocol should detect and correct transmission related losses.
-	A link layer ARQ protocol should not detect and correct congestion related losses but rather make those visible to higher layer protocols (in particular to TCP). 
-	The LTE RLC protocol overhead per RLC PDU is very low, both when operating at high L1 data rates but also in challenging coverage situations.
-	It is beneficial in terms of protocol overhead that the RLC ARQ retransmission scheme only retransmits lost data.
-	From RLC ARQ overhead and processing point of view, it is beneficial to assign one sequence number per transport block.
-	Whether L2 retransmissions are needed and/or beneficial depends on services and hence MAC is not a suitable place for ARQ.
While the LTE RLC AM receiver performs both ARQ and in-sequence-delivery, it is possible to decouple these functions and to move the in-sequence-delivery to a higher protocol layer if this is considered beneficial for other reasons. In any case, the ARQ functionality should stay in RLC, i.e., in the lower part of the L2 protocol.
Conclusion
In section 2 we made the following observations:
Observation 1	TCP requires low IP loss rates and low end-to-end latency to benefit from high data rates offered by an underlying link.
Observation 2	The single-bit ACK/NACK feedback in LTE Rel-8 was not considered sufficiently reliable to achieve the required low residual loss rate with reasonable overhead.
Observation 3	LTE RLC AM corrects residual HARQ errors reliably with relatively low overhead but (like any protocol ensuring in-order-delivery by means of retransmissions) at the expense of latency spikes and hence L2 memory.
Observation 4	Placing the ARQ protocol in a distant node (non-ideal interface; queuing) increases the protocol latency or causes unnecessary overhead and thereby increases the congestion.
Observation 5	A link layer ARQ protocol should detect and correct transmission related losses.
Observation 6	A link layer ARQ protocol should not detect and correct congestion related losses but rather make those visible to higher layer protocols (in particular to TCP). 
Observation 7	The LTE RLC protocol overhead per RLC PDU is very low, not only when operating at high L1 data rates but also in challenging coverage situations.
Observation 8	It is beneficial in terms of protocol overhead that the RLC ARQ retransmission scheme only retransmits lost data.
Observation 9	From RLC ARQ overhead and processing point of view, it is beneficial to assign one sequence number per transport block.
Observation 10	Whether L2 retransmissions are needed and/or beneficial depends on services and hence MAC is not a suitable place for ARQ.
Observation 11	Even if RAN2 agrees to move in-sequence-delivery from RLC to PDCP, the ARQ should stay in RLC, i.e., in the lower part of the L2 protocol.

Based on the discussion above we propose the following
When considering enhancements compared to the agreed UP protocol baseline, RAN2 shall ensure that a link layer ARQ protocol detects and corrects transmission related losses but no congestion related losses/delays. 
When considering enhancements compared to the agreed UP protocol baseline, RAN2 shall ensure reasonably low protocol overhead when operating at very high and very low L1 data rates. 
To achieve the above, the ARQ should stay in RLC (i.e., in the lower part of the L2 protocol) even if RAN2 agrees to move in-sequence-delivery from RLC to PDCP.
Adopt the text proposal for the TR.
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