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1. 
Introduction

As defined in TR 38.913 [1] the target for peak data rate should be 20Gbps for downlink and 10Gbps for uplink. 

Additionally TR 38.913 defines for eMBB, the target for user plane latency should be 4ms for UL, and 4ms for DL.
NOTE2:
For eMBB value, the evaluation needs to consider all typical delays associated with the transfer of the data packets in an efficient way (e.g. applicable procedural delay when resources are not preallocated, averaged HARQ retransmission delay, impacts of network architecture).
In RAN1#85 [2], it is agreed that NR design should strive at least to enable the possibility for

· Corresponding acknowledgement reporting shortly (in the order of X µs) after the end of the DL data transmission

· Corresponding uplink data transmission shortly (in the order of Y µs) after reception of UL assignment

· FFS: X and Y in the order of a few tens of or hundreds of micro sec is feasible

In order to meet these requirements at the UE, enabling a U-plane design that is friendly to hardware acceleration is an important aspect of device implementation.

Observation 1: Enabling TX side hardware acceleration for the UE is essential for meeting the peak rate and latency requirements in the user plane design.

This contribution discusses the aspect of improving the transmitter side hardware accelerability of the NR user plane protocols at the UE and is a companion paper to [4] that addresses the RX side.
2. 
Packet processing techniques to enable HW acceleration

There are two types of packet processing that occur in the U-plane data to be considered for HW acceleration:
-
Packet payloads, 

-
Packet headers, i.e., the headers added by the current LTE PDCP/RLC/MAC protocols.
3. 
Processing on the U-plane packet payloads

There are two operations performed on the incoming packets in the LTE U-plane that may impact the packet payload. These operations are:
-
Header compression,
-
Security.
Although both these operations are computational intensive, neither are dependent on real time processing requirements on the received UL grant. They can be precomputed before the UE receives the UL grant. As such, the current packet payload processing for LTE should be preserved in NR.

Proposal 1: The NR header compression and security functions remain in the same relative position in the protocol stack as for LTE to continue to allow precomputation of these functions.

4. 
Processing on the U-plane packet headers

Offloading the computation of packet header data is an important technique of accelerating packet building. 
4.1
Concatenation and multiplexing

In LTE U-plane concatenation of SDUs, is performed both at MAC and RLC layer. This makes further MAC layer function acceleration, specifically the acceleration of MAC layer packet building, infeasible. As the lower layer design requires that the system throughput increases and the TTI to be reduced, this creates a bottleneck for the implementation due to the time required for packet building and packet header creation/processing..

A natural solution in optimizing the Tx packet processing is the use of fixed precomputed header.
Based on the LTE stack we can make the following observations:

-
PDCP headers can be precomputed based on incoming data/control PDUs,
-
RLC headers are a function of the UL grant TB size and cannot be precomputed due to concatenation and/or segmentation of the PDCP payloads,
-
MAC PDU headers and structure are a function of the received UL grant and the sizes of the RLC PDUs that are to be concatenated and cannot be precomputed.
Observation 2: In legacy LTE, pre-computation of MAC and RLC subheaders is infeasible due to the presence of concatenation in the RLC layer.
One solution is to minimize the number of times packet aggregation is performed. If the packet aggregation is only performed at the lowest user plane protocol, the processing before the aggregation can be accelerated. For example, MAC subheaders may be precomputed. Another example is the implementation may offload RLC segmentation in hardware accelerator thus, the frequency of memory access can be reduced.
Observation 3: If concatentation is only performed at the time of logical channel multiplexing, i.e., at the MAC layer, more functionality can be accelerated by offline packet construction, e.g. MAC headers can be precomputed.

Editor’s Note: The Length field in MAC header may need to be revised at TX side if segmentation is performed on the PDCP packet. The processing overhead caused by MAC header revision is proportional to the number of segments and is expected to be small at high throughput due to the large payloads expected. 
The above model introduces better flexibility for hardware acceleration, as all information needed in the header can be pre-computed early and the packet aggregation is the last step in packet building. 
Proposal 2: In NR, all multiplexing of PDCP packets shall be performed at the MAC layer.


4.2
Segmentation

Segmentation is generally based on the UL grant size and so it is not possible to precompute the header that carries segmentation information. 

Observation 4: Segmentation information cannot be pre-computed. 
However, we can make the following observations about segmentation:
· Segmentation should only occur when needed and therefore the number of segmentation should be minimized within a logical channel to reduce real time packet processing. Note that this is currently the defined principle in LTE [3][4]. 
· The overall header precomputation in U-plane can be optimized if segmentation information is carried in a separate header and inserted only when segmentation is performed at the time of logical channel multiplexing.

Observation 5: U-plane header precomputation can be maximized if segmentation information is represented as a separate header.

Proposal 3: In NR, segmentation information for PDCP packets shall be represented as a separate header.
4.3
Placement of the MAC headers in the MAC PDU

In the LTE MAC header format, the TX side must wait for last MAC SDU to be ready before it can start pushing the SDUs to the PHY since it needs to wait for last subheader to be pushed and only then can start with the MAC SDUs). This requires the MAC layer to maintain these SDUs until entire MAC PDU is ready.
Observation 6: The LTE MAC header format does not allow the MAC to push the SDUs to the PHY until the last subheader is complete.
Changing the MAC PDU structure such that each subheader is attached to the associated SDU will simplify the MAC PDU construction by allowing the MAC layer to push, immediately, each processed MAC SDU towards PHY and keep no memory as to the SDUs within the MAC PDU.

Proposal 4: In NR, MAC subheaders shall be next to the MAC SDU in the MAC PDU as shown in Figure 1.
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Figure 1: Example of MAC PDU consisting of MAC header, MAC SDUs and padding.
The Annex contains a timing diagram showing how the MAC subheader placement allows pipelining of the MAC protocol to reduce the packet build time procedure.
5.  Conclusion

Observations: 
-
Enabling TX side hardware acceleration for the UE is essential for meeting the peak rate and latency requirements in the user plane design.

-
In legacy LTE, pre-computation of MAC and RLC subheaders is infeasible due to the presence of concatenation in the RLC layer.

-
If concatentation is only performed at the time of logical channel multiplexing, i.e., at the MAC layer, more functionality can be accelerated by offline packet construction, e.g. MAC headers can be precomputed.

-
Segmentation information cannot be pre-computed. 
-
U-plane header precomputation can be maximized if segmentation information is represented as a separate header.

-
The LTE MAC header format does not allow the MAC to push the SDUs to the PHY until the last subheader is complete.
Proposal 1: The NR header compression and security functions remain in the same relative position in the protocol stack as for LTE to continue to allow precomputation of these functions.

Proposal 2: In NR, all multiplexing of PDCP packets shall be performed at the MAC layer.
Proposal 3: In NR, segmentation information for PDCP packets shall be represented as a separate header.

Proposal 4: In NR, MAC subheaders shall be next to the MAC SDU in the MAC PDU as shown in Figure 1.
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Annex

Figure 2 shows the current packet build time requirements based on the current LTE assumptions that PDCP PDUs are aggregated by RLC and MAC PDU format where the MAC subheaders are placed at the beginning of the MAC PDU. 

As shown in the figure, the MAC cannot forward data to the PHY until the entire MAC PDU is completed.
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Figure 2: Example of timeline showing MAC PDU creation where MAC subheaders are in the beginning of the MAC PDU and concatenation is in MAC/RLC.
Figure 3 shows the proposed packet build time requirements based on NR MAC PDU format where the MAC subheaders are placed at the beginning of the MAC PDU and RLC does not perform concatenation but only segmentation

As shown in the figure, 
-
The MAC can precompute the headers based on an estimate of the next grant 

-
Precomputing can occur since there is no concatenation in RLC 

-
Computing extra will only mean that the packets are used in later grants
-
The MAC can forward data to the PHY as the grant is received
-
The last segmented SDU (if any) in a logical channel will have to adjust the MAC header and add an segment header


[image: image3.emf](4) PHY UL DATA IND (TB size)

RLC/MAC PHY

(5) Select MAC 

control elements 

for MAC PDU

PDCP

(6) Create segment 

and adjust MAC 

header if last SDU 

in logcial channel

LOOP: For all pre scheduled instances

(1) GET_PDCP_PDUs (max_size)

(2) Select PDCP 

PDUs for 

transmission

return

(3) Create MAC 

headers 

return

D

e

l

a

y

 

b

e

f

o

r

e

 

f

e

e

d

i

n

g

 

p

a

c

k

e

t

 

t

o

 

P

H

Y

(0) Pre-schedule 

logical channel 

instances

return

LOOP: For all scheduled instances

Offline operations

Real-time operations


Figure 3: Example of timeline showing MAC PDU creation where MAC subheaders are next to the MAC SDU and concatenation is only in the MAC.
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