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Introduction
The discussions at the RAN2 meeting in April resulted in broad consensus that focus needs to be put on the user plane and control plane latency in order to meet the requirements agreed upon in [2] (Control plane latency[footnoteRef:2] of 10 ms; user plane latency[footnoteRef:3] of 4 ms for MBB; user plane latency of 0.5ms for UL, and 0.5ms for DL for URLLC services).  [2:  Time to move from a battery efficient state (e.g., IDLE) to start of continuous data transfer (e.g., ACTIVE)]  [3:  Time it takes to successfully deliver an application layer packet/message from the radio protocol layer 2/3 SDU ingress point to the radio protocol layer 2/3 SDU egress point via the radio interface in both uplink and downlink directions, where neither device nor Base Station reception is restricted by DRX] 

In the May meeting RAN1 agreed to aim for significantly reduced processing delays compared to LTE: 
	Agreement:
· NR design should strive at least to enable the possibility for
· Corresponding acknowledgement reporting shortly (in the order of X µs) after the end of the DL data transmission
· Corresponding uplink data transmission shortly (in the order of Y µs) after reception of UL assignment
· Note: may depend on e.g. UE capability/category, payload size, etc
· FFS: X and Y in the order of a few tens of or hundreds of micro sec is feasible




In this paper we discuss why such reduced processing delays and shorter subframe- and symbol durations are vital for achieving the anticipated latency reduction in NR. 

[bookmark: _Ref450581250]Discussion
L1 & L2 Latency
In this section we show some example frame structures and time lines to get a better understanding of the anticipated and achievable latency. 
Figure 1 depicts a frame structure with the LTE numerology (15 kHz subcarrier spacing; ~72 µs symbol duration; 7 symbols per subframe (reduction by factor 2 compared to LTE)). Such a configuration would enable large cells where a relatively long cyclic prefix and large timing advance are needed. Besides that, it allows sending the UCI feedback across several symbols (similar to PUCCH in LTE) and thereby to achieve a robust transmission. 
[image: ]
[bookmark: _Ref450575032]Figure 1: DL HARQ decoding and uplink feedback (LTE numerology)
We assume that the data symbols within a subframe are filled “frequency first” and that the UE starts decoding the subframe as soon as it has received the first (few) OFDM symbol(s). In this example the UE sends an uplink reference symbol (RS) after the guard period and the uplink HARQ feedback (FB) in the subsequent symbol. In this example the eNB is able to schedule the HARQ retransmission or a new transmission in the same HARQ process after a gap of one subframe after the end of the UCI. With this numerology and frame structure an HARQ RTT[footnoteRef:4] of (21 x 72 µs =) ~1.5 ms could be achieved which would be a significant improvement compared to LTE.  [4:  Beginning of the first transmission attempt until the beginning of the earliest possible retransmission attempt] 

Figure 2 depicts another frame structure with 7 symbols per subframe (reduction by factor 2 compared to LTE) and a symbol duration of ~18µs (reduction by factor 4 compared to LTE). Such a short symbol duration is primarily suitable for relatively small cells where the cyclic prefix can be reduced compared to LTE (preferably by the same factor as the symbol duration). In addition to the shorter symbol duration we assume that all UEs in the cell apply a relatively large timing advance. The intention is however not to compensate for long propagation delay but rather to shift the uplink subframe “into” the downlink subframe. Like in Figure 1, the HARQ feedback (FB) appears at the end of the UL subframe but due to the large timing advance this is in practice closely after the end of the preceding downlink subframe. As a consequence, there are another 4 symbol durations until the start of the subsequent downlink subframe and this time may be sufficient for the eNB to schedule the next (re-)transmission. With such a configuration, the HARQ RTT could shrink to 2 subframes which is equivalent to ~250 µs in this numerology. 
[image: ]
[bookmark: _Ref450573206]Figure 2: DL HARQ decoding and Uplink Feedback (60 kHz SC spacing)
Which of these examples can or should be applied depends on the use cases, on the deployment scenarios (e.g. cell size, coverage situation, latency requirements …) and on the feasible processing in UE and network. Even though RAN1 will discuss the frame structure and the frame structure above should only be considered as examples, it is important that RAN2 investigates the impact on the latency in and above L2 and develops user plane protocols that can utilize and support what the physical layer offers. 
[bookmark: _Toc450581421]The layer 2 user plane protocol stack should support various numerologies and frame structures. 
It may be argued that very low L1/L2 processing delays are challenging to implement for a UE. While we acknowledge this concern, we would also like to highlight that the accelerated processing allows dimensioning smaller L1/2 memory: As has been discussed several times in RAN2, UE and network need to offer sufficient memory to fully utilize the underlying link while waiting for (H)ARQ feedback. This “bandwidth-delay-product” increases with increasing data rates but decreases with decreasing L1/2 latency. 
[bookmark: _Toc450581422]The required L1 soft-buffer and the L2 memory is determined by the bandwidth-delay-product. A reduction of the L1- and L2 RTT reduces therefore the required memory on UE and network side. 
In the context of the study item on Latency Enhancements for LTE, the end-to-end performance has been investigate for various L1/2 latencies and data rates. In a similar way, we evaluate in [5] how the NR L1/2 latency influences the end-to-end performance achievable with NR. As expected, higher layer protocols demand a very low L1/2 latency in order to benefit from high data rates offered by the NR physical layer. 

[bookmark: _Ref450580961]Uplink Access Scheme
The UL scheduling was found to have significant impact on the latency and on the achievable (TCP) downlink throughput in LTE. The study item on latency reductions in LTE therefore suggested investigating means to enhance Semi-Persistent Scheduling so that the UE utilizes the pre-scheduled grant only if it has data to send. Besides that, it has been discussed to make use of a contention based uplink scheme where the eNB grants the same time-/frequency resources to multiple UEs and resolves the contention afterwards. This would allow larger time/frequency allocations for individual UE which could possibly enable higher peak data rates but which also bears the risk of collisions and hence delay spikes. 
RAN1 and RAN2 should therefore also aim to enhance the scheduled uplink MAC by reducing the latency compared to what was achieved in LTE. 
If the eNB can allocate dedicated resources with less delay, there will be less need for pre-scheduling- and contention based schemes.
Figure 3 shows a frame structure similar to the one in Figure 2. Here, the UE sends a dedicated scheduling request in the last 3 symbols of a subframe and obtains the corresponding DL grant in the subsequent subframe. That uplink grant becomes valid in the following uplink subframe. As can be seen, the delay for requesting the uplink resources is in the order of 10 OFDM symbols. Since we assume here an increase of the subcarrier spacing by a factor of 4 and a corresponding reduction of the symbol duration, the time from sending a scheduling request until transmitting the uplink data could be in the order of 180 µs. This would be a significant improvement compared to the 8 ms currently enabled by LTE and may be sufficient for most applications. Similarly as above, one should note that this numerology and processing requirement will not be applicable in all deployments. However, it shows the technology potential and reveals how important it is to develop medium access schemes jointly between RAN1 and RAN2. 

[image: ]
[bookmark: _Ref450579745]Figure 3: Dynamically scheduled uplink with reduced processing times
[bookmark: _Toc450581423]Reducing the latency for requesting uplink transmission resources (D-SR  UL Grant) improves significantly the TCP file download performance and maintains the benefits from accurate scheduling and link adaptation. 
For many use cases, dynamic scheduling with significantly reduced latency is a preferable option over pre-scheduling and contention based uplink access schemes.
[bookmark: _Ref455673139]Connection Establishment
While the processing delay impacts primarily the user plane transmission delays, it helps of course also to reach the targets for the anticipated control plane latency, i.e., for the connection establishment. We assume that a random access could achieve a similarly low latency as the dedicated scheduling request depicted in Figure 3. In combination with reduced decoding delay of one or a few OFDM symbol durations, the important control plane transition from Inactive to Active could be completed in just a few milliseconds depending on the OFDM numerology being applied. 
A significantly reduced processing and transmission delay will implicitly also accelerate the Control Plane latency.
Besides the time for the actual transmission of the control messages, also the processing of the RRC messages takes time. According to 36.331 the UE is allowed to spend up to 15 ms for processing e.g. the RRCConnectionSetup and the RRCConnectionReconfiguration[footnoteRef:5].  [5:  Up to 20 ms when the reconfiguration implies configuration of additional SCells or of an SCG] 

In NR the InactiveActive transition should be accelerated by a factor of 10 (100 ms  10 ms) compared to the IDLECONNECTED transition in LTE. To achieve this, the RRC processing delays need to be reduced correspondingly. 
A reduction of the RRC processing delay is required to meet the latency requirements for connection establishment.
Unlicensed Spectrum
As discussed in the context of LAA, low processing delay is vital for operation in unlicensed spectrum: If the UE needs too much time to process a downlink transport block, it may have to perform another LBT with exponential back-off before sending the uplink feedback even though the eNB had done such an LBT before sending the data and even though one would typically consider the feedback to be part of the data transmission. However, if the gap becomes too long, other devices/systems may consider the channel to be available and use it for their own transmissions. Therefore, significantly reduced processing and feedback delays will ease the operation in unlicensed spectrum as shown in Figure 4. 
[bookmark: _Toc450581424]In unlicensed spectrum, a low delay between downlink data reception and uplink feedback transmission allows sending the feedback back-to-back in the same TXOP.
[image: ]
[bookmark: _Ref450580861]Figure 4: Downlink data and Uplink feedback in same TXOP with short processing delay
Besides the processing of downlink data, also the short uplink scheduling request-, grant- and transmission delays discussed in section 2.2 are beneficial in unlicensed spectrum. If the delay between reception of a scheduling request and the transmission of the uplink grant is sufficiently short, the eNB needs to perform at most a short LBT to discover hidden-node problems. And subsequently, the UE may use the UL grant either immediately or after a short LBT.
[bookmark: _Toc450581425][bookmark: _GoBack]In unlicensed spectrum, a low processing delay of UL grants allows sending the corresponding UL data in the same TXOP without exponential LBT. 
Conclusion
Based on the discussion in section 2 we propose aiming for the following when designing the user plane protocol stack for NR. 
[bookmark: _Toc450581427]Aim for a HARQ feedback delay in the order of the guard period 
[bookmark: _Toc450581428]Aim for scheduling request  grant delay in the order of 1 subframe
[bookmark: _Toc450581429]Aim for Scheduling Grant  UL Data TX delay in the order of 1 OFDM symbol.
While the processing delays are of course also determined by the physical layer design (determined by RAN1), RAN2 should discuss whether enhancements to the L2 user plane stack are necessary and possible to achieve the anticipated low processing delays. 
[bookmark: _Toc450581426]In order to achieve this low processing delay changes both to physical layer as well as to the user plane protocol stack may be needed.
As discussed in section 3, also the RRC processing delays need to be reduced in order to meet the control plane latency requirements agreed for NR:
RRC processing delay requirements should be tightened in order to meet the control plane latency requirements for NR

Text Proposal
Based on the discussion in section 2 we propose adding the following text proposal to the TR.

	In order to fulfil the tight latency requirements captured in 3GPP TR 38.913, a careful trade-off between latency and other KPIs is vital for the design of the physical layer and the L2 user plane stack.
From user plane protocol perspective NR should aim for supporting
1) a HARQ feedback delay in the order of the guard period 
2) a scheduling request to grant delay in the order of 1 subframe
3) a Scheduling Grant reception to UL Data transmission delay in the order of 1 OFDM symbol.
From control plane protocol perspective, NR should tighten the RRC processing delay requirements in order to meet the control plane latency requirements for NR.
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