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1
Introduction
In the last 3GPP RAN#71 meeting a new WI was agreed on L2 latency reduction techniques for LTE in RP-160667 [1]. The objectives of the new WI are

	Objectives

· Introduction of short SPS period to allow UL prescheduling

· Reduction of padding in case of dynamic and SPS based UL pre-scheduling to reduce interference and UE power consumption

· Further discussion and, if concluded, introduction of feedback for SPS activation, reactivation and deactivation command


In RAN2#91 [2], the following agreements were made:

	Agreements
1
It is beneficial to allow UEs to skip (most) dynamic and configured uplink transmissions if no data is available for transmission (the UE still sends the regular MAC CE, if any). The eNB may enable this by RRC dedicated signalling.

2
A shorter SPS interval (1 TTI) should be supported


In this contribution we focus on feedback for SPS activation/deactivation when the UE is configured to skip empty BSR which was discussed during the SI phase without conclusion [2] [3]. 
2
Discussion
2.1
Implicit SPS release

In [4], skipping padding BSR is proposed to be modelled in MAC as the TB with only padding BSR is multiplexed but not transmitted, and implicit SPS release only counts the TBs being transmitted to avoid SPS release after the UE skipping several transmissions. Only the multiplexing function knows whether the padding BSR is the only MAC PDU in the TB, therefore it is simpler than modelling this function as not multiplexing padding BSR with the TB when UL buffer is empty. 
Proposal 1: Skipping padding BSR is modelled in MAC as the TB with only padding BSR is multiplexed but not transmitted.

Proposal 2: Implicit SPS release only counts the TBs transmitted, i.e. implicit SPS release is not supported when the UE is configured to skip padding BSR transmission.
2.2
Explicit SPS release

Unlike legacy 20ms, 40ms periodicity SPS used for VoIP, 1ms periodicity SPS for latency reduction is typically used only for the short period when eNB is expecting UL data but cannot precisely predict at which subframe the UE will have UL data arrival on the buffer due to e.g. different application layer processing time etc. It is reasonable to assume the short periodicity SPS resource allocated to the UE will be released and switch to dynamic scheduling after the eNB gets the first BSR transmission to ensure resource efficiency. PDCCH missing rate is 1%. In case of PDCCH loss for releasing SPS, the eNB cannot detect such failure until it stops the dynamic scheduling the UE as the UE will take the dynamic grant as dynamic overriding of the SPS resource but still reserves the SPS resource. Even when the eNB stops dynamic scheduling and the UE continues to transmit on the SPS resource, if the SPS resource has already been allocated to other UEs, the eNB might not be able to decode it due to the interference. 
In the case when SPS resource is released when the UE does not have UL data and the UE has lost the release command, there is a high risk of the UE interfering when UL data arriving and the resource may have been allocated to other UEs, as it does not know that it should not use anymore the SPS resources. There is also additional latency if the UE attempts to use the SPS resource for UL traffic as the eNB is not expecting to receive on that resource. And because the UE has the UL grant in every TTI, it cannot send the scheduling request.
The consequence of SPS resource misalignment between eNB and UE is quite severe even though PDCCH loss rate is low, thus it is critical for the eNB to know the SPS resource is released and can be allocated to other UEs. 
Proposal 3: Feedback for SPS release is needed to ensure efficient resource management.

It was proposed in [2] to send the padding BSR once on the SPS resource when SPS grant is released while it also assumes the typical use case of the eNB replacing the SPS resource with a dynamic grant after reception for the UL transmission on SPS. But for the case when the UE has data in the buffer when the eNB releases SPS resource, the UE will send UL data other than padding BSR which is same behaviour as the SPS release command is lost. Thus to confirm correct reception of the SPS release command, a new MAC CE is needed instead of padding BSR. The SPS grant is released after transmission of the confirmation MAC CE other than at the time when the SPS release command is received. It can be sent on dynamic grant as well if available before the occasion of SPS grant, after which the SPS grant should be released. 
Proposal 4: SPS release confirmation MAC CE is introduced to confirm correct reception of the SPS release command, after which the SPS grant is released.
Proposal 5: SPS release confirmation MAC CE has higher priority than other MAC CEs to ensure it will always be included in the TB.

2.3
SPS activation and reactivation

For SPS activation/reactivation, if the UE has data to be sent at the time of activation, eNB knows the SPS activation command is correctly received. If the UE does not have data to be sent and it is configured to skip padding BSR, eNB would not know if the activation is lost or the UE received it but has no UL data. 
It was pointed out in the email discussion [3] during the SI phase that even though the activation command is lost, the eNB would know based on later SR reception. But it would defeat the purpose of having shorter periodicity SPS for latency reduction comparing to SR scheme. It was also pointed out that the feedback might delay UL data transmission but, if available, the UL data can be sent together with the feedback.
It has been proposed during the SI phase to use physical layer ACK as confirmation of UL SPS deactivation.  However, it is difficult because there is no mechanism to send ACK for an UL grant on PUCCH. Introducing PHY ACK for UL SPS would impact RAN1 which is out the scope of this WI. It was proposed in [2] to send padding BSR once to acknowledge the SPS grant reception. If the new MAC CE is defined for SPS release, it could be used for SPS activation and reactivation as well. It will simplify the modelling in MAC so that all the padding BSR is skipped without distinguishing whether it is a SPS activation grant or other grant in the HARQ entity (in section 5.4.2.1). 
Proposal 6: SPS activation confirmation MAC CE with same LCID as SPS release confirmation MAC CE is used to confirm correct reception of the SPS activation command.

2.4
Dynamic pre-scheduling

Dynamic pre-scheduling is an alternative to 1ms SPS grant for latency reduction. Unless the eNB adjusts link adaptation, it is likely the UE loses consecutive UL grants due to the channel quality not change much every TTI. But without confirmation from the UE, the eNB has no way to distinguish between the cases of the UE not having UL data to be transmitted and the loss of the dynamic grant. Then it is impossible to perform link adaptation properly. Thus confirmation for reception is needed for dynamic scheduling as well. Unlike for SPS it is clear which grant is for activation or deactivation, all the grant are same for dynamic scheduling. Thus some timer would be needed for dynamic scheduling to allow UE to skip most of the empty BSR transmissions. With the timer set to large value, the first dynamic grant the UE received without UL data buffered would be similar to SPS activation command.
Proposal 8: feedback for dynamic pre-scheduling is supported as well.
3
Conclusion
Skipping empty BSR and feedback for SPS activation/reactivation/deactivation is discussed in this contribution. The following proposals are proposed with TP for 36.321 provided in Annex.
Proposal 1: Skipping padding BSR is modelled in MAC as the TB with only padding BSR is multiplexed but not transmitted.

Proposal 2: Implicit SPS release only counts the TBs transmitted, i.e. implicit SPS release is not supported when the UE is configured to skip padding BSR transmission.

Proposal 3: Feedback for SPS release is needed to ensure efficient resource management.

Proposal 4: SPS release confirmation MAC CE is introduced to confirm correct reception of the SPS release command, after which the SPS grant is released.

Proposal 5: SPS release confirmation MAC CE has higher priority than other MAC CEs to ensure it will always be included in the TB.

Proposal 6: SPS activation confirmation MAC CE is used to confirm correct reception of the SPS activation command.

Proposal 7: The same LCID as SPS release confirmation MAC CE can be used for SPS activation confirmation MAC CE.

Proposal 8: feedback for dynamic pre-scheduling is supported as well.
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Annex
TP for 36.321
5.4.1
UL Grant reception

In order to transmit on the UL-SCH the MAC entity must have a valid uplink grant (except for non-adaptive HARQ retransmissions) which it may receive dynamically on the PDCCH or in a Random Access Response or which may be configured semi-persistently. To perform requested transmissions, the MAC layer receives HARQ information from lower layers. When the physical layer is configured for uplink spatial multiplexing, the MAC layer can receive up to two grants (one per HARQ process) for the same TTI from lower layers.

If the MAC entity has a C-RNTI, a Semi-Persistent Scheduling C-RNTI, or a Temporary C-RNTI, the MAC entity shall for each TTI and for each Serving Cell belonging to a TAG that has a running timeAlignmentTimer and for each grant received for this TTI:

-
if an uplink grant for this TTI and this Serving Cell has been received on the PDCCH for the MAC entity’s C-RNTI or Temporary C-RNTI; or

-
if an uplink grant for this TTI has been received in a Random Access Response:

-
if the uplink grant is for MAC entity’s C-RNTI and if the previous uplink grant delivered to the HARQ entity for the same HARQ process was either an uplink grant received for the MAC entity’s Semi-Persistent Scheduling C-RNTI or a configured uplink grant:

-
consider the NDI to have been toggled for the corresponding HARQ process regardless of the value of the NDI.

-
deliver the uplink grant and the associated HARQ information to the HARQ entity for this TTI.

-
else, if this Serving Cell is the SpCell and if an uplink grant for this TTI has been received for the SpCell on the PDCCH of the SpCell for the MAC entity’s Semi-Persistent Scheduling C-RNTI:

-
if the NDI in the received HARQ information is 1:

-
consider the NDI for the corresponding HARQ process not to have been toggled;

-
deliver the uplink grant and the associated HARQ information to the HARQ entity for this TTI.

-
else if the NDI in the received HARQ information is 0:

-
if PDCCH contents indicate SPS release:
-
trigger an SPS release confirmation MAC Control Element;

-
if an uplink grant for this TTI has been configured for the SpCell:

-
consider the NDI bit for the corresponding HARQ process to have been toggled;

-
deliver the configured uplink grant and the associated HARQ information to the HARQ entity for this TTI;
-
clear the configured uplink grant (if any).

-
else:

-
trigger an SPS activation confirmation MAC Control Element;

-
store the uplink grant and the associated HARQ information as configured uplink grant;

-
initialise (if not active) or re-initialise (if already active) the configured uplink grant to start in this TTI and to recur according to rules in subclause 5.10.2;

-
consider the NDI bit for the corresponding HARQ process to have been toggled;

-
deliver the configured uplink grant and the associated HARQ information to the HARQ entity for this TTI.

-
else, if this Serving Cell is the SpCell and an uplink grant for this TTI has been configured for the SpCell:

-
consider the NDI bit for the corresponding HARQ process to have been toggled;

-
deliver the configured uplink grant, and the associated HARQ information to the HARQ entity for this TTI.

NOTE:
The period of configured uplink grants is expressed in TTIs.

NOTE:
If the MAC entity receives both a grant in a Random Access Response and a grant for its C-RNTI or Semi persistent scheduling C-RNTI requiring transmissions on the SpCell in the same UL subframe, the MAC entity may choose to continue with either the grant for its RA-RNTI or the grant for its C-RNTI or Semi persistent scheduling C-RNTI.

NOTE:
When a configured uplink grant is indicated during a measurement gap and indicates an UL-SCH transmission during a measurement gap, the MAC entity processes the grant but does not transmit on UL-SCH.
Next Modified Subclause
5.4.2.1
HARQ entity

There is one HARQ entity at the MAC entity for each Serving Cell with configured uplink, which maintains a number of parallel HARQ processes allowing transmissions to take place continuously while waiting for the HARQ feedback on the successful or unsuccessful reception of previous transmissions.

The number of parallel HARQ processes per HARQ entity is specified in [2], clause 8.

When the physical layer is configured for uplink spatial multiplexing [2], there are two HARQ processes associated with a given TTI. Otherwise there is one HARQ process associated with a given TTI.

At a given TTI, if an uplink grant is indicated for the TTI, the HARQ entity identifies the HARQ process(es) for which a transmission should take place. It also routes the received HARQ feedback (ACK/NACK information), MCS and resource, relayed by the physical layer, to the appropriate HARQ process(es).

When TTI bundling is configured, the parameter TTI_BUNDLE_SIZE provides the number of TTIs of a TTI bundle. TTI bundling operation relies on the HARQ entity for invoking the same HARQ process for each transmission that is part of the same bundle. Within a bundle HARQ retransmissions are non-adaptive and triggered without waiting for feedback from previous transmissions according to TTI_BUNDLE_SIZE. The HARQ feedback of a bundle is only received for the last TTI of the bundle (i.e the TTI corresponding to TTI_BUNDLE_SIZE), regardless of whether a transmission in that TTI takes place or not (e.g. when a measurement gap occurs). A retransmission of a TTI bundle is also a TTI bundle. TTI bundling is not supported when the MAC entity is configured with one or more SCells with configured uplink.

TTI bundling is not supported for RN communication with the E-UTRAN in combination with an RN subframe configuration.

For transmission of Msg3 during Random Access (see subclause 5.1.5) TTI bundling does not apply.

For each TTI, the HARQ entity shall:

-
identify the HARQ process(es) associated with this TTI, and for each identified HARQ process:

-
if an uplink grant has been indicated for this process and this TTI:

-
if the received grant was not addressed to a Temporary C-RNTI on PDCCH and if the NDI provided in the associated HARQ information has been toggled compared to the value in the previous transmission of this HARQ process; or

-
if the uplink grant was received on PDCCH for the C-RNTI and the HARQ buffer of the identified process is empty; or

-
if the uplink grant was received in a Random Access Response:

-
if there is a MAC PDU in the Msg3 buffer and the uplink grant was received in a Random Access Response:

-
obtain the MAC PDU to transmit from the Msg3 buffer.

-
else:

-
obtain the MAC PDU to transmit from the "Multiplexing and assembly" entity;

-
if the MAC entity is not configured with skipUplinkTx, or if the MAC entity is configured with skipUplinkTx and the MAC PDU does not only contain padding BSR:
-
deliver the MAC PDU and the uplink grant and the HARQ information to the identified HARQ process;

-
instruct the identified HARQ process to trigger a new transmission.

-
else:

-
deliver the uplink grant and the HARQ information (redundancy version) to the identified HARQ process;

-
instruct the identified HARQ process to generate an adaptive retransmission.

-
else, if the HARQ buffer of this HARQ process is not empty:

-
instruct the identified HARQ process to generate a non-adaptive retransmission.

When determining if NDI has been toggled compared to the value in the previous transmission the MAC entity shall ignore NDI received in all uplink grants on PDCCH for its Temporary C-RNTI.

Next Modified Subclause
5.4.3.1
Logical channel prioritization

The Logical Channel Prioritization procedure is applied when a new transmission is performed.

RRC controls the scheduling of uplink data by signalling for each logical channel: priority where an increasing priority value indicates a lower priority level, prioritisedBitRate which sets the Prioritized Bit Rate (PBR), bucketSizeDuration which sets the Bucket Size Duration (BSD).

The MAC entity shall maintain a variable Bj for each logical channel j. Bj shall be initialized to zero when the related logical channel is established, and incremented by the product PBR × TTI duration for each TTI, where PBR is Prioritized Bit Rate of logical channel j. However, the value of Bj can never exceed the bucket size and if the value of Bj is larger than the bucket size of logical channel j, it shall be set to the bucket size. The bucket size of a logical channel is equal to PBR × BSD, where PBR and BSD are configured by upper layers.

The MAC entity shall perform the following Logical Channel Prioritization procedure when a new transmission is performed:

-
The MAC entity shall allocate resources to the logical channels in the following steps:

-
Step 1: All the logical channels with Bj > 0 are allocated resources in a decreasing priority order. If the PBR of a logical channel is set to “infinity”, the MAC entity shall allocate resources for all the data that is available for transmission on the logical channel before meeting the PBR of the lower priority logical channel(s);

-
Step 2: the MAC entity shall decrement Bj by the total size of MAC SDUs served to logical channel j in Step 1

NOTE:
The value of Bj can be negative.

-
Step 3: if any resources remain, all the logical channels are served in a strict decreasing priority order (regardless of the value of Bj) until either the data for that logical channel or the UL grant is exhausted, whichever comes first. Logical channels configured with equal priority should be served equally.

-
The UE shall also follow the rules below during the scheduling procedures above:

- 
the UE should not segment an RLC SDU (or partially transmitted SDU or retransmitted RLC PDU) if the whole SDU (or partially transmitted SDU or retransmitted RLC PDU) fits into the remaining resources of the associated MAC entity;

-
if the UE segments an RLC SDU from the logical channel, it shall maximize the size of the segment to fill the grant of the associated MAC entity as much as possible;

-
the UE should maximise the transmission of data.

-
if the MAC entity is given an UL grant size that is equal to or larger than 4 bytes while having data available for transmission, the MAC entity shall not transmit only padding BSR and/or padding (unless the UL grant size is less than 7 bytes and an AMD PDU segment needs to be transmitted).

The MAC entity shall not transmit data for a logical channel corresponding to a radio bearer that is suspended (the conditions for when a radio bearer is considered suspended are defined in [8]).

For the Logical Channel Prioritization procedure, the MAC entity shall take into account the following relative priority in decreasing order:
-
MAC control element for C-RNTI or data from UL-CCCH;

-
MAC control element for SPS activation/release confirmation;
-
MAC control element for BSR, with exception of BSR included for padding;

-
MAC control element for PHR, Extended PHR, or Dual Connectivity PHR;

-
MAC control element for Sidelink BSR, with exception of Sidelink BSR included for padding;

-
data from any Logical Channel, except data from UL-CCCH;

-
MAC control element for BSR included for padding;

-
MAC control element for Sidelink BSR included for padding.

Next Modified Subclause
5.10.2
Uplink

After a Semi-Persistent Scheduling uplink grant is configured, the MAC entity shall:

-
if twoIntervalsConfig is enabled by upper layer:

-
set the Subframe_Offset according to Table 7.4-1.

-
else:

-
set Subframe_Offset to 0.

-
consider sequentially that the Nth grant occurs in the subframe for which:

-
(10 * SFN + subframe) = [(10 * SFNstart time + subframestart time) + N * semiPersistSchedIntervalUL + Subframe_Offset * (N modulo 2)] modulo 10240.
Where SFNstart time and subframestart time are the SFN and subframe, respectively, at the time the configured uplink grant were (re-)initialised.

The MAC entity shall clear the configured uplink grant immediately after implicitReleaseAfter [8] number of consecutive new MAC PDUs each containing zero MAC SDUs have been transmitted on the Semi-Persistent Scheduling resource.
The MAC entity shall clear the configured uplink grant immediately after transmitting an SPS release confirmation MAC Control Element.
NOTE:
Retransmissions for Semi-Persistent Scheduling can continue after clearing the configured uplink grant.
Next Modified Subclause
6.1.3.10
SPS activation/release confirmation MAC Control Element

The SPS activation/release confirmation MAC control element is identified by a MAC PDU subheader with LCID as specified in table 6.2.1-1.

It has a fixed size of zero bits.
Next Modified Subclause
Table 6.2.1-2 Values of LCID for UL-SCH

	Index
	LCID values

	00000
	CCCH

	00001-01010
	Identity of the logical channel

	01011
	CCCH

	01100-10100
	Reserved

	10101
	SPS activation/release confirmation

	10110
	Truncated Sidelink BSR

	10111
	Sidelink BSR

	11000
	Dual Connectivity Power Headroom Report

	11001
	Extended Power Headroom Report

	11010
	Power Headroom Report

	11011
	C-RNTI

	11100
	Truncated BSR

	11101
	Short BSR

	11110
	Long BSR

	11111
	Padding


