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1. Introduction

RAN2 are currently considering two proposals, from Qualcomm ([1]) and Siemens ([2]), for stored radio bearer configurations.  Both proposals are included in [3] for ongoing consideration.  This document compares the two proposals and attempts to unify them into a common way forward.
2. Discussion

The two proposals before RAN2 represent two ways of decoupling the explicit description of a configuration from its actual use at the UE.  The major differences are in the signalling flows and in the synchronisation of configuration identifiers between UE and UTRAN.
2.1.  Signalling

The signalling in both proposals is fairly straightforward.  In Proposal 1, a stored configuration is established “on the fly”, with the UTRAN signalling the configuration to the UE in the usual manner at its first use (e.g., in the RADIO BEARER SETUP message) and at the same time assigning an identifier which can be used later to refer to the same configuration.  In Proposal 2, a new transfer procedure takes place in dedicated signalling to deliver a set of stored configurations to the UE.

These two arrangements are complementary rather than conflicting, and target different systemic use cases; Proposal 1 shines in the case where a UE can be expected to establish and release the same type of bearer repeatedly, while Proposal 2 is at its best when the UTRAN can know in advance that a particular UE is likely to spend much of its time using various members of a particular group of bearers.  Both cases are potentially valuable, and the burden of supporting the signalling for both transfer mechanisms is minor.
2.2. Configuration Identifiers

The differences between the proposals in the handling of configuration identifiers are more substantial.  Proposal 1 uses an identifier for each configuration, one of the SIBs to indicate which identifiers the UTRAN is using, and existing uplink signalling (e.g., RRC CONNECTION SETUP COMPLETE) to indicate to the UTRAN which configurations the UE is already aware of.  Proposal 2 assumes that the stored configurations are managed in sets, with the UE storing one set of configurations at a time in its entirety, and also uses existing uplink signalling to deliver the set identifier to the UTRAN.
The central difference here is in the question of whether an identifier should be unique to a single configuration or assigned to a whole set of them.  In fact this difference is somewhat illusory, in the sense that with a group identifier, there still has to be a means of identifying a single configuration; that is, Proposal 2 still uses a per-configuration identifier, but manages the values of the identifiers so as to break them semantically into (set identifier)+(configuration index in set).  As a consequence of this semantic difference, the procedures to manage and synchronise configuration identifiers become quite different between the two proposals.

In both cases, the goal of the synchronisation mechanism is to avoid situations in which the UTRAN and UE have different configurations associated with the same identifier.  This problem could arise whenever the UE is in a state in which the UTRAN has no mechanism to inform it of updates (out of service with either proposal, and also in idle mode with Proposal 2).
Proposal 1 uses a low-bandwidth (two configuration identifiers) extension to one of the SIBs to indicate which identifiers are in use at the UTRAN.  During connection setup, the UE indicates (on a dedicated channel) which configurations it has stored.  The UTRAN can then use an identifier (among those reported by the UE) as “shorthand” for an already-stored configuration, or set up a different configuration explicitly and indicate that the UE should store it.  The lifetime of the identifiers in the system information is determined by the existing 6-hour timer for BCCH information validity.
Proposal 2 uses the existing UE CAPABILITY INFORMATION message to inform the UTRAN of the current identifier for the set of stored configurations resident in the UE, and depends on the UTRAN to disambiguate the value of the identifier and determine whether the set needs to be updated.  The lifetime of the configuration set is associated with a new timer, with a suggested duration in the tens of hours.
Table 1 summarises these differences.

	
	Proposal 1
	Proposal 2

	Identifier semantics
	Flat (configuration identifier only)
	(Set identifier)+(configuration identifier)

	Expiry timer
	Existing 6-hour SIB timer
	New long-duration timer

	Unsynchronised states
	Out of service
	Out of service or idle mode

	Synchronisation signalling
	SIBs (BCCH)
	UE capability (DCCH)

	Format of synchronisation data
	Interval of valid identifiers
	Single set identifier

	Resolution of ambiguities
	UE (based on system information)
	UTRAN (implementation dependent?)


Table 1: Identifier synchronisation in the two proposals
Note that some of the differences are more different than others.  For instance, the two identifier formats really differ only in internal semantics; either format could be managed by a UTRAN implementation to appear similar to the other.
In our view, the ability to keep the UE and UTRAN synchronised with the UE in idle mode is a substantial benefit of maintaining synchronisation through the system information (perhaps in addition to dedicated signalling); for this reason the use of the SIBs should be retained, which of course implies that the overhead of the broadcast signalling must be kept to a reasonable level.

This broadcast signalling of the active identifiers also makes the method of resolving ambiguities clear.  The UE can only lose synchronisation when out of service; upon returning to service, it can know at once that any identifiers it “remembers” that still appear in the SIBs are valid (unless the validity timer has expired).

While the single set identifier of Proposal 2 is certainly less demanding of bandwidth than the two identifiers used under Proposal 1, it also restricts the UE to storing a single set of configurations.  It is uncertain how a set might be composed; for instance, a module would benefit from separating PS bearers into a separate set from CS voice bearers, but a phone with both CS and PS capabilities would have to choose (or have chosen for it) which set to store.  Since the UE uses dedicated uplink signalling in both proposals to inform the UTRAN of which configurations it has stored, there is no serious cost in sending several identifiers rather than one (assuming, naturally, that the identifiers are not absurdly large).

Finally, the length of the timer is open to discussion; however, there may be difficulties of implementation with long timers, e.g., for UEs that lack an internal time reference.  The existing system-information timer is the longest UE-side timer already agreed upon in the RRC, but a longer timer, if it created no unreasonable difficulties in implementation, would serve either proposal well.

2.3.  Set Identifiers In System Information

The approach outlined above leaves open the possibility that identifiers on a per-set basis, rather than per-configuration, could be sent as part of the system information.  There are essentially two ways in which this can be done:

· A range of valid set identifiers only could be sent, with the assumption that sets are always sent to the UE together and updated as a unit;

· A range of valid set identifiers could be sent together with a range of valid indices for each set.

The second obviously requires more bandwidth, but the difference is fairly small per set (two indices, with each index needing only enough bits to provide “rollover space” within a single set).  On the other hand, the first alternative requires more procedural complexity and actually introduces a small delay in on-the-fly setups (because of the need to send the whole set rather than just the individual bearer in use).  This tradeoff ultimately depends on how these configurations are deployed and what operators view as the natural partitioning of configurations into sets.
As one possibility, the SIBs could carry a list of set identifiers only, with “fine-tuning” for individual configurations taking place in dedicated signalling.  This approach would reduce broadcast signalling compared to including information about individual configurations on the BCCH, but would still allow the UTRAN the flexibility to make minor updates within a configuration set.  We suggest that this and other possible arrangements could be evaluated within the general architecture of the proposal.
3. Proposal

Based on the analysis above, we suggest that the two current stored-configuration proposals are not as far apart as they might appear, and that they can be developed into a single common proposal with the following decisions:

· Divide the semantics of a configuration identifier into a “set” part and an “index” part;
· Use system information to signal which sets of identifiers are in use by the UTRAN, and possibly the valid range of indices within each set;

· Allow the UE to store more than one set of identifiers;

· Use dedicated signalling on the uplink to indicate which sets of identifiers are stored in the UE;

· Allow the UTRAN to update configurations at the UE either on-the-fly or by dedicated signalling;

· Rely on an expiry timer (either the 6-hour timer, or a longer special-purpose timer if it is deemed feasible in implementation) to prevent ambiguities in the meaning of an identifier.

As discussed in section 2.3 above, the question of the exact format for signalling identifiers in the system information requires further discussion.
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