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1
Introduction

A simplification of the 2ms TTI per-process-scheduling for HSUPA was discussed [1]. This document sheds further light on the details of the proposal and tries to answer all behavioural questions and concerns the opponents raised during on- and off-line discussions. A CR to the stage 2 is also attached for completeness.

2
Changes to the UE behaviour

With the proposal, the UE behaviour description in chapters 9.1 and 9.2 of [2] becomes simple: the concept of HARQ process specific SG is changed to a UE specific SG. Note that this change alone simply describes the same UE behaviour as what we see today when the single process flag is not set (i.e. when the AG applies to all processes). The notion of process specific SG had to be introduced for per-process scheduling and in order to maintain descriptions of the two modes as close to each other as possible, the per-UE scheduling was described using process specific SG as well.

The main changes regarding the UE behaviour are described in the two following sections (highlighted in yellow) in a way that should be understandable to a reader. Some smaller edits are also required (see the attached CR).

2.1
Changes to Chapter 9.1 of 25.309

On the E-AGCH, the existing flag becomes a HARQ process activation flag that indicates whether the absolute grant activates or deactivates one or all HARQ processes:

-
Absolute Grants are sent by the Serving E-DCH cell:

-
They are valid for one UE, for a group of UEs or for all UEs;

-
They can have an associated duration (FFS);

-
The Absolute Grant contains:

· the identity (E-RNTI) of the UE (or group of UEs) for which the grant is intended;
· the maximum power ratio the UE is allowed to use;
· in case of 2ms TTI a HARQ process activation flag indicating if the Absolute Grant activates or deactivates one or all HARQ processes. For the 10ms TTI, the use of the bit encoding the flag is FFS.
2.1
Changes to Chapter 9.2 of 25.309

If E-RGCH physical channels are allocated for the cells of the Serving E-DCH RLS, the UE shall follow the “RG” based mode of operation and handle the Grant from the Serving E-DCH RLS as follows:

-
The UE maintains a “Serving Grant” (SG);
-
The SG is used in the E-TFC selection algorithm as the maximum allowed E-DPDCH/DPCCH power ratio for the transmission of the active HARQ processes;
-
The SG is updated according to the following algorithm, regardless of the transmission/retransmission status of the HARQ process. The SG is not used for the E-TFC selection algorithm if the HARQ process is in retransmission;
-
When receiving an “Absolute Grant” on the E-AGCH of the serving E-DCH cell:

-
In case of 10ms TTI, SG is set to the received value;
-
In case of 2ms TTI:

-
If the received value is non-zero, SG is set to that value and the process activation flag tells whether all processes or one process only becomes active (if a process was active it remains active, if a process was inactive it becomes active).
-
If the received value is zero, the process activation flag tells whether all active processes or one active process only become(s) inactive (if a process was inactive it remains inactive, if a process was active it becomes inactive).
2
Specific Cases for UE Behaviour

2.1
The Truth Table

In Table 1 below, the UE behaviour upon reception of an E-AGCH is given.

Table 1. UE Behaviour

	Resource grant
	Activation flag
	Activation status change
	SG change

	Non-zero
	All
	All processes activated
	Received resource grant

	Non-zero
	Single
	This particular process activated
	Received resource grant

	Zero
	All
	All processes inactived
	No change

	Zero
	Single
	This particular process inactivated
	No change


In the following sections, possible questions regarding the above proposal are answered.

3.2

UE cannot be signalled with a zero grant

It is obvious from the table that the SG=0 cannot be signalled to the UE. However, deactivation of all processes (signal a zero grant and activation flag set to all) equals to the exact same thing as signalling a zero grant. In this case the value of SG is meaningless as when activating either one or all processes the UE will be given a new SG anyway. Thus deactivating all processes is equal to signalling a zero resource grant.

3.3
SG cannot be changed when deactivating a single process

This is again exactly what happens with the per-process scheduling as it is now defined in [2]: when a zero grant is signalled to a particular process, the SGs of other processes are not changed. With our proposal when signalling a zero grant and an activation flag set to single, that particular process stops transmitting and other processes are unaffected. The two schemes therefore produce the same result.

3.4
Operation of RG

The operation of RG is unchanged. As the RG refers to actually transmitted data rate, if the TTI it refers to was not transmitting anything (e.g. because the HARQ process was inactive) then the reference is zero. This is exactly the same behaviour as with the per-process-scheduling if that process was given an SG=0 or for some other reason it did not transmit.

3.5
Operation with NST

As with any scheduling mode, NST are not under the control of the Node B. Thus process activity state and level of SG do not play any role. NST is transmitted according to the existing rules.

3.6 
Interaction with Layer 3

In [3], an IE “2ms HARQ process allocation” has been included where each bit set to TRUE means that scheduled transmissions are allowed in that HARQ process. This IE allows for defining a subset of active processes through L3 signalling. Obviously L3 has precedence over the E-AGCH and if by mistake the Node B tries to activate a process that was inactivated by L3, the UE should ignore the command. For instance when receiving a command that orders the UE to activate all processes, the UE should only activate the processes that do not violate the L3 restriction. Note that the same problem occurs with the per-process scheduling as it is now defined: E-AGCH can also try to change the SG of a process which was forbidden by Layer 3.

4
Comparison

In the following Table, the per-process-scheduling as it is now defined in [2] is compared to the proposal for a simpler per-process-scheduling as described above.

Table 2. Comparison

	
	Per process
	Per UE with process deactivation

	Each process can have a different SG
	Yes, all processes have their own
	No, a specific process is either inactive or obey a common SG 

	Each process can independently be set to a zero rate
	Yes
	Yes

	RG operation
	RG refers to the last actually transmitted data rate of the same process and changes the SG for that process
	RG refers to the last actually transmitted data rate of the same process and changes the common SG

	Number of RGs required to go up 1 step in all processes
	8, RG must be signalled to all processes
	1, SG is common to all processes

	Number of AGs required to change the data rate of all processes
	1, single process flag not set
	1, SG is common to all processes

	AGs required to change a data rate of one particular process
	1, single process flag set
	1, for deactivation


4.1
Behavioural difference

Per-process scheduling: 

-
Each HARQ process has an individually controlled SG, thus each HARQ process can have an individual data rate regardless of what the other processes are granted with;

-
AG can either change the SG of a single process or change SGs of all processes;

-
A single RG controls only one process at a time (different from 10 ms TTI)

Per-UE scheduling with HARQ process deactivation:

-
All processes have commonly controlled SG and individually controlled activity state, thus each process either has the same data rate (with the exception of NST) or it is not allowed to transmit anything;

-
AG can either change the activity/inactivity status of a single process or all processes;

-
A single RG controls all processes (as with 10 ms TTI)

4.2
Signalling overhead

As per-process scheduling approach mandates a process specific RG and the per-UE approach mandates a UE specific RG, it is obvious that in order to control the data rate of multiple processes the per-process approach requires n-times more signalling, where n is the number of processes that the scheduler wants to be transmitting. Thus at best the per-process scheduling has the same RG overhead as per UE approach, at worst it has 8 times higher signalling overhead.

The overhead of AG signalling is the same in both cases.

4.3
Complexity

4.3.1
UE complexity

With per-process approach the UE must maintain 8 SGs, with per-UE approach the UE must maintain 1 SG. The complexity of multiple SGs may not be significant factor though.

4.3.2
Node B complexity

With per-process approach, if used, the Node B must manage 8 times larger number of entities scheduled. This can be seen as a significant complexity increase.

5
Conclusion

As the primary argument for per-process scheduling has been the ability to time multiplex uplink transmissions of different users, we have tried to design a simplification to the per-process scheduling that would enable the time multiplexing and not introduce the same signalling or complexity burden as the per-process scheduling.

We feel that the additional complexity of being able to independently control the data rate of each process (in addition to NST) would in practice result with a feature that would never be implemented in the network. Still as the RG is designed to ALWAYS be process specific the 2 ms operation would always imply higher signalling overhead in the DL regardless of whether the per-process scheduling was implemented in the network or not.

Thus we are proposing to remove full per-process scheduling from the specifications, but as a compromise propose a technique that would allow disabling individual HARQ processes separately. In our opinion optimally the activation/inactivation decisions would be done by the RNC and L3 signalled to the UE, but as some companies considered L3 signalling delay too high, we have also introduced one L1 signalling mechanism to facilitate the behaviour.
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