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1. Introduction

The hysteresis period after “downs” from non-serving RLSs was introduced in order to avoid a potential “ping-pong” effect [1]. The hysteresis period is illustrated in the following diagram from [2].
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2. Discussion

2.1 Trade-off affecting length of hysteresis period

The length of the hysteresis period is a trade off between eliminating "ping-pong" and avoiding unnecessary restrictions to the rate. 

For the duration of the hysteresis period, the serving cell is unable to increase the UE’s granted rate, even if the interference conditions at the non-serving cells have changed and the lower E-DCH rate is no longer required. 

A long hysteresis period is therefore beneficial for avoiding ping-pong, but would typically have the effect of limiting the throughput gain that can be delivered by E-DCH. 

2.2 Possible Solutions

One possible solution is to define a number of different hysteresis lengths, which can be changed on a semi-static basis by RRC signalling. 

There may be some usefulness in having a small number of different hysteresis lengths. However, too many possible lengths clearly adds further complexity and generates more signalling load to switch between lengths. As the hysteresis period is designed to reduce downlink signalling (of repeated “downs” from non-serving cells), it seems inappropriate to necessitate further signalling to reconfigure the hysteresis period frequently to suit conditions.  

Further, this solution could not really respond adaptively to changing interference conditions. 

Ideally the hysteresis timer should expire as soon as the non-serving Node B which started the hysteresis period by sending "Down" can tolerate more RoT again. 

A second possible solution could therefore be to terminate the hysteresis period early if conditions at the non-serving Node Bs permit. This could be done by allowing a non-serving Node B which sent "Down" to terminate the hysteresis period by sending "Up". 

When the UE received an “up” from a non-serving Node B during a hysteresis period, the UE would not increase its transmit power, but would simply start to take notice again of any "ups" sent by the serving Node B. 

With this possibility, the hysteresis period length could be 5*N or even longer without seriously impacting the throughput. This could also help to avoid the need for many different configurable lengths.
We now examine this possible solution in more detail:

2.2.1 Analysis of the impact of signalling errors from the non-serving Node Bs: 


The additional possibility of non-serving Node Bs transmitting “up” means that we need to verify that no new problematic signalling errors could occur:

Case 1: If "Up" from a non-serving Node B is wrongly received: 
If the “Up” from a non-serving Node B is received as “DTX”, the UE would not terminate the hysteresis period and would continue to ignore any "ups" from the serving Node B until the end of the hysteresis period. This is no worse than without the possibility to terminate the hysteresis period early. 
"Up" from a non-serving Node B is less likely to be received as "down" than the existing DTX being received as "down". 

Case 2: If "DTX" from a non-serving Node B is wrongly received: 
If the DTX is received as “up”, the UE would terminate the hysteresis period even though the non-serving Node B did not actually want any more RoT. The UE might then increase its transmit power if the serving Node B sent "up"; the non-serving Node B would then send another "down" and the hysteresis period would start again. Thus the worst impact from this error case would be a single occasional "ping-pong", which is much better than without the hysteresis period at all. 

Case 2: If "down" from a non-serving Node B is wrongly received: 
"Down" from a non-serving Node B is unlikely to be received as "up". But even in the unlikely event that a "down" was received as "up", the UE would only increase its transmit power if the serving Node B sent "up". 

We can therefore conclude that no new problematic error cases would be introduced by allowing the non-serving Node Bs to terminate a hysteresis period early by transmitting “up”. 

It would in any case seem reasonable to forbid a non-serving Node B from transmitting "up" except during a hysteresis period triggered by its own "down". 


2.2.2 Effect of tri-state signalling from non-serving Node Bs: 

 
The reliability of the signalling from non-serving Node Bs is set by the distance between DTX and "down". Adding "up" as a third possible transmission would not increase the peak transmit power from the non-serving Node Bs. The transmit power of "up" should be no higher than the transmit power of "down". 

It is also worth nothing that the current agreement is that the serving Node Bs use tri-state signalling anyway. 


2.2.3 Behaviour in non-RG based mode: 

The behaviour of MAXSG in non-RG based mode is not yet fully defined. It is possible for multiple “downs” to be received, causing MAXSG to be reduced by multiple successive deltas. In this case, a decision has not yet been taken as to whether:

a) the multiple hysteresis periods expire together when the timer expires after the last “down”, at which point MAXSG increases in a step of size equal to the sum of the accumulated “downs” since the hysteresis period began, or

b) the multiple hysteresis periods expire one by one, as the timers expire after the respective “downs”, with MAXSG increasing in several single steps. 

We prefer option (b), as it avoids a sudden large increase in MAXSG.

In this case, an “up” from a non-serving Node B during the hysteresis period would terminate early the next hysteresis period to expire. The remaining hysteresis periods would continue to run unless another “up” was received from a non-serving Node B. 

3. Conclusions

1. We are concerned that the hysteresis period on its own could have unwanted effects which could significantly limit the throughput gain from HSUPA. 

2. This concern about the hysteresis period can be fully resolved if the hysteresis period can be terminated early if conditions permit. 

3. We propose that a non-serving Node B which transmitted “down” should be able to transmit “up” during the hysteresis period to terminate the hysteresis period and allow the UE to react to “ups” from the serving Node B.

4. We propose that parallel hysteresis periods in non-RG based mode should expire one by one.

5. We propose that the number of possible lengths for the hysteresis period should be kept as few as possible. 

6. We recommend the following text proposal for TS25.309 in order to specify the “FFS” details of the hysteresis period.

4. Text Proposal for TS25.309

9
Node B controlled scheduling

9.1
General Principle

The Node B controlled scheduling is based on uplink and downlink control together with a set of rules on how the UE shall behave with respect to this signaling.

In the downlink, a resource indication (Scheduling Grant) is required to indicate to the UE the maximum amount of uplink resources it may use. When issuing Scheduling Grants, the Node B may use QoS-related information provided by the SRNC (see subclause 10.1.1) and from the UE in Scheduling Requests (see subclause 9.3.1)

The Scheduling Grants have the following characteristics:

-
Scheduling Grants are only to be used for the E-DCH TFC selection algorithm (i.e. they do not to influence the TFC selection for the DCHs);

-
Scheduling Grants control the maximum allowed E-DPDCH/DPCCH power ratio;

-
All grants are deterministic;

-
Scheduling Grants can be sent once per TTI or slower;

-
There are two types of grants:

-
The Absolute Grants provide an absolute limitation of the maximum amount of UL resources the UE may use;

-
The Relative Grants increase or decrease the resource limitation compared to the previously used value;

-
Absolute Grants are sent by the Serving E-DCH cell:

-
They are valid for one UE, for a group of UEs or for all UEs;

-
They can have an associated duration;

-
The Absolute Grant contains at least the identity (E-RNTI) of the UE (or group of UEs) for which the grant is intended and the maximum resources the UE(s) may use;
-
Group identities or dedicated identities are not distinguished by the UE. It is up to the UTRAN to allocate the same identity to a group of UEs;

-
One identity (E-RNTI) is allocated to a UE at a time. The allocation is done by the Node-B and sent by the SRNC in RRC.

-
The identity consists of 16 bits (16 bits CRC at layer 1);

-
In case of 2ms TTI, an Absolute Grant can be associated to a single process, or to all processes;

-
In case of 10ms TTI, an Absolute Grant is associated to all processes;

-
Relative Grants (updates) are sent by the Serving and Non-Serving Node-Bs as a complement to Absolute Grants:

-
The Relative Grant from the Serving E-DCH RLS can take one of the three values: “UP”, “HOLD” or “DOWN”;

-
The Relative Grant from the Non-serving E-DCH RLS can take one of the three values: “UP”, “HOLD” or “DOWN”. The “HOLD” command is sent as DTX. The “DOWN” command corresponds to an “overload indicator”; The “UP” command can only be sent during a hysteresis period following a “DOWN” command from the same non-serving RLS, and corresponds to a “terminate hysteresis” command. 
-
For each UE, the non-serving Node-B operation is as follows:

-
If the Node-B could not decode the E-DPCCH/E-DPDCH for the last n1 TTIs (where n1 is TBD) because of processing issue, it shall notify the SRNC;

-
The non-serving Node-B is allowed to send a “DOWN” command only for RoT reasons (maximum allocated uplink RoT in the cell is exceeded) and not because of lack of internal processing resources.

9.2
UE scheduling operation

9.2.1
Grants from the Serving RLS

The UE shall be able to receive Absolute Grant from the Serving E-DCH cell and Relative Grant from the Serving E-DCH RLS. 

Two UE scheduling mode of operation are defined (“RG” based and “Non RG” based).

If E-RGCH physical channels are allocated for the cells of the Serving E-DCH RLS, the UE shall follow the “RG” based mode of operation and handle the Grant from the Serving E-DCH RLS as follows:

-
The UE maintains a “Serving Grant” (SGi) for each HARQ process i;

-
The SGi is used in the E-TFC selection algorithm as the maximum allowed E-DPDCH/DPCCH power ratio for the transmission of the HARQ process it refers to;

-
When receiving an “Absolute Grant” on the E-AGCH of the serving E-DCH cell:

-
In case of 10ms TTI and the UE is not in a hysteresis period, SGi is set to the received value for all HARQ processes;

-
In case of 10ms TTI and the UE is in a hysteresis period, SGi is set to the minimum of the current SGi and “received absolute grant value” for all HARQ processes;
-
In case of 2ms TTI and the UE is not in a hysteresis period, SGi is set to the received value either for all HARQ processes or for one process only depending on the SingleProcess flag of the E-AGCH.
-
In case of 2ms TTI and the UE is in a hysteresis period, SGi is set to minimum of the Current SGi and “received absolute grant value” either for all HARQ processes or for one process only depending on the SingleProcess flag of the E-AGCH.
-
If no “Absolute Grant” is received by the UE, then the UE shall follow the “Relative Grant” of the Serving E-DCH RLS:

-
A Serving Relative Grant is interpreted relative to the UE power ratio in the previous TTI for the same hybrid ARQ process as the transmission which the Relative Grant will affect (see figure 9.2.1-1);
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Figure 9.2.1-1: Timing relation for Relative Grant

-
When the UE receives an “UP” from Serving E-DCH RLS:

· In case the UE is not in a hysteresis period, New SGi = Last used power ratio (i) + Delta;
· In case the UE is in a hysteresis period,  New SGi = SGi ;
-
When the UE receives a “DOWN” from Serving E-DCH RLS:

-
New SGi = Last used power ratio (i) – Delta;

-
When the UE receives a “HOLD” (i.e. DTX) from the Serving E-DCH RLS:

- 
In case of 2ms TTI, SGi remains unchanged (per process approach);

- 
In case of 10ms TTI: SGi in the immediate preceeding TTI is reused for the current TTI: new SGi = SGi-1 (per UE approach).

If no E-RGCH physical channels are allocated for the cells of the Serving E-DCH RLS, the UE shall follow the “Non RG” based mode of operation and handle the grant from the Serving E-DCH RLS as follow:

-
The UE maintains a “Serving Grant” (SG);

-
The SG is used in the E-TFC selection algorithm as the maximum allowed E-DPDCH/DPCCH power ratio for the transmission of the HARQ process it refers to;

-
In case the UE is not in a hysteresis period, the UE sets the “MAX Serving Grant” (MAX SG) to the last received “Absolute Grant” (AG);
· In case the UE is in a hysteresis period, the UE sets the “MAX Serving Grant” (MAX SG) to the minimum of “Current MAX SG” and “the last received Absolute Grant (AG)”;
- 
If the UE has data to transmit and the SG is below the MAX SG, the SG is increased over time by configurable steps (autonomous ramp-up) until SG is equal to MAX SG;

-
If the SG is above the MAX SG (due to reception of a new AG lowering the MAX SG), then the SG is immediately set equal to MAX SG;

-
If the UE transmitted at a given power ratio below the current SG for more than n TTIs (where n is a configurable parameter that can be set to an infinite value), then the SG is set equal to this given power ratio. This in effect forces the UE to use autonomous ramp-up after some continuous activity below SG.

It is FFS whether or not the “per process” approach can be used for the “Non RG” based mode of operation, i.e. whether the SingleProcess flag of the E-AGCH can be set for 2ms TTI.

9.2.2
Grants from the Non-serving RLS

Node-B from the Non-serving E-DCH RLS will only send Relative Grants to the UE. The UE shall handle the RG from the Non-serving E-DCH RLS as follows:

-
When the UE receives a “DOWN” from at least one Non-serving E-DCH RLS;

- For all HARQ processes (for all i):

-
For the “RG” mode of operation: new SGi = Last used power ratio (i) – Delta; 

-
For the “Non RG” mode of operation: new MAX SG = MAX SG – Delta; 

-
The Delta may be dependent on the bit rate;

-
The option to use a calculated offset is FFS (e.g. the offset may be a function of the measured CPICH power on the overloaded cells in relation to the measured CPICH power on the serving cell);

· Stability may be obtained via a configurable hysteresis after “DOWN” commands are received. The hysteresis period terminates when the timer expires or when an “UP” command is received from the same non-serving E-DCH RLS. 
· In “Non RG” mode of operation:

· New MAX SG = MAX SG + Delta when a hysteresis period terminates;

· Multiple hysteresis periods may run in parallel. In this case, each hysteresis period ends independently. An “UP” command from a non-serving RLS ends the hysteresis period which would terminate first. 
-
When the UE does not receive a “DOWN” from any Non-serving E-DCH RLSs;

-
The UE shall follow the Serving E-DCH RLS’s Scheduling Grants.

-
When the UE receives an absolute grant from serving E-DCH RLS and a “DOWN” command from at least one non-serving E-DCH RLS:

- For every HARQ process:

· For the “RG” mode of operation: new SGi= Minimum (Last used power ratio(i) –  Delta, received absolute grant value)
· For the “non-RG” mode of operation: new MAX SG= minimum (MAX-SG –  Delta, received absolute grant value)
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