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1. Introduction

If the UE is relaying data received via the HS-DSCH to an external radio interface, e.g. bluetooth, with time-varying channel capacity (here called “bluetooth stream”), bad channel conditions on the external radio interface can lead to bottleneck so that data received via the HS-DSCH for the bluetooth stream cannot be conveyed successfully via the bluetooth interface. They have to be stored in the UE, and if the buffer flows over are lost. To avoid data loss due to buffer overflow, it would be beneficial to already avoid transmission of data for the bluetooth stream (and thus unnecessary interference) via the HS-DSCH. This is usually achieved by a flow control mechanism between the sender and the receiver.

To achieve the goals of 

· avoiding data loss,

· avoiding unnecessary interference on the downlink due to transmission of data that is anyway lost,

the flow control mechanism has to be fast.

As pointed out in R2-021619, using available flow control on RLC level (by reducing the TX window size
 or interrupting transmission of status reports using Timer_Status_Prohibit
) would be much too slow due to the Iub/Iur round trip delay usually assumed to be in the order of 100ms. In addition, the mechanism has to be stream-specific, i.e. it has to be avoided that data belonging to streams, which terminate on the UE are not affected by the flow control mechanism.

The requirement for fast reaction to changing radio conditions on the bluetooth link therefore clearly needs a mechanism, which directly involves nodeB at the earliest time possible.

R2-021619 and R2-021620 describe a solution to the above-mentioned problem based on applying one unused bit combination of the 5 spare CQI values currently defined in RAN1.

Though most of the companies see a need for solving this problem of flow control, some concerns were raised with respect to this proposal:

1. Currently, the CQI reporting is only configured for fixed periods, i.e. the UE would only send the CQI in predefined TTIs, i.e. it might not be possible in all cases to send the STOP command.

2. The current concept only allows one STOP command, which has to be linked to the priority class, which carries data of the stream, which might need blocking. Since a priority class usually contains several logical channels, the mechanism would imply rather limiting configuration requirements: The priority class that is intended to be blocked by means of the STOP command would have to be used exclusively for the bluetooth stream. This also implies that the “sub-streams” carried in the bluetooth stream would all have the same priority, which seems much too limiting.

2. Other alternatives compared with the CQI-bits

In order to avoid usage of CQI bits, another UL transport mechanism has to be found, which allows for evaluating the data to be conveyed already in node B. The only physical channels allowing this without any modification are the HS-DPCCH and the DPCCH. The DCH terminates in SRNC, i.e. node B is not aware of any data carried on the DPDCH of a DCH.

2.1 How about using the RACH?

A STOP command could in principle also be sent using the RACH, which has sufficient capacity to carry information about the logical channel or even the RB, which would have to be stopped. However, so far RACH messages are only evalutated in CRNC (if the RACH message carries the CCCH) or in SRNC (if the RACN message carries the DCCH). What is required is evaluation in NodeB. This could be allowed by defining an additional MAC header entry now related to MAC-hs, i.e. one of the 2 spare values for the TCTF (which forms the MAC header in case CCCH is mapped to RACH) could be used to indicate that MAC-hs should evaluate the RACH message and not MAC-c. 

Drawbacks from a mere technical point-of-view:

· RACH is subject to power-ramping, i.e. it can take several radio frames until the RACH message is really received by the Node B. RACH suffers also from collisions, i.e. the RACH message might in some cases not get through to the Node B, since it collides.

· The UE is in CELL_DCH state, when receiving the HS-DSCH. In order to avoid mulit-code transmission in the UL it is not allowed (and usually not required) to use the RACH in this case.

Drawbacks in terms of modelling:

· Such a “misuse” of the RACH would cause a break in the protocol architecture, since strictly speaking a new logical channel type would be introduced, which terminates in nodeB.

2.2 R1999 DPCCH

Since the (R1999) UL-DPCCH contents is evaluated at node B, a possible candidate could be the FBI-Bits available there. In R1999 they can be used for either “Closed Loop Transmit Diversity” or “Site Selection Diversity Transmission”. In that case, however, it would only be possible to send one STOP command within a TTI of 10 ms. However, for R1999 the UE has to support Closed Loop Transmit Diversity as well as Site Selection Diversity Transmission. According to the decision at RAN1#28, CL Tx diversity mode 1 can be used for the HS-DSCH. Hence, using the FBI-Bits for flow control would exclude the usage of SSDT and Closed Loop Transmit Diversity.

3. Using CQI-bits of the HS-DPCCH

The only drawback of allowing the UE to send the STOP command outside the predefined TTIs for CQI reporting is related to the node B: It would have to listen to many more TTIs in order not to miss a STOP command, which however need not mean that it has to listen to every TTI. If there are strong reasons to not allow that NodeB actually scans all UL TTIs for a UE to capture every STOP command, one could configure the UE for a relatively short CQI reporting period (e.g. 5 TTI-hs), in which it would send either the STOP command or the CQI value, but in order to reduce UL interference would send the CQI values with a lower frequency. The only drawback would be that the STOP command would not be sent as early as it could be sent. However, by making the reporting period small enough, it could be avoided that the resulting delay for sending the STOP command would become critical.

3.1 Mapping the STOP command to data streams, not necessarily to priority classes

The current proposal directly links the STOP command with a priority class, i.e. if the data in the received MAC-hs PDU is addressed to this priority class, and there is a bottleneck on the bluetooth link, a STOP command is sent. Since also the data stream via the bluetooth link should carry streams of different priorities, the better choice would be to link the STOP-command to a set of logical channels received on a MAC-d flow, which is proposed here. 

Within MAC-hs on nodeB, logical channels are currently not visible. However, it would be simple to let MAC-hs look at the MAC header in the MAC-d PDU to know, for which logical channel the data is destined, and nodeB can then decide, which MAC-d SDU to put into the MAC-hs PDU based on whether a STOP command is received or not. This however requires knowledge at the nodeB about the set of logical channels to be blocked by the STOP command. This information would then have to be conveyed to nodeB in a similar manner as the delay attribute currently under discussion.

At the UE side, there is no immediate need to let the reordering entity be aware of logical channel identities. The higher layer would just indicate, that a STOP command would have to be sent, and this STOP command would then be sent within one of the UL-TTIs, if the bluetooth link carrying a number of logical channels, sees a bottleneck. A timer would be started (similar to the timer in nodeB). If data is received for the bluetooth link, while the timer is running, again a STOP command is sent, and the timer is restarted. If the timer elapses, it is again checked, if the bottleneck still exists. If it exists, again a STOP command is sent. Note, that in contrast to R2-021619/20 the STOP command is not only sent when a MAC-hs PDU is received that contains data destined for the bluetooth link, but can also be sent as soon as the higher layers indicate that the bluetooth link has a bottleneck. This could be expressed by passing some occupancy threshold (close to the full occupancy) for the queue, where data to be forwarded to the bluetooth link is temporarily buffered.

The important thing would be to tell MAC-hs on nodeB for each UE (if a STOP command is required) the mapping between the STOP command and the set of logical channels to be blocked by the STOP command, which would be done in the RRC configuration message.

3.2 Support for several external interfaces

So far, the assumption seems to be that there is only one external interface (bluetooth), which could face a temporary bottleneck. However, if also an infra-red interface (or a second bluetooth interface) were in operation, which also receives data via the HS-DSCH, more than one STOP command would be required. 

Possible options to provide flow control also in this case are as follows:

· Use one further spare CQI value as STOP command. 

Drawback: mis-interpretation probability between both STOP commands

· Number the STOP command according to the HARQ process, to which it is related given by the linkage between DL- and UL-TTI. Link the respective interface with the HARQ process number.

Assuming that 4 HARQ processes are usually used to send data to the UE running the two interfaces, 2 HARQ process numbers are used as a pointer to the first interface (say 1 and 2), and two others to the second interface (say 3 and 4). In order to increase reliability, the STOP command for both interfaces would be sent always twice, i.e. for the first interface on the UL-TTIs linked to HARQ process 1 and 2, and for the second interface on the UL-TTI linked to HARQ process 3 and 4. In addition, for UEs with HSDPA category 1 – 4 (25.306v510), the inter-TTI time is bigger than 1, i.e. for those it is possible to repeat the STOP command in the unused TTIs, hence reducing the required TX power for the STOP command.

Now problems are seen w.r.t. to conflicts with CQI reporting: STOP command would always have precedence over CQI reporting. 

Drawback: There might be situations, in which due to retransmissions, not all HARQ-processes actually send data. This, however, would be a situation, in which due massive retransmissions the throughput in the DL is anyway not very high, i.e. there would be little risk that data destined to the external interface is lost.



4. Proposal

It is proposed to adopt

· the STOP command implemented using the best suited spare CQI value, together with

· the numbering of the STOP command according to the number of the HARQ process, to which the UL TTI is associated, in which the STOP command would be sent to provide more than one STOP command, as well as the 

· the concept of a mapping between a numbered STOP command and its configurable linkage to a set of logical channels, or priority classes, 

· where the STOP command is sent as soon as the higher layer indicates that the there is a bottleneck on the connected external interface, and 

· a timer is started on the UE after sending the STOP command; if the timer elapses and the bottleneck still exists, again a STOP command is sent; if data is received for the external interface although the timer is still running, a further STOP command is sent, and the timer is restarted. 

Assumption is that there could be one set (only one external interface) or two (two external interfaces) sets of logical channels to which the numbered STOP commands  could point, e.g. in order to support an infra-red interface connecting to a printer and a bluetooth interface connecting to some storage device.
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	9.2.2.11.3
The Window Size super-field

[...]

The value of VT(WS) to be used by the transmitter. The range of the WSN is [0, 212-1]. The minimum value of VT(WS) is 1. If WSN is zero the SUFI shall be discarded by this version. The variable VT(WS) is set equal to WSN upon reception of this SUFI.
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	11.3.2
Transmission of AMD PDU

[…]

The Sender may also schedule an AMD PDU for retransmission even if none of the criteria above is fulfilled. In this case, the Sender may:

-
if the value of "Configured_Tx_Window_Size" is larger than or equal to "2048":

-
select the AMD PDU with "Sequence Number" equal to VT(S)-1.

-
otherwise if the "Configured_Tx_Window_Size" is less than "2048":

-
select the AMD PDU with "Sequence Number" equal to VT(S)-1; or

-
select an AMD PDU that has not yet been acknowledged by the peer entity;

-
schedule the selected AMD PDU for retransmission.
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[4] R2-021620, MAC-hs Flow Control in HSDPA and related signalling, Source: Panasonic

� Note that the TX window size can only be set to 1 but not to 0 in the current RLC specification [1]!


� Note that in many cases (i.e. TX window size is not bigger than half the sequence number range), RLC on SRNC would be allowed to retransmit not yet acknowledged PDUs even without receiving status reports, causing unnecessary downlink transmissions [2]. 





� Note that according to 25.321v510, “One UE may be associated with one or more MAC-d flows. Each MAC-d flow contains HS-DSCH MAC-d PDUs for one or more priority queues.”, i.e. if as mentioned in R2-021620 a “MAC-d flow” were blocked using the concept of one STOP command, several priority classes would be blocked at the same time. On UE side, there is no indication of the MAC-d flow, to which a MAC PDU belongs.
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